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    Linx

[image: CI]
Linux kernel interfaces for Elixir.
A library of low-level Linux primitives — netlink sockets, process and namespace lifecycle, terminal/PTY control, cgroup v2 resource limits, filesystem mounts, user-namespace identity mappings, per-process capability sets, per-thread seccomp filters, kernel-tunable parameters, modern firewalling via nf_tables — exposed as idiomatic Elixir. The aim is to make these feel as natural to drive from the BEAM as anything in the standard library.
Linx is a library of primitives, not a runtime. A container engine, a network orchestrator, or an observability tool is a consumer of Linx; the runtime concepts (images, supervision policies, request routing) live in those projects.
⚠️ 0.x. The API is still settling; minor releases may include breaking changes until 1.0.

Installation
Add linx to your dependencies:
def deps do
  [
    {:linx, "~> 0.1"}
  ]
end
Requirements. Linux only — the underlying kernel interfaces don't exist on macOS, BSD, or Windows. Elixir 1.18+ on Erlang/OTP 28+ (the Linx.Tty group-leader attach mode depends on prim_tty internals added in OTP 28). Kernel 6.6 LTS or newer; the nf_tables paths target 6.12 LTS.
Build prerequisites. The kernel-interface NIFs and the process Port are compiled from C (c_src/) at install time, so a C compiler and the relevant headers must be present:
	Debian / Ubuntu: sudo apt install build-essential (add erlang-dev if you installed Erlang from apt rather than asdf/precompiled)
	Arch: sudo pacman -S base-devel (the erlang / erlang-nox package already ships the Erlang headers)

build-essential / base-devel also pull in the libc and Linux UAPI headers the sources include.
The headline composition
Linx's value isn't any single subsystem — it's that they all hook into the same Linx.Process checkpoint, the window between clone(2) and execve(2) where the child is parked. Inside that window a workload's identity, resource ceiling, network, privileges, and syscall surface are all decided at once, before its first instruction.
alias Linx.{Process, User, Cgroup, Capabilities, Seccomp}
alias Linx.Netlink.Rtnl

{:ok, c} =
  Process.spawn(
    argv: ["/usr/sbin/nginx"],
    namespaces: [:net, :pid, :user],
    no_new_privs: true
  )
receive do {:linx_process, :ready, _} -> :ok end
{:ok, host_pid} = Process.host_pid(c)

# Identity:  root inside ↔ this uid outside.
my_uid = System.cmd("id", ["-u"]) |> elem(0) |> String.trim() |> String.to_integer()
my_gid = System.cmd("id", ["-g"]) |> elem(0) |> String.trim() |> String.to_integer()
:ok = User.setup_maps(host_pid,
        uid: [{0, my_uid, 1}], gid: [{0, my_gid, 1}])

# Resources: 256 MiB / half a CPU.
{:ok, cg} = Cgroup.create("/sys/fs/cgroup/myorg/nginx-42")
:ok = Cgroup.set_memory_max(cg, 256 * 1024 * 1024)
:ok = Cgroup.set_cpu_max(cg, {50_000, 100_000})
:ok = Cgroup.add_process(cg, host_pid)

# Network:   a macvlan with an address and a default route.
{:ok, host_sock} = Rtnl.open()
:ok = Rtnl.Link.create_macvlan(host_sock, "ct0", "eth0", :bridge)
:ok = Rtnl.Link.move_to_netns(host_sock, "ct0", host_pid)
{:ok, ns} = Rtnl.open({:pid, host_pid})
:ok = Rtnl.Link.set_up(ns, "ct0")
:ok = Rtnl.Address.add(ns, "ct0", "10.0.0.5", 24)
:ok = Rtnl.Route.add_default(ns, "10.0.0.1")

# Firewall:  default drop, allow established + ssh; rules vanish when we do.
{:ok, ct_nfnl} = Linx.Netlink.Nfnl.open({:pid, host_pid})
:ok = Linx.Netfilter.push(ct_nfnl, ~NFT"""
  table inet guard {
    chain input {
      type filter hook input priority 0
      policy drop
      ct state established accept
      tcp dport 22 accept
    }
  }
""")

# Privilege: only cap_net_bind_service.
all = Linx.Capabilities.Constants.all()
:ok = Capabilities.drop_bounding(c,
        MapSet.difference(all, MapSet.new([:cap_net_bind_service])))

# Syscalls:  only what nginx actually needs.
nginx_syscalls = ~w(read write openat close fstat brk mmap munmap mprotect
                    socket bind listen accept4 setsockopt getsockopt
                    rt_sigaction rt_sigprocmask rt_sigreturn exit_group
                    epoll_pwait epoll_ctl epoll_create1 clock_gettime futex)a
{:ok, filter} = Seccomp.allow_list(nginx_syscalls, default: :kill_process)
:ok = Seccomp.install(c, filter)

# Release the workload. Every constraint above is in force from
# the moment execve(2) runs.
:ok = Process.proceed(c)
The subsystems are independent — you can spawn without namespaces, use netlink without spawning, drop caps without seccomp. They compose cleanly because they share one primitive (the checkpoint), not because there's a framework holding them together. Each subsystem's module doc carries the standalone walkthroughs and the progressively-richer composition recipes; docs/<subsystem>/<subsystem>-examples.md has runnable, copy-paste transcripts.
Subsystems
	Linx.Process — clone(2) with namespace flags, setns(2), signal delivery, waitpid(2), and stdio plumbing (inherit / /dev/null / AF_UNIX / PTY). The syscalls run in a small external C agent — a Port, not a NIF — because clone()/fork()/unshare() inside the multithreaded BEAM corrupts the VM. The checkpoint (the parked window between clone() and execve()) is the seam every other subsystem hooks into. See the Process overview.

	Linx.Tty — the terminal surface: /dev/tty, termios(3) (raw / save / restore), window-size ioctls, and attach/2, which pumps bytes between a :pty workload and the caller's terminal — :controlling for a local terminal, :group_leader for SSH / :remsh — restoring all transient terminal state unconditionally on return. See the Tty overview.

	Linx.Cgroup — cgroup v2 resource control via direct /sys/fs/cgroup file I/O (no NIF, no cgcreate). The path is the handle; typed setters for memory / pids / cpu; live counters as %Linx.Cgroup.Stats{}; errors as %Linx.Cgroup.Error{}. See the Cgroup overview.

	Linx.Mount — mount(2), umount2(2), pivot_root(2), convenience verbs (bind / remount / move), a pure-Elixir /proc/<pid>/mountinfo parser, and a cross-namespace :in option that targets any process's mount namespace, not just the BEAM's. See the Mount overview.

	Linx.User — user-namespace identity mapping. Writes /proc/<pid>/{uid_map,gid_map,setgroups} to turn a :user-namespaced workload from a kernel-default nobody into a mapped identity — typically the rootless "root inside ↔ me outside" trick. Pure Elixir; maps are write-once per namespace. See the User overview.

	Linx.Capabilities — the five per-thread capability sets (effective / permitted / inheritable / bounding / ambient) as MapSets of :cap_* atoms. Pure-Elixir read from /proc/<pid>/status; checkpoint-window write verbs (drop_bounding / set_thread_sets / set_ambient). Root-only for writes. See the Capabilities overview.

	Linx.Seccomp — per-thread cBPF syscall filters compiled in pure Elixir (no libseccomp). allow_list/2, deny_list/2, and the Linx.Seccomp.Builder DSL produce a %Linx.Seccomp.Filter{}, installed at the checkpoint just before execve; from_rules/1 / to_rules/1 is the data seam external policy adapters (e.g. a Docker seccomp.json parser in a consumer) plug into. See the Seccomp overview.

	Linx.Sysctl — the /proc/sys/ knobs sysctl(8) reads and writes, with dot-form keys, per-namespace routing, and the same :in option as Linx.Mount. Pure-Elixir host path; a small NIF handles the cross-namespace case. See the Sysctl overview.

	Linx.Netlink — an AF_NETLINK client with rtnetlink (links / addresses / routes / neighbours / rules / stats — full CRUD across IPv4 and IPv6) and nfnetlink (surfaced separately as Linx.Netfilter). Pure-Elixir encode/decode; a NIF only for entering another netns on a throwaway thread. Rtnl.open({:pid, n}) binds a socket to a child's network namespace for its whole life. See the Netlink overview.

	Linx.Netfilter — nf_tables (the iptables / ip6tables / ebtables successor) over NETLINK_NETFILTER. A %Linx.Netfilter.Ruleset{} is plain data; build it with the pipeline DSL or the compile-time ~NFT sigil (real nft syntax), then push / pull / diff. Tables are socket-owned by default — when the supervisor that opened the socket dies, the kernel atomically destroys the rules. Live subscribe/1 monitor + NFLOG log_listen/2, plus a mix format plugin for ~NFT bodies and .nft files. See the Netfilter overview.

	Value types — Linx.IP (with Linx.IP.Subnet) and Linx.MAC. Each has a compile-time sigil (~IP, ~MAC) that Inspect round-trips. Decoded netlink fields carry these structs directly; verbs accept either the struct or the equivalent string.


How Linx is organized
Three kinds of top-level module, named for what they organize:
	Kind	When	Examples
	Mechanism layer	A coherent transport with shared infrastructure (codec, framing, error handling, …).	Linx.Netlink
	Subsystem concept	A grouping of kernel operations that work together for one purpose. Mirrors how Linux man-page section 7 names things.	Linx.Process, Linx.Tty, Linx.Cgroup, Linx.Mount, Linx.User, Linx.Capabilities, Linx.Seccomp, Linx.Sysctl, Linx.Netfilter
	Value type	A domain primitive that flows through the mechanisms. Top level.	Linx.IP, Linx.MAC

Name a module after a mechanism only when the mechanism has shared shape worth factoring out; otherwise name it after the kernel subsystem or concept. Namespace isn't a subsystem — it's a cross-cutting flag on clone(2) — so it doesn't get its own module; the operations live where they belong.
Each subsystem owns its living docs under docs/<subsystem>/: an overview, runnable examples, and external references. Roadmap and forward-compatibility notes live in each subsystem's module doc.
Docs
Generated docs are hosted at hexdocs.pm/linx. Locally, mix docs builds HexDocs-style HTML under _build/docs/; the per-subsystem overview, examples, and references pages are surfaced there alongside the module docs.
License
Linx is released under the MIT License.


  

    Changelog

All notable changes to Linx are documented here. The format is based on
Keep a Changelog, and this project adheres to
Semantic Versioning.
0.2.0 - 2026-06-06
Changed
	Raised the minimum toolchain to Elixir 1.18 / OTP 28 (was Elixir 1.15 / OTP 26).
Linx.Tty's group-leader attach drives prim_tty internals (the OTP-28 output_mode accessor)
that don't exist on older OTP, so that path never functioned there. CI now tests the 1.18/28
floor and 1.19/28 current pairings.

0.1.1 - 2026-06-04
Fixed
	Point the README's subsystem links at HexDocs so they resolve on the hex.pm package page
(relative docs/*.md links 404 there).

0.1.0 - 2026-06-04
First public release — Linux kernel interfaces for Elixir, exposed as idiomatic, library-first
primitives (not a runtime):
	Netlink — rtnetlink sockets: links, addresses, routes, rules, neighbours, and monitoring.
	Process — process and namespace lifecycle with a checkpoint/proceed model.
	Tty — terminal/PTY control, including group-leader attach over the OTP prim_tty driver.
	Cgroup — cgroup v2 resource limits and stats.
	Mount — filesystem mounts.
	User — user-namespace identity (uid/gid) mappings.
	Capabilities — per-process capability sets.
	Seccomp — per-thread seccomp filters.
	Sysctl — kernel-tunable parameters.
	Netfilter — modern firewalling via nf_tables.
	Reconcile — declarative reconciliation across the above subsystems.



  

    License


MIT License

Copyright (c) 2026 Linx contributors

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the "Software"), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.



  

    Overview

Linx.Netlink is Elixir's voice on the kernel's AF_NETLINK bus — the socket
through which userspace asks the kernel to do things and report state, with
the wire format encoded and decoded in pure Elixir.
Netlink is the kernel's structured request/reply (and broadcast) channel for a
whole family of subsystems: the networking stack via rtnetlink, the firewall via
nfnetlink, and — through generic netlink — WireGuard, nl80211 and more. Each
message is an nlmsghdr envelope wrapping type-length-value attributes.
Linx.Netlink speaks that protocol directly: a small layered codec
(Socket → Message/Attr → Request), family-agnostic at the bottom, with
each protocol family — Rtnl for networking, Nfnl for netfilter — built on
top. A single tiny NIF handles the one thing the BEAM cannot do safely itself:
entering another network namespace to bind the socket there.
Where it fits
Netlink is how the other subsystems reach into the kernel's networking world.
While a child is parked at the Linx.Process checkpoint, Linx.Netlink.Rtnl
moves an interface into its netns and assigns addresses and routes — so the
workload's first instruction already sees a configured network. It is also the
transport Linx.Netfilter rides on (via Linx.Netlink.Nfnl). The wire layers
are shared and family-agnostic; consumers are container engines and network
orchestrators that sequence rtnl calls around the checkpoint, plus anything that
just wants to inspect or configure host networking.
Flow
A socket is bound in a chosen namespace — the host, or a child's netns by pid —
and every request it sends, and reply it collects, lands in that namespace's
networking stack.
flowchart LR
    caller["Rtnl.Link.list / Address.add / …"] --> req["Request<br/>(send + collect reply)"]
    req --> sock["Socket<br/>bound to a netns"]
    subgraph host["host netns"]
        khost["kernel networking stack"]
    end
    subgraph child["child netns — {:pid, n}"]
        kchild["kernel networking stack"]
    end
    sock -->|":host"| khost
    sock -->|"{:pid, n} (setns via NIF)"| kchild
    khost -->|"nlmsg reply / multipart dump"| req
    kchild -->|"nlmsg reply / multipart dump"| req
Learn more
	API — Linx.Netlink (with Linx.Netlink.Socket, Linx.Netlink.Message,
Linx.Netlink.Attr, Linx.Netlink.Request, Linx.Netlink.Codec) and the
rtnetlink family Linx.Netlink.Rtnl (Link, Address, Route, Neighbour,
Rule, plus Monitor)
	Examples — netlink-examples.md: sockets, namespaces, listing and
mutating links, addresses, and routes
	References — netlink-references.md: the netlink protocols and
kernel man pages



  

    Examples

Hands-on examples of using Linx.Netlink against the live Linux kernel.
Read-only operations work in a plain iex -S mix session. Anything that
changes network state — creating links, adding addresses or routes,
entering another network namespace — needs root: start with ./sudorun.sh.
Quick start
alias Linx.Netlink.{Rtnl, Socket}
alias Linx.Netlink.Rtnl.Link

{:ok, sock} = Rtnl.open()
# => {:ok, %Linx.Netlink.Socket{netns: :host, protocol: 0, ...}}

{:ok, links} = Link.list(sock)
links
# => [#Linx.Netlink.Rtnl.Link<"lo" (1) UP MTU=65536>,
 #Linx.Netlink.Rtnl.Link<"eth0" (2) UP MTU=1500>,
 #Linx.Netlink.Rtnl.Link<"wlan0" (3) DOWN MTU=1500>]

Socket.close(sock)
# => :ok
Every verb takes a socket as its first argument; structs come back from
reads, :ok or {:error, %Linx.Netlink.Error{}} from mutations.
Reading the network
Links
{:ok, lo} = Link.get(sock, "lo")
# => {:ok, #Linx.Netlink.Rtnl.Link<"lo" (1) UP MTU=65536>}

Link.up?(lo)
# => true
Addresses
alias Linx.Netlink.Rtnl.Address

{:ok, addresses} = Address.list(sock)
addresses
# => [#Linx.Netlink.Rtnl.Address<127.0.0.1/8 ifindex=1>,
 #Linx.Netlink.Rtnl.Address<::1/128 ifindex=1>,
 #Linx.Netlink.Rtnl.Address<192.168.1.42/24 ifindex=2>, ...]

{:ok, lo_addrs} = Address.list(sock, "lo")
Enum.map(lo_addrs, & &1.address)
# => [~IP"127.0.0.1", ~IP"::1"]
Routes
alias Linx.Netlink.Rtnl.Route

{:ok, routes} = Route.list(sock)
routes
# => [#Linx.Netlink.Rtnl.Route<default via 192.168.1.1 oif=2>,
 #Linx.Netlink.Rtnl.Route<192.168.1.0/24 oif=2>, ...]

# resolve a destination — what route would the kernel use?
{:ok, route} = Route.get(sock, "1.1.1.1")
route
#Linx.Netlink.Rtnl.Route<1.1.1.1/32 via 192.168.1.1 oif=2>
Neighbours (ARP / NDP table)
alias Linx.Netlink.Rtnl.Neighbour

{:ok, neighbours} = Neighbour.list(sock)
neighbours
# => [#Linx.Netlink.Rtnl.Neighbour<192.168.1.1 -> aa:bb:cc:dd:ee:ff ifindex=2>, ...]
Interface statistics
alias Linx.Netlink.Rtnl.Stats

{:ok, stats} = Stats.get(sock, "eth0")
stats
#Linx.Netlink.Rtnl.Stats<ifindex=2 rx=128431p/189204771B tx=85912p/12504331B>

stats.link.rx_packets
# => 128431
stats.link.tx_dropped
# => 0

{:ok, all_stats} = Stats.list(sock)   # every interface's counters
The counters live on %Stats{}.link as a
%Linx.Netlink.Rtnl.Stats.Link64{} — the 25 fields of the kernel's
struct rtnl_link_stats64 (rx_packets, tx_bytes, multicast,
rx_dropped, …; full list in the moduledoc).
Policy-routing rules
alias Linx.Netlink.Rtnl.Rule

{:ok, rules} = Rule.list(sock)
rules
# => [#Linx.Netlink.Rtnl.Rule<table=255>,
 #Linx.Netlink.Rtnl.Rule<priority=32766 table=254>,
 #Linx.Netlink.Rtnl.Rule<priority=32767 table=253>]
Creating virtual interfaces
These need ./sudorun.sh.
macvlan / ipvlan — a separate network identity riding a parent NIC
A macvlan is a first-class host on the LAN — its own MAC, its own IP, no
NAT. The other container-networking model.
Link.create_macvlan(sock, "web0", "eth0", :bridge)
# => :ok
Link.create_ipvlan(sock, "app0", "eth0", :l3)
# => :ok
veth — a connected pair
The other container-networking model — two interfaces wired back-to-back,
typically used with a bridge.
Link.create_veth(sock, "v0a", "v0b")
# => :ok
vlan — 802.1Q tagging
Link.create_vlan(sock, "eth0.42", "eth0", 42)
# => :ok
bridge — and enslaving links to it
Link.create_bridge(sock, "br0")
# => :ok
Link.set_master(sock, "v0a", "br0")
# => :ok
Link.set_master(sock, "v0b", "br0")
# => :ok
dummy — a no-op interface
Useful as a stable address holder or test fixture.
Link.create_dummy(sock, "test0")
# => :ok
Configuring an interface
Link.set_up(sock, "eth0.42")
# => :ok
Link.set_mtu(sock, "eth0.42", 1400)
# => :ok
Link.set_address(sock, "eth0.42", "02:aa:bb:cc:dd:ee")
# => :ok
Link.set_name(sock, "eth0.42", "vlan42")
# => :ok
Link.set_down(sock, "vlan42")
# => :ok
Link.delete(sock, "vlan42")
# => :ok
Addresses
IPv4 and IPv6 alike — the family is detected from the address string:
Address.add(sock, "vlan42", "10.0.42.5", 24)
# => :ok
Address.add(sock, "vlan42", "fc00::42:5", 64)
# => :ok
Address.delete(sock, "vlan42", "10.0.42.5", 24)
# => :ok
Routes
Route.add(sock, "10.99.0.0", 24, "10.0.42.1")        # via a gateway
# => :ok
Route.add_default(sock, "10.0.42.1")                 # the default route
# => :ok
Route.delete(sock, "10.99.0.0", 24, "10.0.42.1")
# => :ok
Route.delete_default(sock, "10.0.42.1")
# => :ok
IPv6 works through the same API — Route.add(sock, "fd00::", 64, "fc00::1")
or Route.add_default(sock, "fc00::1"); the family is taken from the
gateway and destination, which must agree.
In-place updates and route options
replace/5 is create-or-replace: install the route if absent, overwrite it
in place (e.g. a changed gateway) if present. It is idempotent, where add/5
is strict (:eexist on a duplicate).
Route.add(sock, "10.99.0.0", 24, "10.0.42.1")       # strict; errors if present
Route.replace(sock, "10.99.0.0", 24, "10.0.42.9")   # upsert; new gateway in place
add/5, replace/5 and delete/5 take :table, :protocol and :metric.
# A route in a custom table, tagged with a dedicated protocol, at a metric.
Route.add(sock, "10.50.0.0", 24, "10.0.42.1", table: 100, protocol: :static, metric: 50)
Route.delete(sock, "10.50.0.0", 24, "10.0.42.1", table: 100, metric: 50)
:protocol (an integer, or :kernel/:boot/:static/:ra/:dhcp) is the
ownership tag a reconciler uses to manage only its own routes; :table
accepts any value (tables above 255 ride RTA_TABLE automatically);
:metric is the route's RTA_PRIORITY.
Neighbours
Static ARP (IPv4) or NDP (IPv6) entries — mapping an IP to a MAC on a
specific link:
Neighbour.add(sock, "eth0", "10.0.0.10", "02:aa:bb:cc:dd:ee")
# => :ok
Neighbour.delete(sock, "eth0", "10.0.0.10")
# => :ok
Policy-routing rules
FIB rules choose which routing table to consult based on selectors. :table
is required; the family is inferred from the address selectors (:from /
:to), defaulting to IPv4 when only non-address selectors are used:
# route any packet from 10.0.0.0/24 via table 100
Rule.add(sock, from: "10.0.0.0/24", table: 100)
# => :ok

# match a firewall mark, set the rule's own priority
Rule.add(sock, fwmark: 0x1, table: 100, priority: 200)
# => :ok

Rule.delete(sock, from: "10.0.0.0/24", table: 100)
# => :ok
Declarative reconciliation
Linx.Netlink.Rtnl.Diff computes the minimal create / update / delete ops
that converge observed kernel state onto a desired state — the diff half of
declarative reconciliation (applying them, and observing, come together in
the reconciler). The diff currency is the decoded structs themselves, so
desired and observed are the same type.
Routes own by rtm_protocol (two-way): tag desired routes with a protocol,
and the diff considers only observed routes carrying it — connected routes
and other writers are invisible to it. A changed gateway is an :update
(applied in place with Route.replace/5), not a delete+create.
desired = [build_route("10.50.0.0", 24, "10.0.0.1", protocol: :static)]
{:ok, observed} = Route.list(sock)

Diff.routes(desired, observed, :static)
# => [{:create, %Route{...}}, {:update, %Route{...}}, {:delete, %Route{...}}]
Everything else (addresses, links, rules, neighbours) has no kernel ownership
field, so deletion is gated three-way by a last_applied key set — the keys
this reconciler installed before. Foreign state that merely appeared is left
alone; only keys you previously applied and no longer want are deleted.
owned = MapSet.new(Enum.map(previously_applied, &Diff.address_key/1))
Diff.addresses(desired_addrs, observed_addrs, owned)
See the Linx.Netlink.Rtnl.Diff moduledoc for the full key/ownership table.
Single-shot reconcile
Linx.Netlink.Rtnl.Reconcile.reconcile/4 composes the diffs into one ordered,
converging pass for addresses and routes on existing interfaces. You author
the desired state by interface name; indices are resolved each pass. It applies
addresses before routes (so a gateway is reachable), is fail-fast, and returns
a report whose :last_applied you thread into the next pass.
desired = %{
  addresses: [{"eth0", "10.0.0.2", 24}],
  routes: [{"10.50.0.0", 24, "10.0.0.1"}, {:default, "10.0.0.1"}]
}

{:ok, r} = Reconcile.reconcile(sock, desired)
r.converged?        # true once the kernel matches
r.applied           # the ops that ran this pass

# Idempotent — a second pass with the threaded ownership does nothing.
{:ok, r2} = Reconcile.reconcile(sock, desired, r.last_applied)
r2.applied == []
Run it on a timer and it self-heals: delete an address by hand and the next
pass restores it; drop one from desired and the next pass removes it — but
only addresses it installed, never a foreign one that merely appeared.
Routes are owned by rtm_protocol (default 76, override with :protocol),
so a route written by anything else is invisible to the reconciler and never
touched. Link lifecycle, rules, and neighbours are out of this pass's scope.
Watching for change: the Monitor
Linx.Netlink.Rtnl.Monitor is the ip monitor equivalent — a GenServer that
subscribes to the rtnetlink multicast groups and forwards each change to an
owner. It is a latency layer over the timer-driven reconcile: a faster "look
now" signal, not a source of truth.
{:ok, mon} = Linx.Netlink.Rtnl.Monitor.subscribe()

# the owner receives, for any change in the namespace:
#   {:linx_rtnl, :event, %Monitor.Event{op: :new_addr, resource: %Address{...}}}
#   {:linx_rtnl, :resync_needed}    (on ENOBUFS — the stream is lossy)

Linx.Netlink.Rtnl.Monitor.unsubscribe(mon)
Netlink multicast drops frames under load, so events are wake-up hints, not
deltas: a level-triggered consumer re-lists and re-diffs on any event (or
:resync_needed) rather than acting on the event's :resource. Because
RTM_* notifications decode through the same codecs as list/1, the structs
in an event are identical to what a re-read returns. Pair it with reconcile/4
to wake the loop faster than its timer; correctness still rests on the resync.
A long-lived loop (opt-in)
reconcile/4 and the Monitor are mechanism; wiring them into a continuous
control loop is policy you can write yourself (a ~15-line timer that re-lists,
re-diffs, and reconciles, woken early by the Monitor). When you'd rather not,
the opt-in Linx.Reconcile loop does it, driven through the rtnl Source
adapter. The scope is the namespace — the loop opens a short-lived socket per
pass, so it owns no socket lifecycle:
children = [
  {Linx.Reconcile,
   source: Linx.Netlink.Rtnl.Reconcile.Source,
   scope: {:pid, container_pid},
   desired: %{
     addresses: [{"eth0", "10.0.0.2", 24}],
     routes: [{:default, "10.0.0.1"}]
   },
   interval: :timer.seconds(30)}
]
Supervisor.start_link(children, strategy: :one_for_one)
By default it subscribes to the Monitor for low-latency wakeups and re-syncs
every interval as the safety net — delete an address by hand and it is
restored, either on the Monitor wakeup or the next timer pass. It links to the
Monitor: if the multicast socket dies the loop restarts and resynchronizes from
scratch, which is correct (resync is truth). It drives one namespace; the
cross-subsystem composite (a container's process + network + cgroup together)
stays in the consumer, where it belongs.
IP addresses, subnets, and MAC addresses
IP addresses, subnets and MAC addresses are first-class values — Linx.IP,
Linx.IP.Subnet and Linx.MAC structs. Decoded netlink fields carry them
directly, the ~IP and ~MAC sigils build literals at compile time, and
verbs accept either the struct or the equivalent string.
import Linx.IP
import Linx.MAC

# build values
~IP"10.0.0.5"
# => ~IP"10.0.0.5"
~IP"10.0.0.0/24"
# => ~IP"10.0.0.0/24"
~MAC"02:aa:bb:cc:dd:ee"
# => ~MAC"02:aa:bb:cc:dd:ee"

# subnet math
alias Linx.IP.Subnet
Subnet.contains?(~IP"10.0.0.0/8", ~IP"10.99.0.5")
# => true
Subnet.network(~IP"10.0.42.5/24")
# => ~IP"10.0.42.0"
Subnet.broadcast(~IP"10.0.42.5/24")
# => ~IP"10.0.42.255"

# verbs accept the structs directly (in addition to strings)
Address.add(sock, "eth0", ~IP"10.0.0.5", 24)
# => :ok
Link.set_address(sock, "eth0", ~MAC"02:aa:bb:cc:dd:ee")
# => :ok
Network namespaces
Rtnl.open/1 chooses the namespace the socket lives in:
# the host's own netns (default)
{:ok, host} = Rtnl.open()
{:ok, host} = Rtnl.open(:host)

# inside the netns of process 4242 — e.g. a running container
{:ok, ns} = Rtnl.open({:pid, 4242})

# by file path — anything that names a netns
{:ok, ns} = Rtnl.open({:path, "/var/run/netns/myns"})
Every verb then operates in that namespace. To hand a link from one
namespace to another:
# host-side: move "web0" into pid 4242's netns
Link.move_to_netns(host, "web0", 4242)

# inside-side: bring loopback up, configure web0, install a default route
Link.set_up(ns, "lo")
Address.add(ns, "web0", "192.168.1.50", 24)
Link.set_up(ns, "web0")
Route.add_default(ns, "192.168.1.1")
Errors
Every netlink verb returns {:ok, _} | {:error, %Linx.Netlink.Error{}}:
Link.get(sock, "nope0")
# => {:error, %Linx.Netlink.Error{
#    errno: :enodev, code: 19,
#    message: "no such interface \"nope0\""
# }}
%Linx.Netlink.Error{} is an Exception, so it can be matched, formatted
or raised:
{:error, err} = Link.get(sock, "nope0")
err.errno
# => :enodev
Exception.message(err)
# => "netlink ENODEV (19): no such interface \"nope0\""
raise err
# => ** (Linx.Netlink.Error) netlink ENODEV (19): no such interface "nope0"
When the kernel attaches a description through extended ack
(NLMSGERR_ATTR_MSG), it surfaces in :message automatically. When it
does not, the verb synthesizes a useful one — create_macvlan for example
sharpens "no such interface" into "no such parent interface" so the caller
knows which name was at fault.


  

    References

External sources Linx draws on — kernel documentation, prior-art
libraries in C and other languages, and the Elixir conventions that
shaped the API. Anything cited in a moduledoc or referenced in a design
discussion should appear here.
A living doc — add to it when new sources inform a decision.
Netlink protocol (the kernel side)
The wire format Linx speaks and the message families it knows come from
the kernel:
	netlink(7) man page — the protocol overview.
	rtnetlink(7) man page — NETLINK_ROUTE's message families.
	libnetlink(3) man page — rtnl_talk and friends; the C convention Linx.Netlink.Request.talk/4 is named after.

UAPI headers (the authoritative wire definitions; cited inline wherever a
struct appears):
	linux/netlink.h — nlmsghdr, nlmsgerr, NLM_F_*, NLMSG_*.
	linux/rtnetlink.h — ifinfomsg, rtmsg, RTM_*, RTA_*.
	linux/if_link.h — IFLA_* link attributes, kind-specific data (IFLA_MACVLAN_MODE, IFLA_IPVLAN_MODE, IFLA_VLAN_*, VETH_INFO_PEER).
	linux/if_addr.h — ifaddrmsg, IFA_*.
	linux/neighbour.h — ndmsg, NDA_*, NUD_*.
	linux/fib_rules.h — fib_rule_hdr, FRA_*, FR_ACT_*.
	linux/if.h — IFF_* interface flags.

Kernel YAML netlink specs
The kernel ships machine-readable descriptions of netlink protocols.
The target of the future
YAML-driven codegen path for genl families.
	Netlink protocol specifications — the format.
	Intro to writing netlink specs
	The netlink-raw schema — for rtnetlink and other pre-genl protocols.
	Netlink docs index
	Documentation/netlink/specs/ — the YAML files themselves.
	tools/net/ynl/ — the C and Python (pyynl) codegen tooling; the reference for spec semantics.

Prior-art C libraries
Studied for the layering Linx adopts (Socket → Message → Attr → Request →
Codec → per-family resources):
	libmnl — minimalistic netlink helpers; the model for Linx's pure-codec layer.
	libnl — the larger object/cache library; the model for the high-level resource pattern. libnl-route adds typed object support around the core.
	iproute2's libnetlink.c — rtnl_talk, rtnl_dump_filter. The reference C client.

Prior-art bindings in other languages
Cross-checked Linx's API shape against these:
	vishvananda/netlink (Go) — top-level LinkAdd / AddrAdd / RouteAdd verbs plus an nl/ low-level split.
	pyroute2 (Python) (docs) — the low-level IPRoute and high-level NDB. The schema-driven message classes (fields + nla_map) were the most interesting comparison point.
	rust-netlink — the deliberate crate split (netlink-sys / netlink-packet-core / netlink-packet-route / netlink-proto / rtnetlink). The clearest layering reference; Linx's module groups mirror it.
	Feuerlabs/netlink (Erlang) — the cautionary example: gen_server-IS-the-socket, twin hand-written codecs, dated C port driver. Its multicast-diff idea (subscribe to link / addr / route events) is genuinely useful and is the seed of the planned Linx.Netlink.Monitor — rebuilt as a clean layer on top of Connection, not baked into the socket.

Elixir conventions and ecosystem
The API shape — {:ok, _} | {:error, %Struct{}}, the ~IP sigil, error
structs as defexception — follows what's established in modern Elixir.
Libraries that use {:error, %Struct{}}:
	Ecto.Repo.insert/2 — {:error, %Ecto.Changeset{}}, the dominant Elixir error-struct pattern.
	Req — {:error, exception} (%Req.TransportError{}, %Req.HTTPError{}).
	Jason — {:error, %Jason.DecodeError{}}.
	Postgrex — {:error, %Postgrex.Error{}}.
	Finch — {:error, %Finch.HTTPError{} | %Finch.TransportError{}}.

	Mint.TransportError — defexception carrying a structured :reason.

Background reading on error-handling conventions:
	Michał Muskała — Error Handling in Elixir Libraries — recommends {:error, exception}, citing Andrea Leopardi.
	Leandro Pereira — Leveraging Exceptions to handle errors in Elixir
	Moxley Stratton — Best Practices For Error Values
	Elixir code anti-patterns — official guide; "normalise errors for with".
	christopheradams/elixir_style_guide — naming conventions.



  

    Overview

Linx.Process spawns a Linux workload through the checkpoint: the window
between clone(2) and execve(2) where the child is parked — fully created but
not yet running — so every other subsystem can configure it before its first
instruction.
A plain fork+exec gives you no moment to act between "the process exists" and
"the program is running". Linx.Process opens exactly that moment. It clone(2)s
a child with the namespace flags you ask for, drives it through a small external C
agent — a Port, never a NIF, because clone()/unshare() inside the
multithreaded BEAM would corrupt the VM — and parks it at the checkpoint. Only
when you call proceed/1 does the child execve the real workload.
Where it fits
The checkpoint is the seam the rest of Linx hooks into. While the child is parked,
you reach into it from the host:
	Linx.User writes uid/gid maps (the rootless "root inside ↔ me outside" trick).
	Linx.Cgroup places it under a memory / cpu / pids ceiling.
	Linx.Netlink.Rtnl moves a network interface into its netns.
	Linx.Capabilities and Linx.Seccomp shrink its privileges and syscall surface.

Identity, resources, network, privilege, and syscalls are all decided at once,
before execve — so the workload's first instruction already runs fully
constrained. A container engine or network orchestrator is a consumer that
sequences these around the checkpoint; Linx.Process only provides the moment.
Flow
flowchart TD
    spawn["Process.spawn/1"] -->|"clone(2) + namespace flags"| parked["child parked at the checkpoint<br/>(created, not yet exec'd)"]
    parked --> setup["host-side setup, all at once:<br/>User · Cgroup · Netlink · Capabilities · Seccomp"]
    setup --> proceed["Process.proceed/1"]
    proceed -->|"execve(2)"| running["workload running —<br/>every constraint already in force"]
Process tree
The workload is never a direct child of the BEAM: the agent Port sits between
them and is the workload's real parent — it clone(2)s the child and reaps it.
When the :pid namespace is requested, the workload becomes pid 1 inside its
namespace while keeping a distinct host pid outside (the number host_pid/1
returns). Anything it spawns gets the next pids inside (pid 2, …), each with its
own host pid.
flowchart TD
    beam["BEAM (Erlang VM)<br/>host pid 4001"]
    beam --> agent["linx_process agent — a Port<br/>host pid 4120"]
    agent -->|"clone(2) + CLONE_NEWPID, NEWNET, …"| w
    subgraph ns["the workload's namespaces (pid, net, mnt, …)"]
        w["nginx — the workload<br/>host pid 4123 · pid 1 inside"]
        w --> worker["a worker it forks<br/>host pid 4150 · pid 2 inside"]
    end
Learn more
	API — Linx.Process (with Linx.Process.Error and Linx.Process.Info)
	Examples — process-examples.md: spawning, the checkpoint, namespaces,
signals, stdio, attaching, supervision
	References — process-references.md: the kernel syscalls and man pages



  

    Examples

Hands-on examples of Linx.Process — the clone-with-namespaces and
related process-lifecycle primitives.
Anything that creates a non-:user namespace needs CAP_SYS_ADMIN, so
run with ./sudorun.sh or as root. Plain spawn without namespaces works
unprivileged.
Quick start
alias Linx.Process, as: P

# Spawn a child, no namespaces -- equivalent to a fork+exec.
{:ok, child} = P.spawn(argv: ["/bin/echo", "hello"])
# => {:ok, #PID<0.123.0>}

flush()
# => {:linx_process, :ready, 41234}     # checkpoint: the child's host pid
Every spawn returns the GenServer pid that owns the child. The GenServer
sends lifecycle messages to the owner (default: the caller); inspect them
with flush() in iex.
The checkpoint
The child blocks at a checkpoint between clone() and execve() so the
host side can do setup before the workload runs. proceed/1 lets it
proceed.
{:ok, child} = P.spawn(argv: ["/bin/echo", "hello"])
receive do {:linx_process, :ready, _} -> :ok end
# => :ok

# ... do host-side work here, e.g. move a netlink interface into the
# child's netns, write cgroup state, etc. (See "Composing with
# Linx.Netlink" below.)

P.proceed(child)
# => :ok

flush()
# => {:linx_process, :running}
# {:linx_process, :exited, 0}
Lifecycle events the owner receives over a session:
	{:linx_process, :ready, host_pid} — child reached the checkpoint
	{:linx_process, :running} — child has execve'd
	{:linx_process, :exited, code} — workload exited normally
	{:linx_process, :signaled, signum} — workload was killed by a signal
	{:linx_process, :error, errno, stage} — pre-exec failure (e.g.
errno = 2 and stage = :execve for ENOENT)

Every session ends with exactly one terminal event, after which the
GenServer stops with reason :normal.
Spawning into fresh namespaces
The :namespaces option chooses which kinds of namespace the child gets
fresh. Each maps to a CLONE_NEW* flag.
{:ok, child} = P.spawn(
  argv: ["/bin/sleep", "30"],
  namespaces: [:net, :uts, :ipc]
)
# => {:ok, #PID<0.124.0>}
Available namespace atoms: :net, :mount, :pid, :uts, :ipc,
:user, :cgroup, :time. All but :user require CAP_SYS_ADMIN.
The pid the owner receives in {:linx_process, :ready, host_pid} is the
workload's pid in the host's PID namespace — the value you use to
address it from the host (procfs, setns, mounts). The child's own
view of its pid (1 inside a fresh :pid namespace) is available
separately via Linx.Process.info/1's :child_pid.
Composing with Linx.Netlink
The motivating use case: spawn a child into a fresh netns, set the netns
up from the host while the child waits at the checkpoint, then proceed/1.
alias Linx.Process, as: P
alias Linx.Netlink.{Rtnl, Socket}
alias Linx.Netlink.Rtnl.{Address, Link, Route}

# Spawn with a fresh netns; the child blocks at the checkpoint.
{:ok, child} = P.spawn(argv: ["/bin/sleep", "60"], namespaces: [:net])
receive do {:linx_process, :ready, host_pid} -> host_pid end
# => 41234

# Host-side: create a macvlan and move it into the child's netns as eth0.
{:ok, host} = Rtnl.open()
:ok = Link.create_macvlan(host, "ct0", "eth0", :bridge)
:ok = Link.move_to_netns(host, "ct0", 41234)

# Inside the child's netns: configure eth0.
{:ok, ns} = Rtnl.open({:pid, 41234})
:ok = Link.set_up(ns, "lo")
:ok = Address.add(ns, "ct0", "10.0.0.5", 24)
:ok = Link.set_up(ns, "ct0")
:ok = Route.add_default(ns, "10.0.0.1")

# Advance the child past the checkpoint — it now exec's the workload
# with a fully configured network already in place.
P.proceed(child)
# => :ok

flush()
# => {:linx_process, :running}
Signals and synchronous waits
# Send SIGTERM (15) to a running workload.
{:ok, child} = P.spawn(argv: ["/bin/sleep", "60"])
receive do {:linx_process, :ready, _} -> :ok end
P.proceed(child)
receive do {:linx_process, :running} -> :ok end
P.signal(child, 15)
# => :ok
receive do {:linx_process, :signaled, n} -> n end
# => 15
Signals sent before the workload has execve'd are buffered and
flushed in order at the moment of :running:
{:ok, child} = P.spawn(argv: ["/bin/sleep", "60"])
receive do {:linx_process, :ready, _} -> :ok end

# Buffered -- the workload doesn't exist yet.
P.signal(child, 15)
# => :ok

P.proceed(child)
flush()
# => {:linx_process, :running}
# {:linx_process, :signaled, 15}      # the buffered SIGTERM landed
wait/1 is the synchronous way to learn the terminal outcome (or
block until it arrives). It can be called before or after the terminal
event has been delivered as a message:
{:ok, child} = P.spawn(argv: ["/bin/true"])
receive do {:linx_process, :ready, _} -> :ok end
P.proceed(child)
P.wait(child)
# => {:ok, {:exited, 0}}

# wait/2 with a timeout returns {:error, :timeout} if the workload is
# still alive after `timeout` ms -- the session is *not* affected.
{:ok, child} = P.spawn(argv: ["/bin/sleep", "60"])
receive do {:linx_process, :ready, _} -> :ok end
P.proceed(child)
P.wait(child, 100)
# => {:error, :timeout}

P.signal(child, 9)                       # clean up
P.wait(child)
# => {:ok, {:signaled, 9}}
Getting the workload's host pid
The :ready event carries the workload's host pid — the value
you need for the cross-namespace primitives in Linx.Mount
(in: {:pid, _}) and Linx.User (set_uid_map(host_pid, ...)).
This holds whether or not :pid is in the namespaces list:
{:ok, c} = P.spawn(argv: [...], namespaces: [:user, :pid])
host_pid = receive do {:linx_process, :ready, p} -> p end

:ok = Linx.User.setup_maps(host_pid, uid: [...], gid: [...])
If you hold the session but didn't capture the :ready message,
host_pid/1 returns the same value. It works any time after the
agent's :spawned event (which arrives before :ready); call it
earlier and you get {:error, :not_ready}.
The workload's own view of its pid (1 inside a fresh :pid
namespace) is a separate value, surfaced via Linx.Process.info/1's
:child_pid.
Aborting a parked session
abort/1 is the alternative to proceed/1 from the :ready state.
Where proceed/1 releases the cloned child past the checkpoint so it
execves the workload, abort/1 discards the session entirely — the
child never runs.
{:ok, c} = P.spawn(argv: ["/bin/sleep", "60"], namespaces: [:net])
receive do {:linx_process, :ready, host_pid} -> host_pid end

# ... host-side setup runs here. Suppose it fails or we decide to
# cancel: instead of proceed/1, call abort/1.
P.abort(c)
# => :ok

flush()
# => {:linx_process, :aborted}

P.wait(c)
# => {:ok, :aborted}
abort/1 emits a distinct terminal event {:linx_process, :aborted}
that joins :exited / :signaled / :error as a fourth outcome.
wait/1 returns {:ok, :aborted} for aborted sessions.
Why a separate verb (and not just signal/2)
Signals sent before :running are buffered — they queue in the
GenServer state and replay once the workload execves. A SIGKILL to
a parked session never actually kills the parked child; it sits in
the buffer waiting for an execve that you didn't intend to happen.
abort/1 operates on the agent's pre-execve state directly: the
agent closes the child's wakeup pipe so the child sees EOF and
_exits, reaps it via waitpid, then emits :aborted. No execve,
no buffered-signal dance.
State semantics
	Session state	abort/1 returns
	Pre-:ready	:ok — buffered, fires at the checkpoint
	:ready (parked)	:ok — immediate abort
	:running	{:error, :running} — past the line; use signal/2
	Already terminal	{:error, :no_process}

The pre-:ready buffering mirrors signal/2's shape — both verbs
let you express intent before the agent is ready to act on it.
Use cases
	Setup-time rollback. Your container engine starts spawning,
discovers a problem during checkpoint setup (cgroup creation
failed, a mount errored, network setup raised), and wants to
cancel the workload cleanly.
	Checkpoint-only verification. A test that wants to confirm
the namespaces were created correctly without actually running
anything in them — e.g. the Linx.Mount pivot_root test
pivots the child's mount namespace, verifies via mountinfo, and
aborts.
	User-cancellation flow. A consumer of Linx that's spawning
on the user's behalf and the user pressed Cancel before the
workload started.

Entering an existing process's namespaces
enter/2 runs a new workload inside an existing target's namespaces
— the equivalent of nsenter --target <pid> -- <cmd> or docker exec.
# Spawn a long-running container with a fresh netns.
{:ok, ct} = P.spawn(argv: ["/bin/sleep", "60"], namespaces: [:net])
receive do {:linx_process, :ready, target_pid} -> target_pid end
# => 41234
P.proceed(ct)
receive do {:linx_process, :running} -> :ok end

# Run a probe inside that container's namespaces.
{:ok, probe} = P.enter(41234, argv: ["/bin/sh", "-c", "ip -o link | wc -l"])
receive do {:linx_process, :ready, _} -> :ok end
P.proceed(probe)
P.wait(probe)
# => {:ok, {:exited, 0}}   # the shell printed "1\n" -- only `lo` in there

# Clean up the container.
P.signal(ct, 9)
P.wait(ct)
# => {:ok, {:signaled, 9}}
By default enter/2 joins every namespace the target has — every
file under /proc/<target>/ns/. Pass :namespaces to narrow it:
# Join only the target's net namespace; mount/pid/etc. stay the
# caller's (so /sbin/ip is still resolvable from the host's rootfs).
P.enter(target_pid, namespaces: [:net], argv: ["/bin/sh", "-c", "..."])
Pre-exec failures from enter carry namespace-specific stage atoms —
:setns_user, :open_ns_pid, etc. — so the failing namespace is
visible in {:linx_process, :error, errno, stage}:
P.enter(99999999, argv: ["/bin/true"])    # bogus target pid
flush()
# => {:linx_process, :error, 2, :open_ns_user}      # ENOENT opening /proc/.../ns/user
Errors
# Bad argv (no such binary) — execve fails after proceed/1.
{:ok, child} = P.spawn(argv: ["/this/does/not/exist"])
receive do {:linx_process, :ready, _} -> :ok end
P.proceed(child)
flush()
# => {:linx_process, :error, 2, :execve}     # ENOENT = 2

# Input validation rejects bad opts before any system call.
P.spawn([])
# => {:error, :argv_required}

P.spawn(argv: ["/bin/true"], namespaces: [:typo])
# => {:error, {:bad_namespaces, [:typo]}}
Stdio plumbing
By default the workload inherits the BEAM's fds 0/1/2. The :stdio
option chooses something else, either via an atom shorthand applying
to all three fds or via a per-fd keyword list.
:devnull — silence the workload
{:ok, c} = P.spawn(argv: ["/bin/echo", "this won't be seen"], stdio: :devnull)
P.proceed(c)
P.wait(c)
# => {:ok, {:exited, 0}}
{:connect_unix, path} — pipe a single fd to an AF_UNIX listener
The caller opens the listener before spawn/1; the workload
connect(2)s to it. Useful for capturing stdout/stderr to a
GenServer, a file, anywhere.
path = "/tmp/linx-demo.sock"
{:ok, listener} = :gen_tcp.listen(0, [{:ifaddr, {:local, path}}, :binary, {:active, false}])

{:ok, c} = P.spawn(
  argv: ["/bin/echo", "hello from a workload"],
  stdio: [stdout: {:connect_unix, path}]
)
receive do {:linx_process, :ready, _} -> :ok end
P.proceed(c)

{:ok, sock} = :gen_tcp.accept(listener, 2_000)
:gen_tcp.recv(sock, 0, 2_000)
# => {:ok, "hello from a workload\n"}
:pty — a PTY shared across all three fds
The agent creates a PTY pair in the parent process, makes the child
the session leader with the slave as controlling tty, and proxies
bytes between the master end and the BEAM through the existing
control channel. Reads arrive as owner events:
{:ok, c} = P.spawn(argv: ["/bin/echo", "hi"], stdio: :pty)
receive do {:linx_process, :ready, _} -> :ok end
P.proceed(c)

receive do {:linx_process, :pty_out, b} -> b end
# => "hi\r\n"          # PTY-cooked output translates LF to CRLF

P.wait(c)
# => {:ok, {:exited, 0}}
Writes go through pty_write/2:
{:ok, c} = P.spawn(argv: ["/bin/cat"], stdio: :pty)
receive do {:linx_process, :ready, _} -> :ok end
P.proceed(c)
P.pty_write(c, "hello\n")
# => :ok
receive do {:linx_process, :pty_out, b} -> b end
# => "hello\r\nhello\r\n"   # cat echoes (PTY echoes the input, then cat writes it)

P.signal(c, 9)
P.wait(c)
# => {:ok, {:signaled, 9}}
Setting the PTY's window size
A PTY-mode session's window size starts at whatever the kernel
defaulted to when the agent opened the slave (usually 0x0). Set it
explicitly with pty_set_winsize/2, either before proceed/1 (so the
workload sees the right size from the moment it execves) or
post-running (so a runtime update reaches the workload via SIGWINCH):
{:ok, c} = P.spawn(argv: ["/bin/sh", "-c", "stty size"], stdio: :pty)
receive do {:linx_process, :ready, _} -> :ok end
P.pty_set_winsize(c, {24, 80, 0, 0})           # rows, cols, xpix, ypix
# => :ok
P.proceed(c)
receive do {:linx_process, :pty_out, b} -> b end
# => "24 80\r\n"
A struct (or any map) with :rows/:cols/:xpixel/:ypixel fields
also works — Linx.Tty.WindowSize is the canonical such struct:
P.pty_set_winsize(c, %{rows: 42, cols: 132, xpixel: 0, ypixel: 0})
# => :ok
This is the primitive the Linx.Tty subsystem composes
with — Linx.Tty.attach/2 calls pty_set_winsize/2 automatically at
entry, seeding the workload with the caller's terminal size.
Handing off the owner
The owner — the process receiving {:linx_process, _} lifecycle
events (and :pty_out in PTY mode) — defaults to the spawner but can be
reassigned at runtime with set_owner/2. This is what lets one process
attach to a session another process supervises: hand the event stream
over, attach, then hand it back.
{:ok, c} = P.spawn(argv: ["/bin/cat"], stdio: :pty, owner: supervisor)
# ... the supervisor drives it as a long-lived service ...

# Borrow the session to attach interactively, then return it:
:ok = P.set_owner(c, self())

result =
  try do
    Linx.Tty.attach(:group_leader, c)
  after
    P.set_owner(c, supervisor)
  end
Only one owner receives events at a time. If the workload terminates
while the borrower holds it, the supervisor won't have seen the
:exited / :signaled event; on reclaiming ownership it re-derives the
state from info/1 (level-triggered) rather than relying on having
caught the message. That keeps set_owner/2 a clean single-owner swap.
Supervising a workload
Linx.Process.child_spec/1 makes a session a supervised child, so the OS
workload is auto-restarted "with the same arguments" by OTP — no reconcile
loop needed (process lifecycle is supervision, not desired-state convergence).
children = [
  {Linx.Process,
   argv: ["/usr/bin/myd", "--serve"],
   owner: MyApp.Events,
   auto_proceed: true,
   restart: :transient}
]

Supervisor.start_link(children, strategy: :one_for_one)
Two ergonomics make this work:
	linger: false (set by child_spec/1) — the session stops when its
workload reaches a terminal state, with an exit reason derived from the
outcome, so the supervisor can apply its restart strategy:
	Outcome	Exit reason	:transient restarts?
	exit 0	:normal	no
	exit N≠0	{:exited, N}	yes
	killed by signal	{:signaled, signum}	yes
	abort/1 at checkpoint	{:shutdown, :aborted}	no
	setup/agent error	{:error, %Error{}}	yes


	auto_proceed: true — advances past the :ready checkpoint without an
external proceed/1. A supervised child must set this (the supervisor
holds the session pid, not the owner, so nothing else can advance it).
Omit it only when a per-instance checkpoint configuration step is wired up
elsewhere.


On a graceful shutdown (supervisor stop, or GenServer.stop/1) the session's
terminate/2 reaps the workload — SIGKILL + waitpid via the agent — so a
restart never leaks the old OS process. (A brutal Process.exit(pid, :kill)
skips terminate/2; use the graceful path when reaping must be guaranteed.)


  

    References

External sources Linx.Process draws on — kernel docs, prior art, and
the Erlang/Elixir conventions that shape the API.
A living doc — add to it as new sources inform a decision.
Kernel side
The syscalls and namespace concepts Linx.Process exposes:
	clone(2) — the
syscall that creates the child; CLONE_NEW* flags pick which
namespaces are fresh.
	setns(2) — what
enter/2 uses to join an existing process's namespaces.
	execve(2) —
the child's final act after the checkpoint.
	unshare(2) —
in-place namespace creation. Documented for context; not exposed (the
BEAM can't safely unshare its own scheduler thread, and the Port helper
has no use case spawn/1 doesn't cover).
	namespaces(7)
— the overview page. The per-type pages document the specifics:
pid_namespaces(7),
network_namespaces(7),
mount_namespaces(7),
user_namespaces(7),
uts_namespaces(7),
ipc_namespaces(7),
cgroup_namespaces(7),
time_namespaces(7).

The Port boundary
The agent talks ETF to the BEAM over fd 3/4:
	Erlang External Term Format
spec — the
wire format on fd 3/4.
	erl_interface / ei man
page — the C
library the agent uses to encode and decode ETF. Statically linked
(libei.a); the path is resolved by the Mix compiler via
:code.root_dir/0.
	Port.open/2 /
:erlang.open_port/2
— the :nouse_stdio + {:packet, 4} options that route control over
fd 3/4 and leave fd 0/1/2 free for the workload.

Prior art
	tini,
dumb-init,
catatonit — established
upstream mini_init binaries.
	runc's libcontainer — the
reference container-runtime implementation in Go; nsenter,
setns_init, and the checkpoint relay design parallel linx_process.
	conmon — the per-container
agent in the podman/CRI-O world. The "clone parent = conmon" framing
carries through here: the Port-spawned agent
IS conmon, sized down to its essentials.

Build
	The :linx_process Mix compiler
(lib/mix/tasks/compile.linx_process.ex) — mirrors the
:netlink_nif one but builds an executable, statically linking
libei from the OTP install.



  

    Overview

Linx.Tty is the terminal surface for an interactive workload — the
termios, /dev/tty, and PTY ioctl primitives plus the attach/2 byte
pump that wires a stdio: :pty workload to the caller's terminal, giving the
BEAM a docker attach experience.
Terminals are a coherent kernel concept: a line discipline, the controlling-
terminal abstraction behind /dev/tty, the termios(3) struct, and the
TIOC* ioctl(2) surface (notably window size). Linx.Process already knows
how to give a workload its own PTY with stdio: :pty; Linx.Tty is the
interactive layer that connects that PTY to a human. Its core verb, attach/2,
puts the caller's terminal into raw mode and pumps bytes both ways — keystrokes
in, program output out — restoring the terminal exactly on exit so a forgotten
raw mode can't strand the user. It deliberately opens /dev/tty directly
rather than the BEAM's group-leader-mediated stdio, the same way vim and
less do, and forwards live SIGWINCH resizes through to the workload. It is
not a shell, terminfo layer, or line editor — just the primitives a consumer
builds those on.
Where it fits
Unlike Linx.User, Linx.Capabilities, and Linx.Seccomp — the checkpoint-
window verbs that constrain a workload before execve — Linx.Tty operates
after proceed/1, on a running :pty workload. It is the post-launch
counterpart: those subsystems decide what the process may do, Linx.Tty
decides how a human talks to it. It pairs specifically with
Linx.Process's stdio: :pty (the PTY allocation) and pty_set_winsize/2
(resize propagation); a terminal-in-the-browser or kubectl exec -it-style
consumer is what drives it.
Flow
flowchart LR
    term["caller's terminal<br/>(/dev/tty or group leader)"]
    attach["Linx.Tty.attach/2<br/>raw mode · byte pump · SIGWINCH"]
    pty["workload's PTY<br/>(Process stdio: :pty)"]
    work[":pty workload<br/>bash · vim · top"]
    term -->|"keystrokes"| attach -->|"keystrokes"| pty --> work
    work -->|"output"| pty -->|"output"| attach -->|"output"| term
Learn more
	API — Linx.Tty (verbs attach/2, open_controlling_raw/0,
restore_and_close/2, window_size/1), with Linx.Tty.WindowSize,
Linx.Tty.Saved (the restore blob), and Linx.Tty.Error
	Examples — tty-examples.md: attaching, the :controlling vs
:group_leader modes, save/restore, window size
	References — tty-references.md: termios(3), tty_ioctl(4),
the PTY man pages, and the Erlang I/O-protocol notes



  

    Examples

Hands-on examples of Linx.Tty — the terminal/PTY primitives.
These run unprivileged. Most need an iex -S mix session attached to
a real terminal (the BEAM's controlling tty). mix test covers the
error paths; the success paths live here because they mutate your
actual terminal state and are best demonstrated interactively.
NIF identifier
Linx.Tty.version()
Returns "linx_tty" — a cheap round-trip that confirms the native
library you built is the one actually loaded.
Reading the terminal's window size
{:ok, fd, saved} = Linx.Tty.open_controlling_raw()
Linx.Tty.window_size(fd)
:ok = Linx.Tty.restore_and_close(fd, saved)
open_controlling_raw/0 returns {:ok, fd, %Linx.Tty.Saved{...}};
window_size/1 returns {:ok, %Linx.Tty.WindowSize<132x42>} (the
struct's Inspect renders cols x rows, so 132x42 means "132
columns, 42 rows").
window_size/1 works on any tty fd, not just the controlling one.
On a non-tty fd it returns {:error, {:ioctl, :enotty}}; on an
invalid fd, {:error, {:ioctl, :ebadf}}.
The save / restore contract
open_controlling_raw/0 always pairs with restore_and_close/2 — the
saved blob exists so the user's terminal can be returned to exactly the
state it was in before:
defp with_raw_controlling(fun) do
  with {:ok, fd, saved} <- Linx.Tty.open_controlling_raw() do
    try do
      fun.(fd)
    after
      Linx.Tty.restore_and_close(fd, saved)
    end
  end
end
try/after runs the restore on every path — normal return, raised
exception, throw, exit signal — so the terminal can never be left
stuck in raw mode. restore_and_close/2 is idempotent against an
already-closed fd, so wrapping callers that themselves run after
blocks is safe.
When the BEAM has no controlling terminal
open_controlling_raw/0 returns a typed error rather than crashing:
Linx.Tty.open_controlling_raw()
Returns {:error, {:open, :enxio}} in some CI runners, or after
setsid detached the BEAM from its tty. Always pattern-match —
the atom is what makes with chains pleasant:
with {:ok, fd, saved} <- Linx.Tty.open_controlling_raw(),
     {:ok, ws} <- Linx.Tty.window_size(fd) do
  IO.inspect(ws, label: "current terminal")
  Linx.Tty.restore_and_close(fd, saved)
end
Setting a window size
set_window_size/2 is the rare direct-on-an-fd path. Most callers
won't reach for it — the typical use case is propagating the local
tty's size onto a Linx.Process PTY workload, and that goes through
Linx.Process.pty_set_winsize/2 so the agent performs the ioctl on
the master fd.
The function exists for the case where you do hold a tty fd directly:
{:ok, fd, saved} = Linx.Tty.open_controlling_raw()
Linx.Tty.set_window_size(fd, %Linx.Tty.WindowSize{rows: 40, cols: 100, xpixel: 0, ypixel: 0})
Linx.Tty.window_size(fd)
Linx.Tty.restore_and_close(fd, saved)
Setting a tty's size sends SIGWINCH to the foreground process group,
so attached programs see the new size immediately.
Attaching to a workload's PTY
attach/2 is the composition that makes the whole subsystem
worthwhile. Pair it with Linx.Process running a workload under
stdio: :pty and the caller's terminal becomes the workload's
terminal until it exits.
Two modes pick how the caller's terminal is reached:
	:controlling — open("/dev/tty", ...) directly. Works wherever
the BEAM's controlling tty is the user's terminal (local iex on
a terminal emulator, Nerves HDMI / UART console). Has real
event-driven SIGWINCH resize and the snappiest behaviour.
	:group_leader — pump bytes through Process.group_leader/0 via
Erlang's I/O protocol. Works over SSH, :remsh, and locally as
a universal mode. Polls :io.columns/0 + :io.rows/0 for
resize on a ~250 ms cadence (no SIGWINCH equivalent over SSH).

:controlling actively refuses over SSH — see below.
:group_leader works everywhere.
:controlling mode — local terminal
Run from iex -S mix in a terminal emulator on your laptop, or from
iex on a Nerves device's HDMI / UART console.
alias Linx.Process, as: P
alias Linx.Tty

{:ok, c} = P.spawn(argv: ["/bin/sh"], stdio: :pty)
P.proceed(c)
Tty.attach(:controlling, c)
Drops your iex into the workload's /bin/sh. Type whatever; ^D
or exit ends the shell; attach restores your terminal and
returns {:ok, {:exited, 0}} (or a :signaled / :error shape
on abnormal termination).
Internals:
	open_controlling_raw/0 grabs /dev/tty in raw mode and
saves the original termios.
	The fd is wrapped as an Erlang port — keystrokes arrive as
{port, {:data, bytes}} messages.
	The pump alternately forwards keystrokes to
Linx.Process.pty_write/2 and writes {:linx_process, :pty_out, _} events back to the port via Port.command/2.
	try/after runs restore_and_close/2 unconditionally on the
way out — terminal can't be left in raw mode even if the pump
raises.

Coexisting with iex's tty driver
When attach(:controlling, _) runs from iex -S mix, the BEAM
already has Erlang's user_drv / prim_tty driver reading
/dev/tty to support type-ahead at the iex prompt. Two readers
on the same kernel tty buffer alternate-steal each other's bytes
— without mitigation you'd lose roughly every other keystroke.
attach/2 handles this internally: grabs the prim_tty state out
of user_drv via :sys.get_state(:user_drv), calls
:prim_tty.disable_reader/1 before the pump, and
:prim_tty.enable_reader/1 in the try/after so iex's reader
resumes cleanly on return. No caller action required.
What :controlling does over SSH / :remsh
/dev/tty resolves to the BEAM process's controlling terminal,
which has nothing to do with how you got into the iex session.
	Local terminal emulator: /dev/tty is your terminal. Attach
works.
	SSH iex on Nerves (ssh my-pi.local → iex): /dev/tty is
the BEAM's controlling tty — the HDMI / UART console — not
your SSH session.
	:remsh: the local-iex side's GL points at a remote IO
server; /dev/tty is wherever the remote BEAM was launched.

This closes the silent-attach-to-the-wrong-terminal trap:
attach(:controlling, _) returns {:error, :no_local_tty} in
the SSH (and likely :remsh) case. Linx.Tty.format_error/1
on the atom renders a human-readable hint that names
attach(:group_leader, _) as the alternative.
:group_leader mode — universal
alias Linx.Process, as: P
alias Linx.Tty

{:ok, c} =
  P.spawn(
    argv: ["/bin/sh"],
    namespaces: [:net, :mount, :pid, :uts, :ipc, :user],
    stdio: :pty
  )

P.proceed(c)
Tty.attach(:group_leader, c)
Your iex blocks; the SSH session is the workload's /bin/sh until
you exit.
Observed end-to-end behaviour over SSH (nerves_ssh, rpi5)
What the iex session looks like in practice:
Linx.Tty.attach(:group_leader, c)
$ ls
releases   lib        erts-16.4
$ sleep 30
^C
$ exit
{:ok, {:exited, 130}}
	$ is busybox sh's prompt. Characters echo as you type.
Backspace erases them on screen.
	Ctrl-C during sleep 30 interrupts the running command and
returns control to the prompt — attach does not exit.
	exit ends /bin/sh and attach returns. Exit code 130 is
128 + SIGINT(2) — sh reports the last command's status,
and the last command (sleep) was killed by your earlier
Ctrl-C. A clean session that ends with a successful command
returns {:ok, {:exited, 0}}.

Side effects of :group_leader mode, transient
For the duration of the attach call:
	The caller's :io.setopts(:echo) is flipped to false. This
routes :group's input requests through its :dumb state
(byte-oriented; no line editor), and disables iex's own
line-editing features (↑/↓ history, tab completion at the iex
prompt) until attach returns. Restored unconditionally on the
way out — even if the pump raises.
	The SSH driver's :prim_tty output mode is flipped from
:cooked to :raw (via :sys.replace_state/2 on the driver
pid, directly mutating the prim_tty state's options map).
Without this, \b, ANSI escapes, and other non-printable
bytes from the workload get caret-rendered (\b → ^(, etc.)
by prim_tty's cooked-mode line editor. Restored to :cooked
on the way out.
	trap_exit is set on the iex shell process so the linked
reader sub-process's exit doesn't take the pump down with it,
and so ssh_cli's race-case ^C interrupt to the shell pid
can be caught and translated to a <<3>> byte for the
workload. Restored to the prior value on the way out.

Ctrl-C handling
ssh_cli intercepts byte \x03 from the SSH stream and turns it
into exit(group, interrupt) rather than passing the byte through.
The pump translates that back into a literal <<3>> byte to the
workload's PTY in both shapes it can arrive:
	As {:error, :interrupted} on the reader's pending
:io.get_chars — the common case (reader is blocked on a
read when ^C arrives).
	As {:EXIT, ^gl, :interrupt} to the pump's mailbox — the
rare race case where ^C arrives in the tiny window between
two reader round-trips.

The workload's PTY line discipline then turns <<3>> into SIGINT
for the foreground process group — the "Ctrl-C interrupts the
running command" behaviour users expect.
Window resize: ~250 ms polling
:group_leader mode polls :io.columns/0 and :io.rows/0 on a
250 ms cadence (the @winsize_poll_ms module attribute in
lib/linx/tty.ex) and forwards the new geometry via
Linx.Process.pty_set_winsize/2 when it changes. Dragging your
SSH client's terminal corner produces a clean redraw within a
quarter second — well under the threshold of perceptible lag for
interactive use. CPU cost is ~60 µs/s (~0.006 % of one core on
the rpi5) — invisible in any practical sense.
There is no SSH-side SIGWINCH equivalent surfaced through :io,
so polling is the practical answer. The trade-offs against an
event-driven :erlang.trace/3 hook on ssh_cli are discussed in
the inline comment on @winsize_poll_ms in lib/linx/tty.ex.
:controlling vs :group_leader — when to pick which
	Environment	Pick
	Local terminal (iex -S mix)	:controlling
	Nerves HDMI / UART console (a keyboard plugged into the device)	:controlling
	SSH iex on Nerves (the headline use case)	:group_leader
	:remsh to a remote BEAM	:group_leader

In short: :controlling is the more-direct path that gives event-
driven SIGWINCH and bypasses one OTP-internals dance (no need to
flip prim_tty output mode); :group_leader is the universal
path that works regardless of how the user reached the iex shell.
You can always start with :controlling, watch for
{:error, :no_local_tty}, and fall back to :group_leader:
case Linx.Tty.attach(:controlling, c) do
  {:error, :no_local_tty} -> Linx.Tty.attach(:group_leader, c)
  other -> other
end
The owner requirement
The pump waits for {:linx_process, :pty_out, _} in the caller's
mailbox. The owner of those events defaults to the process that
called P.spawn/1 (you can override with the :owner option).
Call attach/2 from the session's owner, or the pump will block
forever waiting on events that go to another process.
In iex this is automatic — spawn, proceed, attach are all just
sequential calls from the iex evaluator. In an OTP application you
typically structure the calling process so it owns the session for
the duration of the attach.
Detaching — leaving the workload running
By default, typing Ctrl-P Ctrl-Q (docker's detach sequence) ends an
attach without stopping the workload: attach/3 returns
{:ok, :detached}, your terminal is restored, and the workload keeps
running, ready to be re-attached.
case Linx.Tty.attach(:group_leader, c) do
  {:ok, :detached} -> :still_running       # Ctrl-P Ctrl-Q was typed
  {:ok, {:exited, n}} -> {:exited, n}       # the workload itself ended
  {:ok, {:signaled, n}} -> {:signaled, n}
  {:error, reason} -> {:error, reason}
end
Change or disable the sequence per attach:
Linx.Tty.attach(:group_leader, c, detach_key: <<1, 4>>)   # Ctrl-A Ctrl-D
Linx.Tty.attach(:group_leader, c, detach_key: nil)        # no detach; return only on exit
The sequence is matched across reads; a lone first byte is held one
keystroke and flushed ahead of the next if the match doesn't complete —
so a detach prefix that is also a useful key still reaches the workload
when you don't follow it with the second byte.
Attaching to a session another process owns
attach/3 must run in the session's owner (above). When a supervisor
owns the session — running the workload as a long-lived service — hand
the event stream over for the duration of the attach with
Linx.Process.set_owner/2, then hand it back:
# `runtime` owns `session`; attach from this process for a while.
:ok = Linx.Process.set_owner(session, self())

result =
  try do
    Linx.Tty.attach(:group_leader, session)
  after
    Linx.Process.set_owner(session, runtime)
  end
If the workload exits while detached, the supervisor won't have seen
the :exited event — so on reclaiming ownership it re-derives the
workload's state from Linx.Process.info/1 and acts on it. The
lifecycle decision stays the supervisor's, level-triggered. See
Linx.Process.set_owner/2 and docs/process/process-examples.md.
Composing with Linx.Process namespaces
Putting it all together — the headline docker attach /
kubectl exec -it workflow on Nerves over SSH:
{:ok, c} =
  Linx.Process.spawn(
    argv: ["/bin/sh"],
    namespaces: [:net, :mount, :pid, :uts, :ipc, :user],
    stdio: :pty
  )

# Optional host-side setup before proceed/1:
# move a netlink interface into the new netns, write cgroup
# state, etc., while the child waits at the checkpoint.

Linx.Process.proceed(c)
Linx.Tty.attach(:group_leader, c)
# -> your iex prompt becomes the container's sh until you exit
That's docker attach / kubectl exec -it, end-to-end inside the
BEAM, from a few hundred lines of clean Elixir and a few thin NIFs.
Window size: initial seed
attach/2 seeds the workload's PTY window size from the caller's
terminal at entry, so a fresh sh inside the container sees the
right $LINES/$COLUMNS from the moment it starts — vi and
less open at the correct size, prompts wrap correctly.
	:controlling reads TIOCGWINSZ on the local tty fd directly.
	:group_leader calls :io.columns/0 and :io.rows/0 against
the GL.

You can also set the workload's size manually at any point —
before proceed/1 for "start the workload at this size", or
post-running to push an update:
alias Linx.Process, as: P

{:ok, c} = P.spawn(argv: ["/bin/sh"], stdio: :pty)
P.pty_set_winsize(c, %{rows: 50, cols: 200, xpixel: 0, ypixel: 0})
P.proceed(c)
# sh starts thinking the terminal is 200x50.
Live resize with :controlling mode (SIGWINCH)
While attach(:controlling, _) is running, dragging the corner of
your terminal emulator sends SIGWINCH to the BEAM. attach/2
registers a Linx.Tty.SigwinchHandler on OTP's :erl_signal_server
for the lifetime of the call, so each resize becomes a
{:linx_tty, :sigwinch} message in the pump's mailbox — the pump
re-reads TIOCGWINSZ on the local tty and forwards the new size
through Linx.Process.pty_set_winsize/2. Inside the container,
sh / vi / top then see their own (slave-side) SIGWINCH and
redraw at the new size.
The trick — and the reason this required OTP 28 — is that OTP 26
hadn't yet added :sigwinch to :os.set_signal/2. prim_tty got
SIGWINCH support partway through the OTP 27/28 series; we now ride
on the same plumbing iex itself uses for its line-editor geometry
refresh. No NIF needed.
:gen_event broadcasts each signal to every registered handler.
prim_tty_sighandler (iex's handler, which refreshes its line
editor's idea of width) stays armed throughout — we register
alongside it, not in place of it. Handler IDs ({Module, ref})
keep multiple concurrent attaches independent: each one removes
only its own handler on teardown.


  

    References

External sources Linx.Tty draws on — kernel docs, prior-art tooling,
and the Erlang/Elixir conventions that shape the API.
A living doc — add to it as new sources inform a decision.
Kernel side
The syscalls and concepts Linx.Tty exposes:
	termios(3) —
the structure and functions (tcgetattr, tcsetattr, cfmakeraw,
…) for terminal attribute control.
	tty(4) — the
controlling terminal abstraction; /dev/tty semantics.
	tty_ioctl(4)
— the TIOC* ioctls (TIOCGWINSZ, TIOCSWINSZ, TIOCSCTTY, …)
exposed for terminal control.
	pty(7) —
pseudoterminal overview. Pair to Linx.Process's stdio: :pty.
	ptmx(4) —
/dev/ptmx and the multiplexor PTY creation path. (Used by
Linx.Process originally; a future standalone Linx.Tty.openpt/0
would land here.)

Prior art
	conmon — the per-container
agent in podman/CRI-O. Its PTY relay (master fd in the agent,
byte-pumping over a control channel) is the same architectural shape
Linx.Process + Linx.Tty compose into.
	Go's creack/pty — a widely used
PTY library; useful reference for the Linux PTY allocation
sequence and the TIOCSCTTY / setsid ordering.
	Rust's nix::pty —
another reference implementation; useful for cross-checking
termios constant interpretations.
	Python's pty module
and the venerable tty module — minimal Python wrappers around
the same syscalls; instructive for what the minimum useful PTY
surface looks like.
	docker attach / kubectl exec -it — the user-experience target.
Their implementations are the canonical "TTY-aware byte relay";
Linx.Tty.attach/2 follows the same shape: open local raw,
pump bytes both ways, restore on exit.

NIF mechanics
	erl_nif manual — the
C API for ERL_NIF_INIT, term construction (enif_make_atom,
enif_alloc_binary, …), and the integer-conversion helpers.

Erlang TTY (the other one)
	Erlang's tty driver in ERTS
— what the BEAM's group-leader process uses behind the scenes for
shell IO. Linx.Tty deliberately bypasses this by opening
/dev/tty directly; the reference is included so future readers
understand the layering choice.
	:prim_tty — the
modern Erlang TTY primitives. Different abstraction, different
goals (Erlang's interactive shell, not docker attach); included
for completeness.

I/O protocol and group leaders (attach(:group_leader, _))
The SSH-compatible attach mode pumps bytes through the caller's
group leader instead of /dev/tty. The 2026-05-27 SSH probe on a
Nerves rpi5 (probe script: docs/tty/probes/T6_ssh_probe.exs)
revealed that the GL over nerves_ssh is not ssh_cli but
kernel's :group gen_statem — the same line-editor module that
fronts local iex. ssh_cli is the transport below it; cooked-mode
line-discipline lives in :group. References:
	The Erlang I/O Protocol
— {io_request, From, ReplyAs, Request} /
{io_reply, ReplyAs, Reply}, the get_chars / put_chars / setopts
request shapes, and the contract every group leader implements.
	:io — public-API
wrappers (get_chars/3, setopts/2, columns/1, rows/1)
the pump uses.
	kernel's :group module
— the gen_statem that is the group leader, both locally and
over SSH. Three states: :server (idle), :xterm (rich line
editor with key_map / history; used when echo=true), :dumb
(byte-oriented; used when echo=false or dumb=true).
Reading the kernel-10.6.3 copy at
~/.nerves/artifacts/nerves_system_rpi5-portable-2.0.3/staging/usr/lib/erlang/lib/kernel-10.6.3/src/group.erl
was what unlocked the :group_leader mechanism: the routing logic in
server/3 (line 244) and get_chars_dumb/5 (line 1152). No
OTP-internals coupling is required — :io.setopts(echo: false)
reaches the state field through documented public API.
	kernel's :user_drv module
— the supervisor for the :group + IO-driver pair, both locally
(where it wraps :prim_tty) and over SSH (where it wraps an
ssh-channel IO driver). The ancestor of :group; useful target
for "disable the reader" surgery if :group's setopts knobs
don't suffice.
	Erlang ssh user's guide — ssh_cli
— the SSH shell-channel handler. Below the :group / :user_drv
stack; produces the byte stream those processes line-edit. The
original sketch wrongly placed line-discipline here.
	nerves_ssh —
the Nerves wrapper around :ssh.daemon that ships in the
default Nerves config. Composes ssh_subsystem_fwup (firmware
updates), an iex subsystem (the shell we attach into), and
authorized-key handling. The reason :sshd_sup (its own
supervisor) and :ssh_sup (the OTP ssh app's top supervisor)
both appear in a Nerves SSH iex's GL $ancestors.

Why /dev/tty and not fd 0
The reasoning lives in Linx.Tty under "Guiding principles."
The short version: BEAM's stdio is mediated by an Erlang group leader;
going through fd 0 would race the group leader and depend on its
buffering behaviour. /dev/tty is the controlling terminal
abstraction — every C program that wants direct terminal access (vi,
less, ssh, passwd, …) opens it for exactly this reason.
The trade-off shows up when /dev/tty is not the user's terminal —
SSH, :remsh, embedded device consoles where the BEAM is wired to
a serial port the user can't reach. The attach(:group_leader, _)
is the deliberate "fall back to the group leader anyway" mode for
those environments, with the corresponding loss of raw-mode fidelity.


  

    Overview

Linx.Cgroup puts a Linux workload under a resource ceiling — memory, CPU,
process count — and reads back what it actually consumed, using cgroup v2 and
nothing but the filesystem the kernel already exposes.
cgroup v2 is how Linux accounts for and limits what a tree of processes may
consume. Its entire interface is a directory under /sys/fs/cgroup: each cgroup
is a folder, each knob (memory.max, cpu.max, pids.max) a file you write,
each counter (memory.current, cpu.stat) a file you read. There is no
syscall, no daemon, no NIF — Linx.Cgroup is plain File.read/1 and
File.write/2 against that tree, wrapped in typed setters, structured errors,
and a Stats reader that copes with counters newer kernels invent.
The path is the handle. create/1 returns the cgroup's path; every other verb
takes it. There's no opaque struct or GenServer — cgroupfs already supplies the
identity, and Linx declines to invent a second one on top.
Where it fits
Linx.Cgroup is one of the subsystems that reaches into a child while it is
parked at the Linx.Process checkpoint. add_process/2 places the parked pid
into a cgroup before proceed/1, so the workload's first instruction already
runs inside its ceiling — the same window Linx.User, Linx.Netlink, and
Linx.Seccomp use. Linx.Process knows nothing of cgroups; the checkpoint is
the whole of the coupling.
It is equally useful with no clone in sight: any host pid — including BEAM
processes — can be supervised. Linx supplies primitives, never policy: the
caller picks the path, delegates controllers, and decides naming. A container
engine built on Linx is the consumer that sequences create → delegate → limit →
place around the checkpoint.
Flow
flowchart TD
    create["create/1<br/>mkdir under /sys/fs/cgroup"] --> dir
    subgraph dir["the cgroup directory (the handle)"]
        mem["memory.max ← set_memory_max/2"]
        cpu["cpu.max ← set_cpu_max/2"]
        pids["pids.max ← set_pids_max/2"]
        procs["cgroup.procs ← add_process/2"]
        freeze["cgroup.freeze ← freeze/1 · thaw/1"]
        stat["cpu.stat · memory.current → stats/1"]
    end
    dir --> proceed["Linx.Process.proceed/1<br/>workload execs already constrained"]
Learn more
	API — Linx.Cgroup (with Linx.Cgroup.Stats, Linx.Cgroup.Reconcile,
and Linx.Cgroup.Error)
	Examples — cgroup-examples.md: lifecycle, limits, freeze/thaw,
counters, controller delegation, reconciliation
	References — cgroup-references.md: the cgroup v2 kernel docs and
man pages



  

    Examples

Hands-on examples of Linx.Cgroup — the cgroup v2 primitives.
Read-only operations work in a plain iex -S mix session. Anything
that changes the cgroup hierarchy — create/1, add_process/2,
write/3, destroy/1 — needs root. Start with ./sudorun.sh iex -S mix.
Detecting cgroup v2
Linx.Cgroup.supported?()
# => true
supported?/0 returns true iff /sys/fs/cgroup/cgroup.controllers
is readable — the canonical "unified hierarchy is mounted" check.
Returns false on cgroup-v1-only hosts (Linx targets v2 only).
Lifecycle: create, destroy, add_process
alias Linx.Cgroup
{:ok, cg} = Cgroup.create("/sys/fs/cgroup/myorg/web-42")
# => {:ok, "/sys/fs/cgroup/myorg/web-42"}

:ok = Cgroup.add_process(cg, 41234)   # move a pid in
:ok = Cgroup.destroy(cg)              # remove the cgroup
The path is the handle — create/1 returns {:ok, path}, and
every other verb takes that path. There's no opaque struct or
GenServer wrapping a cgroup; cgroupfs already provides the identity.
create/1 is idempotent against EEXIST:
Cgroup.create("/sys/fs/cgroup/myorg/web-42")
# => {:ok, "/sys/fs/cgroup/myorg/web-42"}
Cgroup.create("/sys/fs/cgroup/myorg/web-42")
# => {:ok, "/sys/fs/cgroup/myorg/web-42"}
destroy/1 only succeeds when the cgroup is empty — the kernel
returns EBUSY while any process is still in it:
Cgroup.add_process(cg, 41234)
# => :ok
Cgroup.destroy(cg)
# => {:error,
#  %Linx.Cgroup.Error{
#    path: "/sys/fs/cgroup/myorg/web-42",
#    operation: :destroy,
#    errno: :ebusy,
#    code: 16
#  }}
Wait for the workload to exit (or move it out) before destroying.
Raw read and write
For any cgroup interface file that doesn't have a typed setter yet,
fall back to read/2 and write/3:
Cgroup.write(cg, "memory.max", 256 * 1024 * 1024)
# => :ok
Cgroup.read(cg, "memory.max")
# => {:ok, "268435456"}

Cgroup.write(cg, "memory.max", :max)         # special value
# => :ok
Cgroup.read(cg, "memory.max")
# => {:ok, "max"}
read/2 trims the trailing newline cgroupfs interface files always
ship with — callers almost never want it. Atoms, integers, and
binaries all work as write/3 values (anything to_string/1
handles).
Composing with Linx.Process
The motivating use case: place a workload into a cgroup at the
Linx.Process checkpoint, before proceed/1, so the workload
execs already constrained.
alias Linx.Process, as: P
alias Linx.Cgroup

{:ok, c} = P.spawn(argv: ["/bin/sleep", "30"])
host_pid = receive do {:linx_process, :ready, p} -> p end
# => 41234

# Set up the cgroup while the workload is parked.
{:ok, cg} = Cgroup.create("/sys/fs/cgroup/myorg/web-42")
:ok = Cgroup.write(cg, "memory.max", 256 * 1024 * 1024)
:ok = Cgroup.add_process(cg, host_pid)

# Release the workload -- it execs constrained.
P.proceed(c)
# => :ok
Linx.Process itself knows nothing about cgroups; the checkpoint is
the integration surface. The same pattern works for enter/2-style
exec sessions: place the new host_pid into the parent container's
cgroup before proceed/1.
Errors
Every failure surfaces as %Linx.Cgroup.Error{} — a struct, not a
raw {:error, :enoent} tuple. Pattern-match on :errno and
:operation for specific cases:
case Linx.Cgroup.destroy(cg) do
  :ok ->
    :destroyed

  {:error, %Linx.Cgroup.Error{errno: :ebusy}} ->
    :still_has_processes

  {:error, %Linx.Cgroup.Error{errno: :enoent}} ->
    :already_gone
end
The Exception impl makes raise and Exception.message/1 work:
err = Linx.Cgroup.Error.from_posix(:eexist, "/sys/fs/cgroup/x", :create)
Exception.message(err)
# => "cgroup create failed on /sys/fs/cgroup/x: eexist (errno 17)"
The integer :code is looked up from a small POSIX table; an
unmapped errno (an exotic kernel-specific one) keeps :code at
nil but the atom is still pattern-matchable.
Freezing and thawing
freeze/1 suspends every process in the cgroup (and its
descendants) by writing "1" to cgroup.freeze. Processes stop
scheduling but stay resident — memory, open fds, network
connections, everything is preserved.
{:ok, cg} = Linx.Cgroup.create("/sys/fs/cgroup/myorg/web-42")
:ok = Linx.Cgroup.freeze(cg)
{:ok, "1"} = Linx.Cgroup.read(cg, "cgroup.freeze")

:ok = Linx.Cgroup.thaw(cg)
{:ok, "0"} = Linx.Cgroup.read(cg, "cgroup.freeze")
Always available on cgroup v2 — no controller needs to be enabled,
so freeze/thaw works on every cgroup you create.
thaw/1 is idempotent against an already-thawed cgroup.
Resource limits
Each setter takes either a typed value (an integer for byte/count
limits, a {quota, period} tuple for CPU bandwidth) or the atom
:max to clear the limit. The kernel's <file> ↔ <setter>
mapping:
	Setter	Interface file	Accepted values
	set_memory_max/2	memory.max	int (bytes), :max
	set_pids_max/2	pids.max	int (count), :max
	set_cpu_max/2	cpu.max	{quota_us, period_us}, :max

# 256 MiB memory limit
Linx.Cgroup.set_memory_max(cg, 256 * 1024 * 1024)
# => :ok
Linx.Cgroup.read(cg, "memory.max")
# => {:ok, "268435456"}

# Cap process count at 100
Linx.Cgroup.set_pids_max(cg, 100)
# => :ok

# Half a CPU: 50 ms of compute per 100 ms wall time
Linx.Cgroup.set_cpu_max(cg, {50_000, 100_000})
# => :ok
Linx.Cgroup.read(cg, "cpu.max")
# => {:ok, "50000 100000"}

# Clear any limit
Linx.Cgroup.set_memory_max(cg, :max)
# => :ok
Linx.Cgroup.read(cg, "memory.max")
# => {:ok, "max"}
The typed setters are thin wrappers over write/3 with input
validation and the kernel's special-value rendering — :max →
"max", {q, p} → "<q> <p>". For interface files without a
typed setter (e.g. memory.swap.max, io.max, cpu.weight), use
write/3 directly.
Requires controller delegation
The memory, pids, and cpu controllers must be enabled in the
parent cgroup's cgroup.subtree_control for memory.max /
pids.max / cpu.max to even exist in the child. On a systemd
host this is the default at the root. When it isn't, the kernel
surfaces ENOENT on the write — the interface file isn't there.
enable_controllers/2 is the helper that flips a
parent's subtree control on.
End-to-end: limit a workload before it execs
Combining placement at the checkpoint and limits:
alias Linx.Process, as: P
alias Linx.Cgroup

{:ok, c} = P.spawn(argv: ["/bin/sleep", "60"])
host_pid = receive do {:linx_process, :ready, p} -> p end

# Build the cgroup and apply limits while the workload is parked.
{:ok, cg} = Cgroup.create("/sys/fs/cgroup/myorg/web-42")
:ok = Cgroup.set_memory_max(cg, 256 * 1024 * 1024)
:ok = Cgroup.set_pids_max(cg, 100)
:ok = Cgroup.set_cpu_max(cg, {50_000, 100_000})
:ok = Cgroup.add_process(cg, host_pid)

# Release -- the workload execs with the limits already in place.
P.proceed(c)
# => :ok
If the workload tries to allocate past memory.max, the kernel
OOM-kills it inside the cgroup; Linx.Process then delivers the
{:linx_process, :signaled, 9} you'd expect.
Declarative reconciliation
The setters above are imperative. To describe the limits you want and have
them converged — and re-converged after manual drift — use
Linx.Cgroup.Reconcile. It is "sysctl-with-hierarchy": a flat map from
interface-file name to desired value, against one already-existing cgroup.
alias Linx.Cgroup.Reconcile

desired = %{
  "memory.max" => 256 * 1024 * 1024,   # bytes, or :max to clear
  "pids.max" => 100,                    # count, or :max
  "cpu.max" => {50_000, 100_000}        # {quota_us, period_us}, or :max
}

{:ok, r} = Reconcile.reconcile("/sys/fs/cgroup/myorg/web-42", desired)
r.converged?            #=> true once the kernel matches

# Thread last_applied into the next pass; idempotent.
{:ok, r2} = Reconcile.reconcile("/sys/fs/cgroup/myorg/web-42", desired, r.last_applied)
It reconciles limits only — it never creates or destroys the cgroup,
enables controllers, or moves processes. Those are lifecycle the consumer owns
(create the cgroup and delegate controllers first, as above); a write to a knob
whose controller isn't delegated simply lands in r.failed, best-effort, and
the next pass retries. Three-way last_applied ownership and
revert_on_release: work exactly as in Linx.Sysctl.Reconcile.
For continuous convergence, drive it from the opt-in Linx.Reconcile loop via
the cgroup Source adapter (the scope is the cgroup path):
{Linx.Reconcile,
 source: Linx.Cgroup.Reconcile.Source,
 scope: "/sys/fs/cgroup/myorg/web-42",
 desired: %{"memory.max" => 256 * 1024 * 1024, "pids.max" => 100}}
cgroupfs has no change multicast, so the loop is timer-only — right for limit
knobs that only move when something writes them.
Reading counters
stats/1 returns a snapshot of a cgroup's resource counters as a
Linx.Cgroup.Stats struct:
{:ok, s} = Linx.Cgroup.stats(cg)
# => {:ok, #Linx.Cgroup.Stats<cpu=12.3s mem=42MiB pids=3>}

s.cpu_usec
# => 12_345_678
s.memory_current
# => 44_040_192
s.pids_current
# => 3
The struct's Inspect impl renders compactly, omitting any field
that's nil. Pattern-match on individual fields for programmatic
access:
case Linx.Cgroup.stats(cg) do
  {:ok, %Stats{memory_current: m}} when is_integer(m) and m > 256 * 1024 * 1024 ->
    :over_quarter_gig
  _ ->
    :under
end
What's populated
Each field is nil if its source isn't available — either
because the controller isn't delegated to the parent (interface
file missing) or the kernel is too old to expose it.
	Field	Source	Notes
	cpu_usec / cpu_user_usec / cpu_system_usec	cpu.stat	always present on v2
	cpu_nr_throttled / cpu_throttled_usec	cpu.stat	0 unless cpu.max is set
	memory_current	memory.current	needs memory controller
	memory_peak	memory.peak	Linux ≥ 5.19 + memory controller
	pids_current	pids.current	needs pids controller

# A cgroup without the pids controller delegated:
{:ok, s} = Linx.Cgroup.stats(cg)
s.pids_current
# => nil
The Inspect rendering reflects what's actually populated:
%Linx.Cgroup.Stats{cpu_usec: 100, pids_current: 3}
#Linx.Cgroup.Stats<cpu=100µs pids=3>
stats/1 only errors when the cgroup directory itself doesn't
exist or isn't readable — otherwise it returns {:ok, %Stats{}}
with every field best-effort filled:
Linx.Cgroup.stats("/sys/fs/cgroup/nope")
# => {:error,
#  %Linx.Cgroup.Error{
#    path: "/sys/fs/cgroup/nope",
#    operation: :stats,
#    errno: :enoent,
#    code: 2
#  }}
Enabling controllers (delegation)
The memory, pids, and cpu controllers (and the rest of cgroup
v2's catalog) only become available on a child cgroup when the
parent has them in its cgroup.subtree_control. enable_controllers/2
is the shorthand for setting that up.
alias Linx.Cgroup
{:ok, parent} = Cgroup.create("/sys/fs/cgroup/myorg")
:ok = Cgroup.enable_controllers(parent, [:memory, :pids, :cpu])

{:ok, child} = Cgroup.create("/sys/fs/cgroup/myorg/web-42")
:ok = Cgroup.set_memory_max(child, 256 * 1024 * 1024)
Each controller is written individually as "+<name>" so a
rejected entry doesn't lose the ones that already landed:
Cgroup.enable_controllers(parent, [:memory, :nosuch_controller])
# => {:partial,
#  [
#    {:nosuch_controller,
#     %Linx.Cgroup.Error{
#       operation: :write,
#       path: "/sys/fs/cgroup/myorg/cgroup.subtree_control",
#       errno: :einval,
#       code: 22
#     }}
#  ]}

# :memory still landed:
Cgroup.read(parent, "cgroup.subtree_control")
# => {:ok, "memory"}
The partial-failure shape — {:partial, [{name, %Error{}}, …]} —
is always returned as a non-empty list of the ones that failed.
The complement (succeeded) is implicit: anything in the input list
not named in failures was accepted. Pattern-match on it:
case Cgroup.enable_controllers(parent, requested) do
  :ok ->
    :all_enabled

  {:partial, failures} ->
    Logger.warning("cgroup: failed to enable #{inspect(failures)}")
    :degraded
end
enable_controllers(cg, []) is a no-op returning :ok — useful
when the controllers list comes from configuration that might be
empty.
What controllers are even available?
A controller can only be enabled in cgroup.subtree_control if
it's listed in cgroup.controllers (which inherits from
the parent's subtree_control recursively). Read it to find out:
Cgroup.read(parent, "cgroup.controllers")
# => {:ok, "cpuset cpu io memory hugetlb pids rdma misc dmem"}
If a controller you want isn't there, the kernel doesn't have it
delegated this far down the tree — chase it up to the root.


  

    References

The kernel docs and man pages this subsystem encodes. Cite specific
sections in the source when interpretation is non-obvious.
Kernel documentation
	Documentation/admin-guide/cgroup-v2.rst — the canonical cgroup
v2 reference. Source of truth for interface-file semantics, special
values ("max", the "<quota> <period>" form of cpu.max),
delegation rules, controller availability.
	Documentation/admin-guide/cgroup-v1/ — v1's docs, for context.
We don't implement v1; reading this clarifies what v2 changed and
why.

Man pages
	cgroups(7) — overview; the v1 vs. v2 differences in
particular.
	cgroup_namespaces(7) — the CLONE_NEWCGROUP namespace, which
is Linx.Process's concern, not Linx.Cgroup's. Useful when
reasoning about which cgroup view a process sees inside a
namespace.

Other touched-but-not-implemented surface
	mount(2) — the cgroup2 filesystem is typically mounted by the
init system at /sys/fs/cgroup; we don't mount it ourselves.
Linx.Cgroup.supported?/0 just checks whether it's already there.
	inotify(7) / fanotify(7) — would underpin a future
event-monitoring API for files like memory.events. Deferred.

In-repo cross-references
	Linx.Process — the checkpoint protocol that
Linx.Cgroup.add_process/2 composes with.
	lib/linx/netlink/error.ex — pattern for Linx.Cgroup.Error's
shape and Exception impl.



  

    Overview

Linx.Mount shapes the filesystem hierarchy a process sees — mounting,
unmounting, bind-mounting, and pivoting the root — and reads the mount table
back, in the BEAM's own mount namespace or inside another process's.
A mount namespace is the set of mounts a process sees as its filesystem tree.
Linx.Mount wraps the classic syscalls that build and reshape it — mount(2),
umount2(2), pivot_root(2) — plus the read-side parser for
/proc/.../mountinfo. It deliberately wraps the classic calls rather than the
newer fsopen/fsmount family: they map one-to-one onto the mount and
umount commands operators already know, and each is a single-shot call that a
NIF can wrap safely without forking.
The headline capability is pivot_root: swapping a workload onto a custom
rootfs before it runs — exactly what a container runtime does. The picky kernel
constraints around it (new root must be a mount point, no shared propagation on
ancestors, CWD inside the new root) are satisfied by a setup ritual the
examples spell out.
Where it fits
Linx.Mount is a checkpoint subsystem. A child spawned with namespaces: [:mount, :pid] gets a copy of the host's mount table — so it still sees the
host's /proc. Mounting a fresh /proc into the child's namespace before
proceed/1 is the fix, alongside Linx.User, Linx.Cgroup, and the rest.
What makes it lifecycle-agnostic is the :in option. Every mutating verb takes
in: :self | {:pid, n} | {:path, p}, targeting any process whose namespace
files exist — parked at a checkpoint, fully running, or any other live pid. The
mechanism is the same throwaway-pthread setns(2) trick Linx.Netlink and
Linx.Sysctl use, with one twist: the worker unshare(CLONE_FS)s first, since
the kernel refuses a mount-namespace setns from a thread sharing its
fs_struct with the BEAM's schedulers. A container engine is the consumer that
sequences make-rprivate → bind → pivot_root → umount-old around the checkpoint.
Flow
flowchart TD
    spawn["child parked at checkpoint<br/>namespaces: [:mount, :pid, …]"] --> priv
    subgraph ops["mount ops via in: {:pid, host_pid}"]
        priv["make / rprivate<br/>(detach shared propagation)"] --> bind["bind new_root onto itself<br/>(make it a mount point)"]
        bind --> pivot["pivot_root(new_root, old_root)<br/>new_root becomes /"]
        pivot --> umount["umount /old_root<br/>(flags: [:detach])"]
    end
    umount --> proceed["Linx.Process.proceed/1<br/>workload execs inside the new rootfs"]
Learn more
	API — Linx.Mount (with Linx.Mount.Entry for parsed mountinfo rows and
Linx.Mount.Error)
	Examples — mount-examples.md: reading the table, bind/remount/move,
cross-namespace mounts, the full pivot_root ritual
	References — mount-references.md: the mount syscalls,
propagation docs, and man pages



  

    Examples

Hands-on examples of Linx.Mount — the filesystem-mount primitives.
Read-side operations (list/0, list/1) work in a plain iex -S mix session. Anything that changes the mount table — mount/4,
umount/2, bind/3, remount/2, move/2, pivot_root/3 — needs
the calling thread to have CAP_SYS_ADMIN in the target user
namespace (root in the simple case). Start with ./sudorun.sh iex -S mix.
Reading the mount table
list/0 parses /proc/self/mountinfo into a list of
%Linx.Mount.Entry{}:
{:ok, mounts} = Linx.Mount.list()
# => {:ok, [
  #Linx.Mount.Entry<ext4 on / (rw,relatime)>,
  #Linx.Mount.Entry<devtmpfs on /dev (rw,nosuid)>,
  #Linx.Mount.Entry<tmpfs on /dev/shm (rw,nosuid,nodev)>,
  #Linx.Mount.Entry<proc on /proc (rw,nosuid,nodev,noexec,relatime)>,
#   ...
# ]}
Each entry exposes the 10 fields the kernel records per
proc(5)'s mountinfo format — mount id, parent id, device,
root, mount point, mount options, propagation, fstype, source,
super options:
root = Enum.find(mounts, & &1.mount_point == "/")
root
#Linx.Mount.Entry<ext4 on / (rw,relatime)>

root.fstype
# => "ext4"
root.source
# => "/dev/mapper/cryptroot"
root.propagation
# => [{:shared, 1}]
root.mount_options
# => "rw,relatime"
Reading another namespace's mounts
list/1 with {:pid, n} reads /proc/<n>/mountinfo — useful for
inspecting a container's mount table without entering its
namespace. This is just a file read; no setns required (list/1
runs entirely in the BEAM's own namespace; only the mutating
verbs that cross into another namespace need the throwaway-thread setns dance).
{:ok, ct_mounts} = Linx.Mount.list({:pid, container_pid})
Enum.map(ct_mounts, & &1.mount_point)
# => ["/", "/proc", "/dev", "/sys", "/tmp", ...]
{:path, p} works against any mountinfo-formatted file (useful
for testing parsers, replaying captures, or pointing at
non-standard locations):
Linx.Mount.list({:path, "/proc/self/mountinfo"})
# => {:ok, [...]}
Errors:
	{:error, :enoent} — the file doesn't exist (pid no longer
alive, path wrong).
	{:error, :eacces} — the BEAM can't read that file (typically
another user's /proc/<pid>/).

These get wrapped in %Linx.Mount.Error{} for consistency
with the mutating verbs.
Propagation entries
The 7th field of mountinfo carries zero or more propagation tags
— per mount_namespaces(7):
	Entry shape	Meaning
	{:shared, n}	This mount is in shared peer group n
	{:master, n}	This mount is a slave of peer group n
	{:propagate_from, n}	Propagation source for a slave mount; rare
	:unbindable	Bind mounts of this mount aren't allowed

A mount can be both shared and slave at once ([{:shared, 42}, {:master, 7}]).
Octal-escaped paths
mountinfo escapes spaces, tabs, newlines, and backslashes in the
root, mount_point, and source fields — kernel writes
\\040 for space, \\011 for tab, \\012 for newline, \\134
for backslash. Linx.Mount decodes them transparently:
# A mount at "/mnt/with spaces" (kernel mountinfo says "/mnt/with\\040spaces"):
entry.mount_point
# => "/mnt/with spaces"
Bind, remount, move
Three convenience verbs over mount/4 for the most common
mutating patterns.
bind/3 — make a directory visible at another path
File.mkdir_p!("/tmp/scratch/src")
File.mkdir_p!("/tmp/scratch/dst")
File.write!("/tmp/scratch/src/hello", "")

Linx.Mount.bind("/tmp/scratch/src", "/tmp/scratch/dst")
# => :ok
File.exists?("/tmp/scratch/dst/hello")
# => true

Linx.Mount.umount("/tmp/scratch/dst")
# => :ok
The bind shows up in mountinfo with the underlying filesystem
type (whatever src lives on) and a root field pointing at the
original directory:
{:ok, mounts} = Linx.Mount.list()
Enum.find(mounts, & &1.mount_point == "/tmp/scratch/dst")
#Linx.Mount.Entry<ext4 on /tmp/scratch/dst (rw,relatime)>
flags: [:rec] makes the bind recursive — any submounts under
source are also bound under target:
Linx.Mount.bind("/proc/self", "/tmp/scratch/proc-self", flags: [:rec])
# => :ok
remount/2 — change flags on an existing mount
The classic use case is making a bind mount read-only after the
fact. The :bind flag is required when remounting a bind —
without it the kernel tries to remount the underlying filesystem
instead.
Linx.Mount.bind("/tmp/scratch/src", "/tmp/scratch/dst")
# => :ok
Linx.Mount.remount("/tmp/scratch/dst", flags: [:bind, :ro])
# => :ok

File.write("/tmp/scratch/dst/foo", "")
# => {:error, :erofs}

# But the underlying source stays writable:
File.write("/tmp/scratch/src/foo", "")
# => :ok
Note: remount/2 is not for propagation changes
Propagation flags (:private, :shared, :slave, :unbindable)
are a separate mount(2) call form in the kernel — not combined
with MS_REMOUNT. Use mount/4 directly with just the
propagation flag:
# Change a mount's propagation to private (detach it from any
# shared peer group it's in):
Linx.Mount.mount("", "/tmp/scratch", "", flags: [:private])
# => :ok
A dedicated make_private/2 / make_shared/2 / etc. helper API
may grow in a follow-up; the mount/4 form is the canonical
escape hatch today and matches what mount --make-private does
in shell scripts.
move/2 — atomically relocate a mount
Linx.Mount.bind("/tmp/scratch/src", "/tmp/scratch/dst")
# => :ok
Linx.Mount.move("/tmp/scratch/dst", "/tmp/scratch/moved")
# => :ok

{:ok, mounts} = Linx.Mount.list()
Enum.find(mounts, & &1.mount_point == "/tmp/scratch/moved")
#Linx.Mount.Entry<ext4 on /tmp/scratch/moved (rw,relatime)>
Mind propagation: move/2 returns :einval if the source
mount, its parent, or the destination's parent has shared
propagation. Most distros mount /tmp as shared:1, so a bind
inside /tmp inherits the shared peer group and move/2 will
refuse it.
Workaround when you control the parent: mount a tmpfs (or
self-bind a directory), mark it private, then everything inside
is in a fresh single-mount peer group:
base = "/tmp/scratch-move"
File.mkdir_p!(base)
Linx.Mount.mount("none", base, "tmpfs")
# => :ok
Linx.Mount.mount("", base, "", flags: [:private])
# => :ok

# now move/2 between paths inside `base` works freely
File.mkdir_p!("#{base}/src"); File.mkdir_p!("#{base}/dst")
Linx.Mount.bind("#{base}/src", "#{base}/dst")
Linx.Mount.move("#{base}/dst", "#{base}/moved")
# => :ok
Mounting into another namespace
Every mutating verb takes an :in option naming the mount
namespace to operate on:
	:self (default) — the BEAM's own mount namespace.
	{:pid, n} — pid n's mount namespace. Reads
/proc/<n>/ns/mnt.
	{:path, p} — an explicit path to a namespace file
(typically /proc/<n>/ns/mnt but anywhere works).

The mechanism is a throwaway pthread that does
unshare(CLONE_FS) to detach from the BEAM's shared
fs_struct, then setns(2) into the target namespace, then the
syscall, then exits. The BEAM's own scheduler threads never
enter the target namespace.
Headline use case: remount /proc inside a container
The "ps shows host processes" caveat in the project README — a
child spawned with namespaces: [:mount, :pid] still sees the
host's /proc because the mount namespace was a copy of the
host's mount table at spawn time. The fix:
{:ok, c} = Linx.Process.spawn(
  argv: ["/bin/sh"],
  namespaces: [:mount, :pid, :uts, :ipc, :user],
  stdio: :pty
)
host_pid = receive do {:linx_process, :ready, p} -> p end

# Mount a fresh /proc inside the child's own mount namespace.
# Now `ps` inside the container shows only container processes.
:ok = Linx.Mount.mount("proc", "/proc", "proc", in: {:pid, host_pid})

:ok = Linx.Process.proceed(c)
:ok = Linx.Tty.attach(:controlling, c)
Lifecycle-agnostic: hot-mount into a running container
The setns mechanism works against any live process whose
namespace files exist — parked at a checkpoint, fully running,
sleeping, doesn't matter. So mounts can be added at any point in
a workload's life:
# Bind a host data volume into a running container, on demand.
:ok = Linx.Mount.bind("/data/cache", "/cache", in: {:pid, container_pid})
Same pattern works for umount/2, bind/3, remount/2, and
move/2.
Inspecting another namespace's mount table
list/1 with {:pid, n} doesn't need the setns dance — it just
reads /proc/<n>/mountinfo from the BEAM's namespace, which
already reflects the target's mount table. Useful for inspecting
or debugging a container's mounts without touching them:
Linx.Mount.list({:pid, container_pid})
# => {:ok, [
  #Linx.Mount.Entry<ext4 on / (rw,relatime)>,
  #Linx.Mount.Entry<proc on /proc (rw,relatime)>,
  #Linx.Mount.Entry<tmpfs on /tmp (rw,nosuid)>,
#   ...
# ]}
Error stages for cross-namespace failures
When :in is in play, failures can happen at extra stages
beyond the target syscall — they surface in
%Linx.Mount.Error{operation: ...}:
	:open_ns — the namespace file doesn't exist (typically
{:pid, n} where n is no longer alive).
	:unshare — couldn't detach the worker thread's
fs_struct. Extremely unlikely; the only known cause is
process resource limits.
	:setns — the kernel refused the namespace entry. Most
common: lacking CAP_SYS_ADMIN in the target user
namespace (rootless containers — see "Rootless caveat"
below).
	:thread — couldn't create the worker thread; typically
EAGAIN from thread-creation pressure.

Linx.Mount.mount("proc", "/proc", "proc", in: {:pid, 9_999_999})
# => {:error,
#  %Linx.Mount.Error{
#    path: "/proc/9999999/ns/mnt",
#    operation: :open_ns,
#    errno: :enoent,
#    code: 2
#  }}
The :path field on cross-namespace failures is the namespace
file (not the mount target) — that's the thing that actually
failed.
Rootless caveat
Linx.Process workloads spawned with the :user namespace
become unprivileged inside their own user namespace. The
throwaway thread that performs the mount runs as the BEAM's
identity — which is root on a system-level BEAM, but not on a
rootless one. If the BEAM is itself unprivileged and the
container has its own :user namespace, setns(CLONE_NEWNS)
into the container's mount namespace requires CAP_SYS_ADMIN in
that namespace — which the BEAM doesn't have unless it also
entered the container's user namespace first.
Practical implication: cross-namespace mounts work cleanly when
the BEAM is system-level root. Rootless setups need the BEAM to
participate in the container's user namespace, which is outside
this subsystem's scope.
Why the worker thread unshares first
The kernel's mount-namespace setns refuses any thread whose
fs_struct is shared with other threads (returns EINVAL).
Every scheduler thread in the BEAM shares one fs_struct, so a
naked setns(CLONE_NEWNS) from a throwaway pthread fails. The
NIF therefore calls unshare(CLONE_FS) on the worker thread
first — that detaches the thread's filesystem-attrs view from
the BEAM, satisfying the kernel's check. When the thread exits,
its private fs_struct is discarded; the BEAM's scheduler
threads are completely unaffected. Same trick that nsenter(1)
uses when it switches mount namespaces.
Pivoting the root
pivot_root/3 swaps the mount-namespace's root: makes
new_root the new / and stashes the old root tree at
put_old. It's the kernel call container runtimes use to switch
a workload into a custom rootfs before execve.
The syscall is the pickiest in the mount API — there's a setup
ritual to satisfy its constraints. Here's the headline pattern,
running entirely inside a freshly-spawned child via :in:
alias Linx.Process, as: P
alias Linx.Mount

rootfs = "/run/myorg/web-42"
File.mkdir_p!(rootfs)
File.mkdir_p!(Path.join(rootfs, "old_root"))
# ... populate rootfs with bin/, lib/, etc/, ... before pivoting

{:ok, c} = P.spawn(argv: ["/init"], namespaces: [:mount, :pid, :uts, :ipc])
host_pid = receive do {:linx_process, :ready, p} -> p end

# Detach the child's mount subtree from the host's shared peer
# groups -- pivot_root rejects shared propagation on ancestors.
# `mount --make-rprivate /` is the runc/docker idiom.
:ok = Mount.mount("", "/", "", flags: [:private, :rec], in: {:pid, host_pid})

# Make new_root a mount point (pivot_root requires it). Doing the
# bind inside the child's namespace means it has no peer group
# with anything on the host.
:ok = Mount.bind(rootfs, rootfs, in: {:pid, host_pid})

# The pivot itself.
:ok = Mount.pivot_root(rootfs, Path.join(rootfs, "old_root"), in: {:pid, host_pid})

# Final cleanup: discard the old root tree entirely.
:ok = Mount.umount("/old_root", flags: [:detach], in: {:pid, host_pid})

# Release the workload -- it execs /init from inside the new rootfs.
:ok = P.proceed(c)
Kernel constraints
pivot_root(2) returns EINVAL unless all of these hold:
	new_root is a directory and a mount point.
	put_old is a directory and a path under new_root.
	put_old has no other filesystem mounted on it.
	Neither new_root's parent nor the current root's mount has
shared propagation flowing into the other.
	new_root and the current root are different mounts.

The setup ritual above satisfies all of them.
CWD handling
pivot_root requires the calling thread's CWD to be inside
new_root. The NIF runs on a worker thread that unshares its
fs_struct and chdirs into new_root before the syscall — so
the BEAM's CWD stays at whatever it was. The chdir is a
worker-thread concern; the caller doesn't observe it. Same
unshare(CLONE_FS) trick the cross-namespace path uses.
Error stages
Beyond the :pivot_root stage itself, pivot_root/3 can fail
at:
	:chdir — couldn't enter new_root (doesn't exist, isn't a
directory). :path field carries new_root.
	:open_ns / :unshare / :setns / :thread — same as
other cross-namespace verbs. :path field carries the
namespace path.

Linx.Mount.pivot_root("/nope", "/nope/old")
# => {:error,
#  %Linx.Mount.Error{
#    path: "/nope",
#    operation: :chdir,
#    errno: :enoent,
#    code: 2
#  }}
After pivot: what the workload sees
Inside the new rootfs the workload sees:
	/ — the contents of what used to be new_root.
	/old_root — the old root tree, exactly as it was.

A real init then typically umounts /old_root (as in the
example above, via in: from outside, or from inside its own
namespace) to free the old rootfs entirely.
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The kernel docs and man pages this subsystem encodes. Cite specific
sections in the source when interpretation is non-obvious.
Man pages
	mount(2) — the canonical reference for the mount syscall.
Flag semantics, valid combinations, the data argument format.
	umount(2) / umount2(2) — the two-flavor unmount API;
we wrap umount2. MNT_FORCE / MNT_DETACH / MNT_EXPIRE /
UMOUNT_NOFOLLOW semantics.
	pivot_root(2) — the rootfs-swap syscall. Critically: lists
the four constraints new_root and put_old must satisfy
(mount points, no shared propagation, etc.).
	proc(5) — the mountinfo format. Section "/proc/[pid]/mountinfo"
documents the 11-field shape plus the optional-fields section
terminated by -.
	mount_namespaces(7) — how mounts behave across the :mount
namespace. Propagation types, what "shared" / "slave" /
"private" / "unbindable" mean.

Kernel documentation
	Documentation/filesystems/sharedsubtree.rst — the canonical
reference for mount propagation. Read before adding any of
:shared / :slave / :private / :unbindable.
	Documentation/filesystems/proc.rst — supplementary detail
on /proc/<pid>/mountinfo and /proc/<pid>/mounts.

Adjacent man pages (background)
	namespaces(7) — overview. The relationship between
clone(CLONE_NEWNS), setns(CLONE_NEWNS), and the mount
namespace.
	nsenter(1) — the userspace tool that does, essentially,
what our :in option does. The semantics our cross-namespace
mounts match.

In-repo cross-references
	Linx.Process — Linx.Process namespace machinery; the
:mount namespace and where it comes from.
	lib/linx/netlink/socket/native.ex — the netlink-in-netns NIF
whose throwaway-thread setns pattern Linx.Mount.Native reuses.
	lib/linx/cgroup/error.ex — pattern for Linx.Mount.Error's
shape and Exception impl.

Out of scope — pointers for future work
	The new mount API — see man pages for open_tree(2),
move_mount(2), fsopen(2), fsmount(2), fsconfig(2),
mount_setattr(2). When a consumer needs this, a sibling
Linx.Mount.New module would be the natural home.



  

    Overview

Linx.User configures a workload's identity inside a Linux user
namespace — the uid/gid mappings that decide who the process is on the
inside versus who it really is on the host.
A user namespace gives a process its own uid/gid space: an id inside the
namespace can map to a completely different id outside it. The headline trick
is rootless containers — be uid 0 (full root) inside your own namespace
while being an ordinary unprivileged user (uid 1000) on the host, with no
elevated privilege leaking across the boundary. The kernel exposes this purely
through procfs: three write-once files (uid_map, gid_map, setgroups)
under /proc/<pid>/. Linx.User is the thin, NIF-free wrapper that writes and
reads them, encoding the kernel's ordering rules (deny setgroups before an
unprivileged gid_map write) and write-once semantics so a caller doesn't have
to rediscover them.
Where it fits
Linx.Process.spawn(namespaces: [:user, ...]) creates the user namespace;
Linx.User decides what identity it carries. Like Linx.Cgroup, Linx.Mount,
and Linx.Netlink, it is a checkpoint-window verb: the maps are written from
the host while the child sits parked between :ready and proceed/1, because
they are write-once and must be in place before the workload's first
instruction. Linx.Process has zero awareness of mappings — the checkpoint is
the only coupling. A container engine is the consumer that sequences the map
writes alongside the other checkpoint verbs.
Flow
flowchart LR
    subgraph inside["inside the user namespace"]
        i0["uid 0<br/>(root)"]
    end
    subgraph outside["on the host"]
        o1000["uid 1000<br/>(unprivileged you)"]
    end
    i0 <-->|"set_uid_map [{0, 1000, 1}]"| o1000
A workload that runs as root inside its own namespace, backed by your own
unprivileged host uid — full power in the container, none of it on the host.
Learn more
	API — Linx.User (verbs setup_maps/2, set_uid_map/2, set_gid_map/2,
deny_setgroups/1, read_uid_map/1), with Linx.User.Map (a parsed map
entry) and Linx.User.Error
	Examples — user-examples.md: the rootless mapping, the
{inside, outside, length} shape, the setgroups dance, reading maps back
	References — user-references.md: user_namespaces(7) and the
procfs surface



  

    Examples

Hands-on examples of Linx.User — the user-namespace configuration
primitives.
Read-only operations (read_uid_map/1, read_gid_map/1,
supported?/0) work in a plain iex -S mix session against any
process's /proc/<pid>/.... Write operations need either
CAP_SETUID / CAP_SETGID in the parent user ns (typically root)
or a single-line identity map that the kernel allows for
unprivileged callers.
Detecting user-namespace support
Linx.User.supported?()
# => true
supported?/0 returns true iff /proc/self/uid_map exists — true
on any kernel ≥ 3.8. Linx targets modern Linux; on a supported
system this should always be true.
Writing uid/gid maps
The headline rootless flow: spawn a workload in a fresh :user
namespace, write maps from the host while the child is parked at
the checkpoint, then proceed.
alias Linx.Process, as: P
alias Linx.User

{:ok, c} =
  P.spawn(
    argv: ["/bin/sh"],
    namespaces: [:user, :mount, :pid, :uts, :ipc],
    stdio: :pty
  )

# The :ready event's pid is the child's *own* view of itself --
# = 1 inside a fresh :pid namespace. For procfs writes we need
# the host's view: that's P.host_pid/1.
receive do {:linx_process, :ready, _child_view} -> :ok end
{:ok, host_pid} = P.host_pid(c)

# "root inside ↔ me outside" -- the canonical rootless mapping.
:ok = User.deny_setgroups(host_pid)
:ok = User.set_uid_map(host_pid, [{0, my_host_uid, 1}])
:ok = User.set_gid_map(host_pid, [{0, my_host_gid, 1}])

:ok = P.proceed(c)
:ok = Linx.Tty.attach(:controlling, c)
Inside the attached bash:
[root@... /]$ whoami
root
Without the maps the workload would still spawn — but the kernel
would default the inside identity to nobody (uid 65534), as in
the headline transcript from the project README.
The {inside, outside, length} shape
Each entry maps a contiguous range of IDs:
# A single uid (rootless idiom):
[{0, 1000, 1}]               # uid 0 inside ↔ uid 1000 outside

# A range (privileged or via newuidmap; full identity for a 65k
# range starting at 100000):
[{0, 100_000, 65_536}]       # 0..65535 inside ↔ 100000..165535 outside

# Multiple ranges in one map (allowed by the kernel, written
# atomically):
[{0, 1000, 1}, {1, 100_000, 65_535}]
The kernel writes are write-once per user namespace — a
second call returns EPERM. Plan the whole map in one call.
Why deny_setgroups/1 first?
Per user_namespaces(7): an unprivileged caller (no
CAP_SETGID in the parent user ns) can't write gid_map while
the namespace still permits setgroups(2). Writing "deny" to
/proc/<pid>/setgroups first is the kernel-mandated dance.
Privileged callers can skip it, but the call is idempotent and
costless — so the canonical sequence (and the
setup_maps/2 convenience) always does the deny first.
# Skip the deny only if you're sure you have CAP_SETGID in the
# parent user ns. The Linx.User docs default to including it.
:ok = User.deny_setgroups(host_pid)
:ok = User.set_uid_map(host_pid, uid_maps)
:ok = User.set_gid_map(host_pid, gid_maps)
Errors
Two distinct error shapes — caller mistakes vs kernel rejections:
# Caller-side input mistake -- caught before any /proc write:
User.set_uid_map(host_pid, [])
# => {:error, {:bad_map, :empty}}

User.set_uid_map(host_pid, [{0, 1000}])
# => {:error, {:bad_map, {:bad_entry, {0, 1000}}}}

User.set_uid_map(host_pid, [{-1, 1000, 1}])
# => {:error, {:bad_map, {:bad_entry, {-1, 1000, 1}}}}

# Kernel rejection -- structured Linx.User.Error:
User.set_uid_map(host_pid, [{0, 1000, 1}])  # second call
# => {:error,
#  %Linx.User.Error{
#    path: "/proc/.../uid_map",
#    operation: :set_uid_map,
#    errno: :eperm,
#    code: 1
#  }}

User.set_uid_map(9_999_999, [{0, 1000, 1}])  # dead pid
# => {:error,
#  %Linx.User.Error{
#    path: "/proc/9999999/uid_map",
#    operation: :set_uid_map,
#    errno: :enoent,
#    code: 2
#  }}
Pattern-match on :errno and :operation to handle specific
failures:
case User.set_uid_map(pid, mappings) do
  :ok ->
    :mapped

  {:error, %User.Error{errno: :eperm}} ->
    # Either write-once already done, or the map was too broad
    # for an unprivileged caller (needs CAP_SETUID or
    # newuidmap(1) for multi-range subuid).
    :no_perm

  {:error, %User.Error{errno: :enoent}} ->
    # Target pid is gone.
    :pid_dead

  {:error, {:bad_map, reason}} ->
    # Input validation -- caller mistake, didn't hit the kernel.
    {:invalid_input, reason}
end
The Exception impl makes raise and Exception.message/1 work
on %Linx.User.Error{} too:
err = Linx.User.Error.from_posix(:eperm, "/proc/1/uid_map", :set_uid_map)
Exception.message(err)
# => "user set_uid_map failed on /proc/1/uid_map: eperm (errno 1)"
Reading uid/gid maps
read_uid_map/1 and read_gid_map/1 parse /proc/<pid>/{uid,gid}_map
into a list of %Linx.User.Map{} structs:
Linx.User.read_uid_map(host_pid)
# => {:ok, [#Linx.User.Map<0 -> 1000>]}

# Multi-range identity (the runc-style rootless layout):
Linx.User.read_uid_map(host_pid)
# => {:ok, [
  #Linx.User.Map<0 -> 0>,
  #Linx.User.Map<1..65535 -> 100000..165535>
# ]}

# A user ns whose maps haven't been written yet -- the file
# exists but is empty; the kernel defaults the workload's
# identity to "nobody".
Linx.User.read_uid_map(host_pid)
# => {:ok, []}
The Inspect impl picks its format by length:
	Length	Renders as
	1	#Linx.User.Map<0 -> 1000> (compact, no range syntax)
	> 1	#Linx.User.Map<0..65535 -> 100000..165535> (range form, inclusive end)

The struct itself is just three fields — :inside, :outside,
:length — and a %Linx.User.Map{} round-trips cleanly back to a
{inside, outside, length} tuple if you want to hand it to
set_uid_map/2 on a different pid:
{:ok, maps} = Linx.User.read_uid_map(source_pid)
mappings = Enum.map(maps, &{&1.inside, &1.outside, &1.length})
:ok = Linx.User.set_uid_map(target_pid, mappings)
Errors
Same shape as the write verbs — %Linx.User.Error{operation: :read_uid_map | :read_gid_map} for kernel-level failures:
Linx.User.read_uid_map(9_999_999)
# => {:error,
#  %Linx.User.Error{
#    path: "/proc/9999999/uid_map",
#    operation: :read_uid_map,
#    errno: :enoent,
#    code: 2
#  }}
The parser silently drops malformed lines (forward-compatible
against any future kernel additions to the format) — so the
returned [%Map{}] is always well-formed.
The setup_maps/2 convenience
For the canonical rootless dance, setup_maps/2 does
deny_setgroups → set_uid_map → set_gid_map in one call:
:ok = Linx.User.setup_maps(host_pid,
  uid: [{0, my_host_uid, 1}],
  gid: [{0, my_host_gid, 1}]
)
Equivalent to:
:ok = Linx.User.deny_setgroups(host_pid)
:ok = Linx.User.set_uid_map(host_pid, [{0, my_host_uid, 1}])
:ok = Linx.User.set_gid_map(host_pid, [{0, my_host_gid, 1}])
Options
	Option	Required?	Meaning
	:uid	yes	mappings list, same shape as set_uid_map/2
	:gid	yes	mappings list, same shape as set_gid_map/2
	:setgroups	default :deny	:deny writes "deny" to setgroups; :skip leaves it alone (for privileged callers)

Failure semantics
Returns the first error encountered, with the failing step's
:operation (or a :bad_setup / :bad_setgroups /
:bad_map shape for caller mistakes):
{:error, {:bad_setup, {:missing, :uid}}}    # required opt missing
{:error, {:bad_setgroups, :sometimes}}      # bad :setgroups value
{:error, {:bad_map, _}}                     # bad uid/gid input
{:error, %Linx.User.Error{operation: :deny_setgroups, ...}}
{:error, %Linx.User.Error{operation: :set_uid_map, ...}}
{:error, %Linx.User.Error{operation: :set_gid_map, ...}}
Steps that ran successfully before a later step failed are not
rolled back — the kernel's write-once semantics on uid_map /
gid_map make rollback impossible anyway, and deny_setgroups is
idempotent. The error's :operation tells you exactly where the
sequence stopped.
Full end-to-end: rootless bash in a browser-ready container
Combining everything across Linx.Process + Linx.Mount +
Linx.User for the headline composition. The workload becomes
root inside its own user namespace, with /proc remounted so
ps shows container processes:
alias Linx.Process, as: P
alias Linx.{Mount, User, Tty}

{:ok, c} =
  P.spawn(
    argv: ["/bin/sh"],
    namespaces: [:user, :mount, :pid, :uts, :ipc],
    stdio: :pty
  )

# With :pid in the namespaces list, the :ready event's pid is
# the child's *own* view (= 1). For procfs writes we need the
# host's view of the child -- P.host_pid/1 returns that.
receive do {:linx_process, :ready, _child_view} -> :ok end
{:ok, host_pid} = P.host_pid(c)

# Set up the rootless mapping at the checkpoint.
my_uid = System.cmd("id", ["-u"]) |> elem(0) |> String.trim() |> String.to_integer()
my_gid = System.cmd("id", ["-g"]) |> elem(0) |> String.trim() |> String.to_integer()
:ok = User.setup_maps(host_pid, uid: [{0, my_uid, 1}], gid: [{0, my_gid, 1}])

# Give the container its own /proc (also at the checkpoint).
#
# NOTE: this step requires the BEAM to have CAP_SYS_ADMIN in the
# child's user namespace -- i.e. the BEAM must be running as the
# system root, not just "root inside the new user ns". A rootless
# BEAM (uid 1000) will get EPERM here. The runc-style workaround
# in that case is to have the workload itself do the /proc
# remount after its execve (where it has full caps in its own
# user ns); see docs/mount/mount-examples.md for the rootless caveat.
:ok = Mount.mount("proc", "/proc", "proc", in: {:pid, host_pid})

# Release -- the workload execs already inside its own user ns
# with the right identity, and with a /proc that only shows
# container processes.
:ok = P.proceed(c)
Tty.attach(:controlling, c)
Inside the attached bash:
[root@... /]# whoami
root
[root@... /]# ps
    PID TTY          TIME CMD
      1 pts/0    00:00:00 bash
      ...
The headline transcript from the project README, but now with
root inside and a container-only /proc view — both
fixes layered on top of the original via the same checkpoint
window that everything else composes through.


  

    References

The kernel docs and man pages this subsystem encodes. Cite specific
sections in the source when interpretation is non-obvious.
Man pages
	user_namespaces(7) — the canonical reference. Especially the
sections "User and group ID mappings: uid_map and gid_map" and
"Interaction of user namespaces and setgroups(2)". Source of
truth for:	The inside_id outside_id length format.
	The write-once semantics.
	The setgroups-must-be-deny-first rule for unprivileged gid_map
writes.
	The capability requirements (CAP_SETUID / CAP_SETGID in the
parent user ns) for "out-of-range" mappings.


	namespaces(7) — overview; the relationship between
CLONE_NEWUSER and the other namespaces.
	clone(2) — CLONE_NEWUSER semantics, including the
requirement that it must be the first namespace created when
combined with others.
	setgroups(2) — the syscall whose use is what
/proc/<pid>/setgroups controls.
	capabilities(7) — background for understanding what "root
inside a user ns" actually means.

Kernel documentation
	Documentation/admin-guide/namespaces/resource-control.rst —
brief; namespace-related resource control.
	Documentation/userspace-api/... — various per-feature
pieces; less directly relevant than the man pages above.

In-repo cross-references
	Linx.Process — Linx.Process namespace machinery; the
:user namespace and how it's selected at spawn/1.
	lib/linx/mount/error.ex — pattern for Linx.User.Error's shape
and Exception impl. (Linx.Cgroup.Error is equivalent.)

Adjacent userspace tooling (for context, not implementation)
	newuidmap(1) / newgidmap(1) — setuid helpers distributed with
the shadow / uidmap package; let unprivileged callers write
multi-range maps using /etc/subuid and /etc/subgid. Out of
scope; potential follow-up.
	unshare(1) — userspace tool that does essentially what
Linx.Process.spawn(namespaces: [:user, ...]) plus
Linx.User.setup_maps/2 will do together.
	bwrap(1) (bubblewrap) — well-known consumer of the same
procfs surface this subsystem wraps. Reading its source is
instructive for edge cases.



  

    Overview

Linx.Capabilities reads and shrinks a workload's Linux capabilities —
the fine-grained powers that replace the all-or-nothing "root vs not-root"
distinction — so a process runs with exactly the privileges it needs and no
more.
Linux splits the historical omnipotence of root into ~41 discrete capabilities
(CAP_NET_ADMIN, CAP_SYS_ADMIN, CAP_NET_BIND_SERVICE, …), each held in one
of a thread's five capability sets: effective, permitted,
inheritable, bounding, and ambient. A hardened runtime drops
everything a workload doesn't need before execve, so that a later
compromise of the workload can't reach for kernel surface it never required.
Linx.Capabilities represents sets as plain MapSets of :cap_* atoms — so
MapSet.difference/2 and pattern matching just work — and confines the
bitmask conversion to one place. The read side is host-side procfs; the write
side, because capability changes act on the calling thread, runs inside the
child agent.
Where it fits
This is a checkpoint-window verb. set_thread_sets/2, drop_bounding/2, and
set_ambient/2 are valid only while the child is parked at the :ready
checkpoint — the same commit shape as Linx.Seccomp.install/2 and
Linx.Process.proceed/1 — because capset(2) and the prctl bounding/ambient
calls only affect the thread that issues them, so the agent must do its own
configuration before execve. It sits beside Linx.Seccomp (syscall surface)
and Linx.User (identity) as the privilege-shrinking verbs a container engine
sequences around the checkpoint. It is a primitive, not a policy engine: which
caps a given workload keeps is a decision its consumer makes.
Flow
flowchart TD
    ready["child parked at :ready"] --> keep["decide the keep set<br/>e.g. [:cap_net_bind_service]"]
    keep --> sets["set_thread_sets/2<br/>effective · permitted · inheritable"]
    keep --> bnd["drop_bounding/2<br/>everything not in keep"]
    sets --> proceed["Process.proceed/1"]
    bnd --> proceed
    proceed -->|"execve(2)"| run["workload runs with exactly the kept caps<br/>(file caps can't widen it — :cap_setpcap is gone)"]
Learn more
	API — Linx.Capabilities (verbs read/1, set_thread_sets/2,
drop_bounding/2, set_ambient/2), with Linx.Capabilities.State and
Linx.Capabilities.Error
	Examples — capabilities-examples.md: reading a process's sets, the
drop-to-minimum recipe, ambient caps
	References — capabilities-references.md: capabilities(7) and the
per-thread syscall surface



  

    Examples

Hands-on examples of Linx.Capabilities — Linux capability
primitives.
Read-only operations (read/1, supported?/0) work in a plain
iex -S mix session against any process's
/proc/<pid>/status. Write operations are agent-side at the
Linx.Process checkpoint — they need a parked session and
typically root (or capabilities in the right user namespace) to
actually apply.
Detecting capability support
Linx.Capabilities.supported?()
# => true
supported?/0 returns true iff /proc/self/status contains a
CapBnd: line — true on any Linux ≥ 2.6.25, which is every
kernel Linx targets.
Inspecting the constants table
The 41-entry atom ↔ bit table lives in
Linx.Capabilities.Constants (internal — @moduledoc false, but
usable from iex for ad-hoc inspection):
Linx.Capabilities.Constants.all() |> MapSet.size()
# => 41

Linx.Capabilities.Constants.to_bit(:cap_net_admin)
# => 12

Linx.Capabilities.Constants.from_bit(40)
# => :cap_checkpoint_restore

Linx.Capabilities.Constants.from_bit(50)
# => :unknown
:unknown is the forward-compat marker for bits past the table —
a future kernel could add a cap Linx doesn't know yet, and
from_bits/1 will silently drop it from the read result rather
than crash.
Building cap sets with MapSet
The canonical representation everywhere in this subsystem is a
MapSet of :cap_* atoms — so the standard MapSet API is the
toolbox:
all = Linx.Capabilities.Constants.all()
keep = MapSet.new([:cap_net_bind_service, :cap_setuid])
drop = MapSet.difference(all, keep)
MapSet.size(drop)
# => 39
That drop set is exactly what gets passed to drop_bounding/2.
Reading a process's capability sets
read/1 parses /proc/<pid>/status into a %Linx.Capabilities.State{}.
Accepts a pid integer or :self:
{:ok, state} = Linx.Capabilities.read(:self)
# => {:ok, #Linx.Capabilities.State<eff=0 prm=0 inh=0 bnd=41 amb=0>}

state.bounding
#MapSet<[:cap_chown, :cap_dac_override, :cap_dac_read_search, ...]>

MapSet.member?(state.bounding, :cap_net_admin)
# => true
Reading any live process:
{:ok, init_state} = Linx.Capabilities.read(1)
# => {:ok, #Linx.Capabilities.State<eff=41 prm=41 inh=0 bnd=41 amb=0>}
/proc/<pid>/status is world-readable on every Linux distro, so
no special privileges are needed for read access.
Handling read errors
read/1 returns a structured %Linx.Capabilities.Error{} on
failure — pattern-match on :errno to handle specific cases:
Linx.Capabilities.read(1_234_567_890)
# => {:error,
#  %Linx.Capabilities.Error{
#    path: "/proc/1234567890/status",
#    operation: :read,
#    errno: :enoent,
#    code: 2
#  }}
The common errnos:
	:errno	Meaning
	:enoent	The target pid doesn't exist (gone, or never existed)
	:eacces	No permission to read this process's status — rare for status, since it's almost always world-readable
	:bad_status	The file existed but didn't contain the five Cap*: lines we expected; should never happen on a real Linux kernel

Forward compatibility
If you read a /proc/<pid>/status from a newer kernel that
reports capability bits past Linx's table (e.g. a CAP_ constant
Linx hasn't catalogued yet), read/1 silently drops those bits
from the returned MapSets and emits a single Logger.warning/1
per read.
The returned %State{} is still valid for every cap Linx does
know about — consumers don't need to handle "partial" states
specially.
Composing read with other Linx verbs
Common pattern — read caps right after Linx.Process.spawn/1 (at
the checkpoint), to confirm the kernel-default cap posture before
proceeding:
{:ok, c} = Linx.Process.spawn(argv: ["/bin/sh"], stdio: :pty)
{:ok, host_pid} = Linx.Process.host_pid(c)

{:ok, state} = Linx.Capabilities.read(host_pid)
IO.inspect(state, label: "child's caps at checkpoint")
# => #Linx.Capabilities.State<eff=0 prm=0 inh=0 bnd=41 amb=0>

# (capability drops go here: drop_bounding, set_thread_sets, set_ambient)

:ok = Linx.Process.proceed(c)
Dropping caps before execve
The motivating composition — strip everything the workload doesn't
need from the kernel's perspective before it ever starts. Three
checkpoint-window verbs do the work; all act on the child thread
in Linx.Process while it's parked at :ready.
Root needed
prctl(PR_CAPBSET_DROP) and capset(2) need CAP_SETPCAP in
the caller's effective set. In practice that means the BEAM must
run as root for these verbs to work — uniquely among Linx
subsystems, "rootless" doesn't help here. See capabilities(7)
"Privileged file capabilities" for the rationale.
drop_bounding/2 — one-way constraint on the bounding set
{:ok, c} = Linx.Process.spawn(argv: ["/usr/sbin/nginx"])
{:ok, host_pid} = Linx.Process.host_pid(c)

receive do {:linx_process, :ready, _} -> :ok end

# Drop everything except cap_net_bind_service from bounding.
all = Linx.Capabilities.Constants.all()
keep = MapSet.new([:cap_net_bind_service])
drop = MapSet.difference(all, keep)

:ok = Linx.Capabilities.drop_bounding(c, drop)
:ok = Linx.Process.proceed(c)

receive do {:linx_process, :running} -> :ok end

# Confirm: bounding is exactly `keep`.
{:ok, state} = Linx.Capabilities.read(host_pid)
state.bounding
# => #MapSet<[:cap_net_bind_service]>
Bounding drops are one-way per the kernel (PR_CAPBSET_DROP).
A subsequent set_thread_sets/2 can't restore a cap that's no
longer in bounding because root-execve-lift is bounded by it too.
set_thread_sets/2 — explicit effective/permitted/inheritable
All three keys are required (no "leave unchanged" semantics — yet).
The kernel enforces the invariants documented in capabilities(7):
keep = [:cap_net_bind_service]

:ok =
  Linx.Capabilities.set_thread_sets(c,
    effective: keep,
    permitted: keep,
    inheritable: []
  )
Violations come back asynchronously:
{:linx_process, :error, 1, :cap_set_thread}
# errno 1 = EPERM -- typically "tried to add a cap that wasn't in
# the old :permitted" (capset can only drop, not add)
set_ambient/2 — caps that survive execve without file caps
Ambient is the modern (Linux 4.3+) way to give an unprivileged
binary specific capabilities without putting file caps on the
binary itself.
Each ambient cap must already be in both :permitted and
:inheritable, so the order matters:
keep = [:cap_net_bind_service]

:ok =
  Linx.Capabilities.set_thread_sets(c,
    effective: keep,
    permitted: keep,
    inheritable: keep   # ambient requires this
  )

:ok = Linx.Capabilities.set_ambient(c, keep)
:ok = Linx.Process.proceed(c)
After execve, :cap_net_bind_service survives in :ambient (and
gets lifted into :effective per the standard ambient rules) —
even though the binary has no file caps.
State-machine errors
All three write verbs are only valid in the :ready (parked)
state. Calls in other states fail synchronously without touching
the agent:
	State	Return
	Pre-:ready (:spawned not yet processed)	{:error, :not_ready}
	Post-proceed/1 (workload running)	{:error, :running}
	Post-terminal (:exited, :signaled, or :aborted)	{:error, :no_process}
	Unknown atom in caps	{:error, {:bad_capability, atom}}
	Missing key in set_thread_sets/2 opts	{:error, {:bad_thread_sets, {:missing, key}}}

Kernel-side failures (the workload didn't have the privilege to
drop a particular cap, etc.) arrive asynchronously on the owner's
mailbox:
{:linx_process, :error, errno_int, :cap_drop_bounding}
{:linx_process, :error, errno_int, :cap_set_thread}
{:linx_process, :error, errno_int, :cap_set_ambient}
The session ends after a cap failure — the child never reaches
execve. No {:linx_process, :running} will follow.


  

    References

The kernel docs and man pages this subsystem encodes. Cite
specific sections in the source when interpretation is
non-obvious.
Man pages
	capabilities(7) — the canonical reference. Especially:	"Thread capability sets" — the three thread sets (E, P, I)
and their relationships.
	"Capability bounding set" — semantics and the one-way
drop rule.
	"Ambient capabilities" — Linux 4.3+; the
survives-execve-without-file-caps mechanism.
	"Transformation of capabilities during execve()" — the
full rule for how caps move across exec, including file-cap
interaction.


	capget(2) / capset(2) — the per-thread cap manipulation
syscalls.
	prctl(2) — specifically:	PR_CAPBSET_READ / PR_CAPBSET_DROP — bounding set
	PR_CAP_AMBIENT (the _IS_SET, _RAISE, _LOWER,
_CLEAR_ALL operations) — ambient set


	proc(5) — /proc/<pid>/status documentation, in
particular the Cap*: lines.
	user_namespaces(7) — covers how cap sets interact with
user namespaces. Relevant for understanding "full caps in a
fresh user ns" semantics that come up with Linx.User.

Kernel documentation
	Documentation/admin-guide/... — various; less directly
relevant than the man pages.
	include/uapi/linux/capability.h — the UAPI header with
the CAP_* constants and the capability data structures used
by capget/capset. The 41-entry constants table in
Linx.Capabilities.Constants mirrors this.

Adjacent userspace tooling (background, not implementation)
	libcap — the canonical userspace library for cap
manipulation. The conceptual model
(cap_t / cap_set_flag / cap_set_proc) shaped this
subsystem's design but we don't link against it. Pure Elixir	the underlying syscalls are enough.


	capsh(1) — interactive shell for inspecting and
modifying caps. Useful for cross-checking the read side.
	setpriv(1) — util-linux tool that does
drop-before-exec, much like what the agent commands
implement.

In-repo cross-references
	Linx.Process — the checkpoint protocol that the
write side hooks into, adding three new commands to that
protocol.
	lib/linx/user/error.ex — pattern for
Linx.Capabilities.Error's shape and Exception impl.
	lib/linx/process.ex await_proceed and the existing
checkpoint-window command set (:proceed, :abort,
:pty_winsize) — the write side adds to this.

Out of scope — pointers for future work
	File caps — see setcap(8), getcap(8),
cap_from_text(3), and the security.capability xattr in
xattr(7). A future Linx.Capabilities.File module would be
the natural home.
	No-new-privs — prctl(PR_SET_NO_NEW_PRIVS). Conceptually
adjacent; probably belongs in Linx.Process rather than
here, since it's about the spawn-time security posture more
than caps per se.



  

    Overview

Linx.Seccomp builds and installs seccomp syscall filters — small kernel
programs that gate every syscall a workload makes — so a process drops to a
documented syscall envelope before its first instruction.
A seccomp filter is a tiny cBPF program the kernel runs on every syscall entry;
its return value decides whether the syscall is allowed, fails with an errno,
kills the thread, or is logged. Filters install per-thread, never come off, and
only ever tighten — which makes them a durable way to shrink a workload's
attack surface: a kernel bug behind a syscall the filter forbids simply can't
be reached. Linx.Seccomp lets you describe the policy in Elixir — allow_list/2,
deny_list/2, or the fluent Linx.Seccomp.Builder — or hand it raw
[{action, syscall}] rules translated from an external profile (a Docker
seccomp.json, say). It then compiles the rules to cBPF in pure Elixir, no
libseccomp dependency, and the child agent issues the seccomp(2) syscall at
the checkpoint. It is a primitive: which syscalls a given workload needs is
policy that lives in a consumer.
Where it fits
install/2 is a checkpoint-window verb — valid only while the child is parked
at :ready, the same commit shape as Linx.Capabilities.drop_bounding/2 —
because the kernel forbids installing a filter on another thread, so the agent
must install it on itself before execve. It sits alongside Linx.Capabilities
(privileges) and Linx.User (identity) as the verbs that constrain a workload
at the checkpoint. Filters typically pair with no_new_privs, set at
Linx.Process.spawn/1. A container engine is the consumer that maps a workload
to its profile and sequences the install.
Flow
flowchart TD
    rules["rules in Elixir<br/>allow_list · deny_list · Builder · from_rules"]
    rules -->|"compile to cBPF<br/>(pure Elixir, per-arch)"| filter["%Linx.Seccomp.Filter{}"]
    filter -->|"install/2 at the :ready checkpoint"| kernel["seccomp(2) — filter loaded on the thread"]
    kernel -->|"execve(2)"| run["kernel screens every syscall<br/>the workload makes"]
Learn more
	API — Linx.Seccomp (verbs allow_list/2, deny_list/2, from_rules/1,
install/2), with Linx.Seccomp.Builder (the fluent DSL),
Linx.Seccomp.Filter, and Linx.Seccomp.Error
	Examples — seccomp-examples.md: allow/deny lists, the Builder,
importing external profiles, default actions
	References — seccomp-references.md: seccomp(2) and the cBPF /
seccomp_filter kernel docs



  

    Examples

Hands-on examples of Linx.Seccomp — Linux syscall-filter
primitives.
Detection (supported?/0, arch/0) and the constants /
syscall-table queries work in a plain iex -S mix session
against any kernel ≥ 3.5. Filter construction
(allow_list/2, deny_list/2, Builder, from_rules/1) is
also plain — no installation, no root. Installation
(install/2) is agent-side at the Linx.Process checkpoint —
needs a parked session and (typically) no_new_privs: true or
root.
Per-arg matching (allow_if/3) is not yet available.

Detecting seccomp support
Linx.Seccomp.supported?()
# => true
supported?/0 returns true iff /proc/self/status contains a
Seccomp: line — true on any Linux ≥ 3.5, which is every
kernel Linx targets.
Inspecting the running architecture
Linx.Seccomp.arch()
# => :x86_64

# On aarch64:
Linx.Seccomp.arch()
# => :aarch64
The arch atom drives which syscall table is used when building
filters. Linx v1 supports :x86_64 and :aarch64; other
arches return :unsupported.
Querying the syscall table
Linx.Seccomp.Syscalls.to_number(:read, :x86_64)
# => 0
Linx.Seccomp.Syscalls.to_number(:read, :aarch64)
# => 63
Linx.Seccomp.Syscalls.from_number(317, :x86_64)
# => :seccomp
Linx.Seccomp.Syscalls.from_number(99999, :x86_64)
# => :unknown
MapSet.size(Linx.Seccomp.Syscalls.all(:x86_64))
# => 239
Linx.Seccomp.Syscalls is @moduledoc false and the inverse is
intended for use by Linx.Seccomp itself, but it's accessible for
introspection. See Linx.Seccomp "Extending the syscall
table" for how to add an entry the table doesn't ship yet.
Building filters — allow_list/2 and deny_list/2
# Allow-list — the most secure shape. Anything not listed gets the
# default action, which for allow_list is :kill_process (per D1).
{:ok, filter} = Linx.Seccomp.allow_list(
  ~w(read write openat close fstat brk mmap munmap mprotect
     exit_group rt_sigreturn)a,
  default: :kill_process
)
filter
#=> #Linx.Seccomp.Filter<x86_64 11 syscalls, 17 BPF insns>

# Deny-list — the Docker default shape. Listed syscalls get the
# deny action (EPERM by default); everything else is allowed.
{:ok, filter} = Linx.Seccomp.deny_list(
  ~w(kexec_load init_module delete_module ptrace swapon swapoff
     mount umount2 pivot_root)a
)
filter
#=> #Linx.Seccomp.Filter<x86_64 9 syscalls, 15 BPF insns>
The Filter struct's compact Inspect shows the arch, the rule
count, and the cBPF instruction count — the raw BPF binary lives
in filter.bpf if you ever need to look at the bytes.
Building filters — Linx.Seccomp.Builder
The fluent DSL for filters constructed in code (rather than
translated from external policy):
{:ok, filter} =
  Linx.Seccomp.builder()
  |> Linx.Seccomp.Builder.allow(:read)
  |> Linx.Seccomp.Builder.allow(:write)
  |> Linx.Seccomp.Builder.allow(:exit_group)
  |> Linx.Seccomp.Builder.deny(:ptrace, errno: :eperm)
  |> Linx.Seccomp.Builder.deny(:kexec_load, action: :kill_process)
  |> Linx.Seccomp.Builder.build(default: :allow)
deny/3 takes either errno: :eacces (shorthand for {:errno, :eacces}) or action: :kill_process for an explicit verdict; if
both are given, :action wins.
Building filters — from_rules/1 (data-layer API)
The seam consumers use when they translate external
policy (Docker seccomp.json, custom DSLs, runtime config) into
a fully-resolved Linx filter:
# A rules list — the shape a consumer would build from a parsed
# Docker seccomp.json.
rules = [
  {:allow, :read},
  {:allow, :write},
  {:allow, :openat},
  {:allow, :close},
  {:allow, :exit_group},
  {{:errno, :eperm}, :ptrace},
  {:kill_process, :kexec_load}
]

{:ok, filter} = Linx.Seccomp.from_rules({rules, _default = :allow})

# And back again — for filters Linx itself built.
{:ok, {^rules, :allow}} = Linx.Seccomp.to_rules(filter)
Errors
Build errors are caller-actionable atoms — what the failing
expression returned, and what to fix:
Linx.Seccomp.allow_list([:not_a_real_syscall])
# => {:error, {:unknown_syscall, :not_a_real_syscall}}

Linx.Seccomp.allow_list([:read], default: :not_an_action)
# => {:error, {:bad_action, :not_an_action}}

Linx.Seccomp.allow_list([:read, :read])
# => {:error, {:duplicate_rule, :read}}

Linx.Seccomp.from_rules({[:not_a_rule], :allow})
# => {:error, {:bad_rule, :not_a_rule}}
The %Linx.Seccomp.Error{} struct is reserved for kernel-side
failures (the :install / :set_no_new_privs operations) and
the rare :build failure that doesn't fit a tagged tuple — today
just :e2big for filters that overflow the 255-instruction jump
limit.
Installing a filter at the checkpoint
The headline composition — spawn a workload, install a filter
before it execves, observe it run with a constrained syscall
envelope:
{:ok, c} =
  Linx.Process.spawn(
    argv: ["/usr/sbin/nginx"],
    no_new_privs: true,
    stdio: :pty
  )

receive do {:linx_process, :ready, _} -> :ok end

{:ok, filter} = Linx.Seccomp.allow_list(
  ~w(read write openat close fstat brk mmap munmap mprotect
     accept4 bind listen socket connect setsockopt getsockopt
     rt_sigaction rt_sigprocmask rt_sigreturn exit_group)a,
  default: :kill_process
)

:ok = Linx.Seccomp.install(c, filter)
:ok = Linx.Process.proceed(c)

receive do {:linx_process, :running} -> :ok end
Composing with Linx.Capabilities
Both subsystems hook into the same checkpoint window. The order
matters in principle but not for correctness — caps and
seccomp are orthogonal envelopes:
{:ok, c} = Linx.Process.spawn(argv: ["/usr/sbin/nginx"],
                              no_new_privs: true)
receive do {:linx_process, :ready, _} -> :ok end

# Drop capabilities first -- this is the "what privileged
# operations can the workload attempt?" question.
all_caps = Linx.Capabilities.Constants.all()
keep_caps = MapSet.new([:cap_net_bind_service])
:ok = Linx.Capabilities.drop_bounding(c,
        MapSet.difference(all_caps, keep_caps))

# Then install seccomp -- this is the "which syscalls can the
# workload call at all?" question.
{:ok, filter} = Linx.Seccomp.allow_list(...)
:ok = Linx.Seccomp.install(c, filter)

:ok = Linx.Process.proceed(c)
Together: nginx runs as a (mapped) user, with
cap_net_bind_service only, calling only the syscalls in the
allow-list. Three orthogonal envelopes, three independent verbs.
Observing kernel rejection — SIGSYS on :kill_process
If the workload tries a syscall its filter denies with
:kill_process, the kernel sends SIGSYS and the process
dies. The session emits a :signaled terminal:
{:ok, c} = Linx.Process.spawn(argv: ["/bin/sh"],
                              no_new_privs: true,
                              stdio: :pty)
receive do {:linx_process, :ready, _} -> :ok end

# Pathologically tight filter: don't allow `read`. The shell
# can't even read its stdin before crashing.
{:ok, filter} = Linx.Seccomp.allow_list(
  ~w(write openat close exit_group)a,
  default: :kill_process
)

:ok = Linx.Seccomp.install(c, filter)
:ok = Linx.Process.proceed(c)

# The shell will die on its first read() with SIGSYS (31).
receive do {:linx_process, :signaled, 31} -> :ok end
Graceful degradation — {:errno, _} actions
For workloads where you want graceful degradation rather than
hard kill, use {:errno, _} actions:
{:ok, filter} = Linx.Seccomp.deny_list(
  [:ptrace, :process_vm_readv, :process_vm_writev],
  deny_action: {:errno, :eperm}
)

:ok = Linx.Seccomp.install(c, filter)
:ok = Linx.Process.proceed(c)

# The workload runs normally. If it tries to ptrace, the syscall
# returns -1 with errno EPERM -- which userspace code typically
# handles as "you don't have permission" rather than crashing.


  

    References

The kernel docs and man pages this subsystem encodes. Cite specific
sections in the source when interpretation is non-obvious.
Man pages
	seccomp(2) — the canonical reference for the
seccomp(SECCOMP_SET_MODE_FILTER, flags, &fprog) syscall. The
flags (SECCOMP_FILTER_FLAG_TSYNC, SECCOMP_FILTER_FLAG_LOG,
SECCOMP_FILTER_FLAG_SPEC_ALLOW, etc.), the return-value
conventions, the error semantics.
	seccomp_load(3), seccomp_init(3), etc. — libseccomp's
surface. Linx does not use libseccomp; we cite these for
conceptual reference (their model shaped a lot of seccomp
usage in the wild) but we ship a pure-Elixir cBPF generator.
	prctl(2) — specifically:	PR_GET_SECCOMP, PR_SET_SECCOMP — older interface for
seccomp (still works; seccomp(2) is the preferred modern
interface because it supports flags).
	PR_SET_NO_NEW_PRIVS, PR_GET_NO_NEW_PRIVS — the bit that
seccomp installs depend on if unprivileged.


	bpf(2) — adjacent. cBPF is the older "classic BPF" format
seccomp accepts; eBPF (what bpf(2) itself manipulates) is
different. Seccomp filters can also be eBPF programs since
Linux 6.9 (very recent; Linx targets cBPF for now).
	proc(5) — the Seccomp: line in /proc/<pid>/status
documents the mode (0=disabled, 1=strict, 2=filter).

Kernel documentation
	Documentation/userspace-api/seccomp_filter.rst — the
canonical kernel doc. Especially:	"Filter programming" — the seccomp_data structure layout
that cBPF reads from (architecture, syscall_nr, args).
	"Filter return actions" — full semantics of every
SECCOMP_RET_* action.


	include/uapi/linux/seccomp.h — UAPI header with
SECCOMP_RET_* constants, the SECCOMP_FILTER_FLAG_* bits,
the seccomp_data and seccomp_notif_* struct definitions.
	include/uapi/linux/filter.h — the cBPF instruction
format (struct sock_filter, struct sock_fprog, the BPF
opcode constants).
	include/uapi/linux/bpf_common.h — the BPF opcode
bit-encoding (BPF_LD, BPF_W, BPF_ABS, BPF_JMP,
BPF_JEQ, BPF_RET, BPF_K, BPF_A, …).
	include/uapi/linux/audit.h — the AUDIT_ARCH_*
constants used in seccomp filters (e.g.
AUDIT_ARCH_X86_64 = 0xC000003E,
AUDIT_ARCH_AARCH64 = 0xC00000B7).

Syscall number sources
These are the canonical references for the Linx.Seccomp.Syscalls
hand-curated table. See Linx.Seccomp "Extending the
syscall table" for the procedure.
	x86_64: arch/x86/entry/syscalls/syscall_64.tbl in the
kernel source. Also exposed as
/usr/include/asm/unistd_64.h on most distros.
	aarch64: include/uapi/asm-generic/unistd.h in the kernel
source. aarch64 uses the generic syscall table.

The web-readable upstream:
	https://github.com/torvalds/linux/blob/master/arch/x86/entry/syscalls/syscall_64.tbl
	https://github.com/torvalds/linux/blob/master/include/uapi/asm-generic/unistd.h

Adjacent userspace tooling (background, not implementation)
	libseccomp — the canonical userspace seccomp library. We
don't link against it (pure Elixir + the underlying syscall
are sufficient for our needs), but its API model (seccomp_init,
seccomp_rule_add, seccomp_load) shaped much of the seccomp
ecosystem.
	scmp_sys_resolver(1) — libseccomp utility for resolving
syscall name ↔ number. Useful for cross-checking the Linx
syscall table.
	seccomp-tools — third-party tool for disassembling
seccomp filters from binaries. Useful for cross-checking the
Linx compiler's output.
	bpfc(8) — part of iproute2. Compiles cBPF assembly to
binary. Useful for hand-verifying golden-byte tests.

Reference filters in the wild
	Docker default seccomp profile —
https://github.com/moby/moby/blob/master/profiles/seccomp/default.json
(the JSON form). Denies ~50 dangerous syscalls; allows
everything else. The shape a consumer's JSON adapter will target.
	runc's default seccomp profile — same model as Docker's;
the underlying mechanism.
	Chrome's renderer-process sandbox —
sandbox/linux/seccomp-bpf-helpers/ in the Chromium tree.
~30-syscall allow-list per renderer.
	systemd's SystemCallFilter= — service unit option that
compiles to a seccomp filter. Different DSL but same kernel
primitive.

In-repo cross-references
	Linx.Process — the checkpoint protocol that Linx.Seccomp
hooks into, adding one new agent command to that protocol.
	Linx.Capabilities — the commit pattern Linx.Seccomp
mirrors exactly (per-thread syscalls applied by the child
agent at the checkpoint).
	lib/linx/capabilities.ex — pattern for the public verb +
state-machine guards.
	lib/linx/capabilities/error.ex — pattern for
Linx.Seccomp.Error's shape and Exception impl.
	c_src/linx_process.c — child_read_command() and
await_proceed() are where the new branches land.

Out of scope — pointers for future work
	eBPF-based seccomp filters — Linux 6.9+. More expressive
than cBPF (loops, maps, helper functions). A future
Linx.Seccomp.EBpf might layer on top.
	SECCOMP_RET_USER_NOTIF — kernel-to-userspace decision
delegation. Documented in seccomp_unotify(2). A future
sibling module.
	PTRACE_SECCOMP_GET_FILTER — extracting an installed
filter from a running process via ptrace. See ptrace(2).
Niche; requires CAP_SYS_PTRACE.
	systemd's exec-filter DSL — if Linx ever wants a
systemd-compat filter representation, the DSL is documented
in systemd.exec(5) under SystemCallFilter=.



  

    Overview

Linx.Sysctl reads and writes the kernel's tunable parameters — the /proc/sys/
knobs sysctl(8) exposes — on the host or, crucially, inside another process's
namespaces.
Sysctls are the kernel's ~1500 named scalar tunables, spanning networking, the
VM, the filesystem layer, IPC, and kernel-wide policy. Each is a file under
/proc/sys/, with dots in the name mapping to slashes in the path
(net.ipv4.ip_forward → /proc/sys/net/ipv4/ip_forward). Linx.Sysctl is a
typed wrapper over that procfs surface: read/1 and the parsing helpers
(read_int/1, read_ints/1) on one side, write/2 taking integers, strings,
and integer lists on the other, plus list/1 to walk a subtree.
The legacy sysctl(2) syscall was removed from Linux in 5.5; procfs is the only
API, and the right one. Linx supplies primitives — read, write, list — not a
sysctl.conf applier; parsing /etc/sysctl.d and reload policy belong to a
consumer. Single-shot reconciliation of a desired %{key => value} map is
mechanism, and lives in Linx.Sysctl.Reconcile.
Where it fits
The defining fact about a sysctl is that the kernel routes each read and write
through the calling task's namespace context. net.* resolves against the
network namespace, kernel.hostname against UTS, the kernel.shm*/msg* IPC
limits against IPC. Reading net.ipv4.ip_forward from inside a container does
not yield the host's value — it yields the container's. Traversing
/proc/<pid>/root/proc/sys/... does not reach another namespace's value;
the kernel resolves against the reader, not the path.
So Linx.Sysctl carries the same in: :self | {:pid, n} | {:path, p} option
as Linx.Mount. For {:pid, n} it opens the target's full namespace stack
(user, mount, UTS, IPC, net), skips any namespace already shared with the BEAM,
and setns(2)s into the rest on a throwaway pthread before doing the file I/O.
This is a checkpoint subsystem like the others: set a container's hostname and
net.* knobs between :ready and proceed/1, before the workload's first
instruction — or against a fully running namespace afterward. The coupling to
Linx.Process is only the shared window.
Flow
flowchart LR
    call["Sysctl.read/write<br/>in: {:pid, host_pid}"] --> filter{"share this ns<br/>with the BEAM?"}
    filter -->|"yes — skip it"| host["/proc/sys/… in the BEAM's ns"]
    filter -->|"no"| setns["throwaway pthread:<br/>setns(2) into target's<br/>user · mount · uts · ipc · net"]
    setns --> io["/proc/sys/… resolved in<br/>the container's namespaces"]
    io --> exit["thread exits — BEAM schedulers<br/>never entered the target ns"]
Learn more
	API — Linx.Sysctl (with Linx.Sysctl.Entry for walked rows,
Linx.Sysctl.Reconcile, and Linx.Sysctl.Error)
	Examples — sysctl-examples.md: reading/writing, walking the tree,
the :in option, and reconciliation
	References — sysctl-references.md: the /proc/sys/ and
per-namespace kernel docs and man pages



  

    Examples

Hands-on examples of Linx.Sysctl — the kernel-tunable-parameter
surface, the /proc/sys/ knobs that sysctl(8) reads and writes.
Most read operations work in a plain iex -S mix session against
the host's namespace. Writes to global knobs (vm.*, fs.*, most
kernel.*) need root. Per-namespace knobs (net.*,
kernel.hostname, IPC limits) may be writable as an unprivileged
user inside their own namespace — e.g. as root inside a
container's user ns — but writes from the BEAM to the host's
namespace still need real root.
Detecting sysctl support
Linx.Sysctl.supported?()
# => true
supported?/0 returns true iff /proc/sys/kernel/ostype exists.
The knob predates namespaces; on any Linux system with procfs
mounted, this is always true. Returning false would mean
procfs isn't mounted at all (which would also break most of the
rest of Linx).
Reading a sysctl
read/1 returns the file's contents trimmed of the kernel's trailing
newline:
Linx.Sysctl.read("kernel.ostype")
# => {:ok, "Linux"}

Linx.Sysctl.read("net.ipv4.ip_forward")
# => {:ok, "0"}

Linx.Sysctl.read("kernel.hostname")
# => {:ok, "fry"}
For the common integer case, read_int/1 parses for you:
Linx.Sysctl.read_int("net.ipv4.ip_forward")
# => {:ok, 0}

Linx.Sysctl.read_int("vm.swappiness")
# => {:ok, 60}

# Non-integer contents come back as {:bad_value, ...}:
Linx.Sysctl.read_int("kernel.hostname")
# => {:error, {:bad_value, {:not_an_integer, "fry"}}}
For the tuple-shaped knobs (kernel.printk, net.ipv4.tcp_rmem,
net.ipv4.tcp_wmem, …), read_ints/1 splits on whitespace and
parses each token:
Linx.Sysctl.read_ints("kernel.printk")
# => {:ok, [4, 4, 1, 7]}

Linx.Sysctl.read_ints("net.ipv4.tcp_rmem")
# => {:ok, [4096, 131072, 6291456]}
Writing a sysctl
write/2 accepts integers, binaries, and lists of integers. Writes
to most knobs need root.
Linx.Sysctl.write("net.ipv4.ip_forward", 1)
# => :ok

Linx.Sysctl.write("kernel.hostname", "ct0")
# => :ok

Linx.Sysctl.write("kernel.printk", [4, 4, 1, 7])
# => :ok
Common patterns:
# Enable IPv4 forwarding from a Nerves app (the original motivation).
:ok = Linx.Sysctl.write("net.ipv4.ip_forward", 1)

# Bump TCP buffer sizes.
:ok = Linx.Sysctl.write("net.ipv4.tcp_rmem", [4096, 262_144, 16_777_216])
:ok = Linx.Sysctl.write("net.ipv4.tcp_wmem", [4096, 262_144, 16_777_216])

# Reduce console log verbosity.
:ok = Linx.Sysctl.write("kernel.printk", [3, 4, 1, 7])
Errors
Linx.Sysctl distinguishes caller-side input mistakes from kernel
rejections, mirroring Linx.User's :bad_map / %Error{} split.
Caller mistakes — caught before any procfs I/O
Linx.Sysctl.read("")
# => {:error, {:bad_key, ""}}

Linx.Sysctl.read("net..ip_forward")
# => {:error, {:bad_key, "net..ip_forward"}}

Linx.Sysctl.read("net.ipv4.../etc/passwd")
# => {:error, {:bad_key, "net.ipv4.../etc/passwd"}}

Linx.Sysctl.write("kernel.hostname", "ct0\nct1")
# => {:error, {:bad_value, {:contains, :newline}}}

Linx.Sysctl.write("kernel.printk", [4, 4, "1", 7])
# => {:error, {:bad_value, {:not_all_integers, [4, 4, "1", 7]}}}
Keys must be dot-form [A-Za-z0-9_-]+(\.[A-Za-z0-9_-]+)* — no
leading or trailing dots, no consecutive dots (which rules out ..
traversal), no slashes, no whitespace. Values must not contain \n
or \0; the kernel's sysctl parser treats newlines as end-of-input
and would silently truncate, so we reject loud-and-early.
Kernel rejections — %Linx.Sysctl.Error{}
Linx.Sysctl.read("linx.this.does.not.exist")
# => {:error,
#  %Linx.Sysctl.Error{
#    key: "linx.this.does.not.exist",
#    path: "/proc/sys/linx/this/does/not/exist",
#    operation: :read,
#    errno: :enoent,
#    code: 2
#  }}

Linx.Sysctl.write("net.ipv4.ip_forward", 1)  # unprivileged
# => {:error,
#  %Linx.Sysctl.Error{
#    key: "net.ipv4.ip_forward",
#    path: "/proc/sys/net/ipv4/ip_forward",
#    operation: :write,
#    errno: :eacces,
#    code: 13
#  }}
Pattern-match on :errno and :operation to handle specific
failures:
case Linx.Sysctl.write("net.ipv4.ip_forward", 1) do
  :ok ->
    :ok

  {:error, %Linx.Sysctl.Error{errno: :eacces}} ->
    # Needs root.
    :no_perm

  {:error, %Linx.Sysctl.Error{errno: :enoent}} ->
    # No such sysctl on this kernel.
    :unknown_knob

  {:error, %Linx.Sysctl.Error{errno: :einval}} ->
    # Value out of range or wrong shape for this knob.
    :bad_value_for_knob
end
The Exception impl makes raise and Exception.message/1 work
on %Linx.Sysctl.Error{} too:
err = Linx.Sysctl.Error.from_posix(:eacces, "net.ipv4.ip_forward", "/proc/sys/net/ipv4/ip_forward", :write)
Exception.message(err)
# => "sysctl write \"net.ipv4.ip_forward\" failed on /proc/sys/net/ipv4/ip_forward: eacces (errno 13)"
Walking the sysctl tree
list/0 walks all of /proc/sys/ recursively and returns
{:ok, [%Linx.Sysctl.Entry{}, ...]} sorted by key. On a typical
Linux host this is ~1500 entries:
{:ok, all} = Linx.Sysctl.list()
length(all)
# => 1487

Enum.take(all, 3)
# => [
  #Linx.Sysctl.Entry<abi.vsyscall32 = "1">,
  #Linx.Sysctl.Entry<crypto.fips_enabled = "0">,
  #Linx.Sysctl.Entry<debug.exception-trace = "1">
# ]

Enum.find(all, & &1.key == "kernel.ostype")
#Linx.Sysctl.Entry<kernel.ostype = "Linux">
Entries with restrictive permissions (write-only, root-only reads)
are silently skipped — the returned list is "everything I could
see from this process", not "everything the kernel exposes".
For complete coverage as an unprivileged caller, run Linx.Sysctl
from a context with sufficient privilege (or check the missing
keys individually with read/1).
list/1 walks a subtree by dot-form prefix — useful for narrowing
down to a specific namespace's knobs:
{:ok, net} = Linx.Sysctl.list("net.ipv4")
length(net)
# => 156

Enum.take(net, 4)
# => [
  #Linx.Sysctl.Entry<net.ipv4.cipso_cache_bucket_size = "10">,
  #Linx.Sysctl.Entry<net.ipv4.cipso_cache_enable = "1">,
  #Linx.Sysctl.Entry<net.ipv4.cipso_rbm_optfmt = "0">,
  #Linx.Sysctl.Entry<net.ipv4.cipso_rbm_strictvalid = "1">
# ]
list/1 is convenient for "is this knob present on this kernel?"
without having to remember whether a particular dot-form name is a
directory or a file — if you pass a leaf key, you get back a
single-element list:
Linx.Sysctl.list("kernel.ostype")
# => {:ok, [#Linx.Sysctl.Entry<kernel.ostype = "Linux">]}

Linx.Sysctl.list("linx.does.not.exist")
# => {:error,
#  %Linx.Sysctl.Error{
#    key: "linx.does.not.exist",
#    path: "/proc/sys/linx/does/not/exist",
#    operation: :list,
#    errno: :enoent,
#    code: 2
#  }}
The Entry value type
Each %Linx.Sysctl.Entry{} carries the dot-form :key and the
trimmed-binary :value. Both fields are @enforce_keys-required:
[first | _] = elem(Linx.Sysctl.list("net.ipv4"), 1)
first.key
# => "net.ipv4.cipso_cache_bucket_size"
first.value
# => "10"
The Inspect impl truncates values over 60 bytes for legibility
when looking at large lists — the underlying :value field is
never modified, so pattern matching on :value always gives you
the full string. The 60-byte limit comfortably accommodates the
tuple-shaped knobs (kernel.printk's 4 ints, tcp_rmem's 3 ints)
and the occasional descriptive string; only pathological cases
hit the truncation.
Caveat: dots in leaf names
A small number of sysctl files have dots in their leaf names —
notably the per-interface net.ipv4.conf.<iface>.* knobs when the
interface name itself contains dots (a VLAN like eth0.10). For
those entries the dot-form key produced by list/0..1 reads
correctly in the output but isn't unambiguously round-trippable
back to a unique procfs path (the string net.ipv4.conf.eth0.10.proxy_arp
could in principle resolve to two different files). The value
field is always faithful; consumers that need to act on a specific
file by interface name should keep the procfs path side-channel.
Cross-namespace reads and writes (the :in option)
Every verb takes an :in option, mirroring Linx.Mount:
	:in value	What it targets
	:self (default)	the BEAM's namespaces — pure Elixir, no NIF
	{:pid, n}	the namespace stack of pid n (user + mount + UTS + IPC + net)
	{:path, p}	a single explicit nsfd file path

For {:pid, n}, Linx.Sysctl stats each /proc/<n>/ns/<kind>
against /proc/self/ns/<kind> and skips any namespace the target
shares with us. (setns(2) to a user namespace you're already in
returns EINVAL, so a workload spawned with only [:net, :uts]
namespaces would otherwise fail the dance.) If the target shares
every namespace with the BEAM, the operation short-circuits back
to the host path.
Reading the value the container sees
alias Linx.Process, as: P
alias Linx.Sysctl

{:ok, c} = P.spawn(argv: ["/bin/sleep", "60"], namespaces: [:net, :uts])
receive do {:linx_process, :ready, _} -> :ok end
{:ok, host_pid} = P.host_pid(c)
P.proceed(c)

# Each side reads its own namespace's value, independently:
Sysctl.read_int("net.ipv4.ip_forward")
# => {:ok, 0}                                              # host

Sysctl.read_int("net.ipv4.ip_forward", in: {:pid, host_pid})
# => {:ok, 0}                                              # container

Sysctl.write("net.ipv4.ip_forward", 1, in: {:pid, host_pid})
# => :ok

Sysctl.read_int("net.ipv4.ip_forward", in: {:pid, host_pid})
# => {:ok, 1}                                              # container now 1...

Sysctl.read_int("net.ipv4.ip_forward")
# => {:ok, 0}                                              # ...but host unchanged
The setns-on-a-throwaway-pthread dance ensures the BEAM's own
scheduler threads never enter the target namespace; the thread that
performs the I/O is destroyed as soon as it returns.
Setting the container's hostname
Sysctl.write("kernel.hostname", "web-01", in: {:pid, host_pid})
# => :ok

Sysctl.read("kernel.hostname", in: {:pid, host_pid})
# => {:ok, "web-01"}

Sysctl.read("kernel.hostname")
# => {:ok, "fry"}                                         # host's hostname is untouched
kernel.hostname is per-UTS-namespace; same idea for
kernel.domainname (NIS), the various kernel.shm*/kernel.msg*
IPC limits, and every net.* knob.
Listing a subtree the container sees
list/2 (with a prefix) and list/1 (with :in opts) both work
cross-namespace:
# All net.ipv4.* knobs the container sees -- some, like
# ip_forward, can differ from the host's values.
{:ok, net} = Sysctl.list("net.ipv4", in: {:pid, host_pid})
length(net)
# => 156

Enum.find(net, & &1.key == "net.ipv4.ip_forward")
#Linx.Sysctl.Entry<net.ipv4.ip_forward = "1">

# A leaf prefix returns a single-element list, same as the host path.
Sysctl.list("kernel.hostname", in: {:pid, host_pid})
# => {:ok, [#Linx.Sysctl.Entry<kernel.hostname = "web-01">]}
Composing at the Linx.Process checkpoint
:in is lifecycle-agnostic — it works equally well between
:ready and proceed/1 (the canonical "configure the container
before its first instruction" window) and against a fully-running
container post-proceed/1.
alias Linx.{Process, Sysctl}
alias Linx.Netlink.Rtnl

{:ok, c} =
  Process.spawn(
    argv: ["/usr/sbin/nginx"],
    namespaces: [:net, :uts]
  )
receive do {:linx_process, :ready, _} -> :ok end
{:ok, host_pid} = Process.host_pid(c)

# Configure the container's network and sysctls together, all at
# the checkpoint, before nginx ever starts:
{:ok, ns} = Rtnl.open({:pid, host_pid})
:ok = Rtnl.Link.set_up(ns, "lo")
:ok = Sysctl.write("net.ipv4.ip_forward", 1, in: {:pid, host_pid})
:ok = Sysctl.write("net.ipv4.tcp_rmem", [4096, 262_144, 16_777_216],
                   in: {:pid, host_pid})
:ok = Sysctl.write("kernel.hostname", "ct-web-01", in: {:pid, host_pid})

Process.proceed(c)
Linx.Process has zero knowledge of Linx.Sysctl; the only
coupling is the shared :ready ↔ proceed/1 window, exactly the
way every other subsystem ties in.
Errors that only show up cross-namespace
The %Linx.Sysctl.Error{} struct gains four additional :operation
values from the namespace-acquisition path:
	:operation	When
	:open_ns	couldn't open /proc/<pid>/ns/<kind> (target pid is gone, BEAM lacks read access)
	:unshare	unshare(CLONE_FS) failed (vanishingly rare)
	:setns	setns(2) failed (typically :eperm for an unprivileged BEAM targeting a child's own user ns)
	:thread	couldn't create the worker pthread

Sysctl.write("kernel.hostname", "x", in: {:pid, 9_999_999})
# => {:error,
#  %Linx.Sysctl.Error{
#    key: "kernel.hostname",
#    path: "/proc/sys/kernel/hostname",
#    operation: :open_ns,
#    errno: :enoent,
#    code: 2
#  }}
Pattern-match on :operation to tell namespace-acquisition
failures apart from real read/write failures:
case Sysctl.write("net.ipv4.ip_forward", 1, in: {:pid, container_pid}) do
  :ok ->
    :ok

  {:error, %Sysctl.Error{operation: :open_ns, errno: :enoent}} ->
    :container_gone

  {:error, %Sysctl.Error{operation: :setns, errno: :eperm}} ->
    :no_perm_for_target_ns           # rootless BEAM, container has its own user ns

  {:error, %Sysctl.Error{operation: :write, errno: errno}} ->
    {:write_failed, errno}            # the actual procfs write failed
end
Rootless caveat
If the BEAM is unprivileged and the target container has its own
:user namespace, setns(2) to the user ns will return EPERM —
the kernel requires CAP_SYS_ADMIN in the parent user ns to
enter a child user ns. Same constraint that affects Linx.Mount
cross-namespace ops; same fix when one is needed (have the workload
itself perform the sysctl write inside its own user ns, where it
has full caps).
For the common Linx case (BEAM as system root, container's user ns
is the host's), this isn't a concern.
{:path, p} — bypass the per-pid filter
{:path, p} takes a single namespace file path directly, without
the inode comparison {:pid, n} does:
# Pin a network namespace bind-mount, then use it from many
# operations without holding a process open:
System.cmd("ip", ["netns", "add", "blue"])
Sysctl.write("net.ipv4.ip_forward", 1, in: {:path, "/var/run/netns/blue"})
# => :ok
This is the right shape for ip netns-style named namespaces and
for callers that have already opened a pinned-namespace file via
some other path. Most callers will use {:pid, n} instead.
Declarative reconciliation
Linx.Sysctl.Reconcile turns a desired %{key => value} map into the
writes needed to converge the kernel onto it — observe, diff, apply,
once. It is single-shot mechanism: it holds no state and owns no
process. The loop that calls it on a cadence is the consumer's.
alias Linx.Sysctl.Reconcile

desired = %{
  "net.ipv4.ip_forward" => 1,
  "net.ipv4.conf.all.rp_filter" => 1,
  "kernel.printk" => [4, 4, 1, 7]
}

# First pass: writes whatever the kernel doesn't already match.
{:ok, r} = Reconcile.reconcile(desired)
r.converged?            # true once every knob matches
r.applied               # the ops that actually hit the kernel this pass
r.failed                # [{op, %Sysctl.Error{}}] for any that errored

# Idempotent: a second pass with the same desired state is a no-op.
{:ok, r2} = Reconcile.reconcile(desired, r.last_applied)
r2.applied == []        # nothing left to do
Reconcile is best-effort — every knob is attempted, and a failure
on one (say EACCES without root) lands in r.failed without starving
the rest. Re-running converges anything still wrong; events are hints,
resync is truth.
last_applied — three-way ownership
Thread r.last_applied from one pass into the next. It records which
keys you manage and the value each had before you first touched it. Its
job is to do the right thing when a key leaves the desired set:
# Pass 1 manages two knobs.
{:ok, r1} = Reconcile.reconcile(%{"net.ipv4.ip_forward" => 1, "vm.swappiness" => 10})

# Pass 2 no longer wants vm.swappiness. By default it is released:
# left at its current value, reported as {:release, "vm.swappiness"}.
{:ok, r2} = Reconcile.reconcile(%{"net.ipv4.ip_forward" => 1}, r1.last_applied)

# Opt in to restoring the captured original instead:
{:ok, r3} =
  Reconcile.reconcile(%{"net.ipv4.ip_forward" => 1}, r1.last_applied,
    revert_on_release: true)
last_applied is reconciler-held and must not be persisted — it
captures live, pre-management values that die with the node. Start each
fresh run from %{}.
Reconciling into a container's namespace
Every verb's :in option is forwarded, so reconcile works against a
container's namespace stack exactly like read/3 and write/3:
{:ok, r} =
  Reconcile.reconcile(%{"net.ipv4.ip_forward" => 1, "kernel.hostname" => "ct0"},
    %{}, in: {:pid, container_pid})
A long-lived loop (opt-in)
Reconcile.reconcile/3 is single-shot — you call it, it converges once,
you thread last_applied yourself. For a continuously converged knob,
add the opt-in Linx.Reconcile loop to your own supervision tree via the
sysctl Source adapter. The scope is the :in target:
children = [
  {Linx.Reconcile,
   source: Linx.Sysctl.Reconcile.Source,
   scope: :self,
   desired: %{"net.ipv4.ip_forward" => 1},
   name: :host_sysctls}
]
Supervisor.start_link(children, strategy: :one_for_one)
It re-converges on a timer (default 5 s; set interval:), so a knob
flipped by hand is corrected on the next pass. sysctl has no kernel
multicast, so the loop is timer-only here — exactly right for state that
never changes behind your back. The loop is genuinely optional: it is the
recommended easy path for an app with no supervision tree to roll its own,
but the single-shot verbs work fully standalone without it.


  

    References

The kernel docs and man pages this subsystem encodes. Cite specific
sections in the source when interpretation is non-obvious.
Man pages
	sysctl(8) — the userspace tool whose surface this subsystem
mirrors. The -a / -w / -p semantics, dot-form key naming,
and the --system workflow that walks /etc/sysctl.d/*.conf are
all here. Linx exposes the -r / -w equivalents (read/write);
the --system conf-file applier is deferred to a consumer.
	proc(5) — the canonical reference for /proc/sys/, the
layout of subtrees (net/, kernel/, vm/, fs/, …), and the
per-namespace routing rules. The "Files and directories" section
under /proc/sys/ is the source of truth.
	namespaces(7) — overview of which namespaces own which
parts of the sysctl tree (network for net.*, UTS for
kernel.hostname, IPC for kernel.shm* / kernel.msg* /
kernel.sem / fs.mqueue.*).
	network_namespaces(7) — specifically the per-netns
/proc/sys/net/ semantics that make net.ipv4.ip_forward
meaningful inside a container.
	uts_namespaces(7), ipc_namespaces(7) — analogous
references for the UTS / IPC subtrees.
	setns(2) — the syscall the cross-namespace NIF wraps for
reads and writes. Particularly the "Description" of valid
namespace types and the "Notes" on what passing 0 for the
second argument means (autodetect from the file's type).

Kernel documentation
	Documentation/admin-guide/sysctl/ — the kernel's own per-
subtree docs:	kernel.rst — kernel.* knobs (hostname, printk, panic,
randomize_va_space, …)
	net.rst — top-level net.* knobs; per-protocol specifics
live alongside the protocol's docs
	vm.rst — vm.* knobs (swappiness, overcommit, dirty_ratio,
…)
	fs.rst — fs.* knobs (file-max, inotify limits, mqueue, …)
	user.rst — per-userns user.max_*_namespaces nesting limits
	abi.rst — abi.*


	Documentation/networking/ip-sysctl.rst — the exhaustive
reference for every net.ipv4.* and net.ipv6.* knob.
	Documentation/networking/...sysctl.rst — analogous per-
subsystem files (tcp.rst, nf_conntrack-sysctl.rst, …).

Adjacent userspace tooling (for context, not implementation)
	procps-ng (sysctl(8)) — the canonical userspace tool.
Worth skimming the source for edge cases in key normalization
(the / vs . separator interchangeability, quoting of values
containing whitespace).
	systemd-sysctl(8) — systemd's variant of the conf-file
applier; same sysctl.d semantics with some extensions.
Relevant as a reference design for an eventual consumer-side
conf-file layer (not in Linx).
	nerves_system_* defconfigs — for the Nerves use case, the
set of CONFIG_* kernel options that determines which sysctls
exist on a given device. Linx.Sysctl.list/0 is the way to
discover what's actually present at runtime.

In-repo cross-references
	Linx.Mount — the :in :: :self | {:pid, n} | {:path, p}
option shape and the setns-on-a-throwaway-pthread pattern.
Linx.Sysctl's cross-namespace NIF is structurally identical.

	lib/linx/mount.ex and c_src/linx_mount.c — the precedent the
cross-namespace implementation mirrors end-to-end.
	Linx.User — the pure-Elixir-procfs precedent
(no NIF, no Port).
	lib/linx/cgroup.ex — another pure-procfs subsystem, useful as
a reference for %Linx.Cgroup.Error{}-style structured errors
that Linx.Sysctl.Error mirrors.



  

    Overview

Linx.Netfilter is the kernel's modern firewall — nf_tables — modelled as plain
Elixir values, applied atomically, and (optionally) kept live by reconciling the
value you want against the rules the kernel actually holds.
nf_tables is a single coherent kernel surface — packet filtering, NAT,
connection tracking, and packet-event streams — reached over the
NETLINK_NETFILTER family. Linx.Netfilter represents a whole ruleset
(%Ruleset{}: tables → chains → ordered rules, plus sets, maps, vmaps and named
objects) as ordinary, inspectable data, with four verbs over it: build a
ruleset (pipeline DSL or ~NFT sigil), pull the kernel's current state into
a value, diff two rulesets into a patch, and push a ruleset to the
kernel. Every mutation rides a mandatory BATCH_BEGIN/BATCH_END transaction:
the kernel applies the whole batch or rejects it whole. Kernel state lives in the
kernel; the Elixir value is just a value.
Where it fits
Netfilter is a concept module peer to Linx.Process, Linx.Cgroup,
Linx.User, Linx.Seccomp and the rest — the firewall mental model made
explicit. It rides Linx.Netlink.Nfnl (mirroring how Rtnl rides the same wire
core), so a ruleset can be pushed into the host's netns or, via
Nfnl.open({:pid, n}), into a child's fully isolated nftables instance. Each
netns has its own tables, generation counter, and commit mutex. Its consumers are
firewall appliances and container orchestrators; its pull/diff/push/
subscribe shape is the reference template that Linx.Reconcile generalises.
Flow
Two properties stand out. First, the reconcile cycle: pull current state, diff
against desired, push only the minimal patch as one batch — guarded by the
kernel's generation counter (BATCH_GENID) so a concurrent nft/firewalld
writer is detected and the push retried rather than clobbering. Second, the
owner table: by default a table is destroyed when the socket that created it
closes, so the firewall's lifetime is the owning supervisor's lifetime.
flowchart LR
    desired["desired Ruleset<br/>(build / ~NFT)"] --> diff["diff"]
    pull["pull<br/>(kernel state)"] --> diff
    diff -->|"minimal patch"| push["push(mode: :reconcile)<br/>one atomic batch + GENID CAS"]
    push --> kernel["kernel nftables"]
    kernel -.->|"NFNLGRP_NFTABLES<br/>multicast"| sub["subscribe (Monitor)"]
    sub -.->|"look now"| pull
    owner["owning socket closes"] -.->|"NFT_TABLE_F_OWNER"| gone["table vanishes"]
Learn more
	API — Linx.Netfilter (with Linx.Netfilter.Ruleset, Table, Chain,
Rule, Set/Map/Vmap, Object, Monitor, and Log for NFLOG)
	Examples — netfilter-examples.md: building, pushing, pulling,
diffing, monitoring, and NFLOG capture
	References — netfilter-references.md: the nfnetlink protocol and
nft kernel surface



  

    Examples

Hands-on examples of Linx.Netfilter — the modern firewall surface
(nf_tables) via nfnetlink, plus live ruleset monitoring and NFLOG
packet events.
Most mutating operations need CAP_NET_ADMIN (root in practice).
Read-only operations against the kernel (pull, get_gen) also
need it on current kernels — nf_tables_getgen is gated on
CAP_NET_ADMIN for security reasons. Opening the netlink socket
itself is unprivileged.
🚧 Skeleton. Primitives are still in flight; sections fill
in as milestones ship.

Detecting nfnetlink support
Linx.Netfilter.supported?()
# => true
supported?/0 returns true iff a NETLINK_NETFILTER socket can
be opened in the current netns. Universal on any kernel built with
CONFIG_NETFILTER_NETLINK=y (the default on modern Linux). Doesn't
verify that the caller has CAP_NET_ADMIN — that surfaces from
the actual verb call ({:error, %Linx.Netfilter.Error{errno: :eperm}}).
Opening the transport socket
{:ok, sock} = Linx.Netlink.Nfnl.open()
sock.protocol
# => 12  # NETLINK_NETFILTER
sock.netns
# => :host
:ok = Linx.Netlink.Socket.close(sock)
For another netns (typically a Linx.Process-spawned workload):
{:ok, sock} = Linx.Netlink.Nfnl.open({:pid, host_pid})
sock.netns
# => {:pid, 12345}
The socket is pinned to that netns for its lifetime — operations
through it land in the target's nftables instance, not the host's.
Reading the generation counter
The kernel maintains a monotonic 32-bit counter that bumps on every
successful ruleset commit. It's the key to optimistic concurrency
(the :reconcile mode threads it through batches) and to
exactly-once-from-snapshot monitoring (the Monitor buckets multicast events
by gen id).
{:ok, sock} = Linx.Netlink.Nfnl.open()
Linx.Netlink.Nfnl.Codec.get_gen(sock)
# => {:ok, %{id: 1247, proc_pid: 4583, proc_name: "nft"}}
:id is the generation counter; :proc_pid + :proc_name
attribute the most recent committer (free observability — kernel
fills these in itself).
Building a ruleset with the pipeline DSL
Every Linx.Netfilter value is plain data — a %Ruleset{} is what
you push to the kernel, what you pull back, and what you diff
against. The value types and the validator-setter
pipeline DSL build the ruleset; the wire codec carries it to the kernel.
alias Linx.Netfilter.{Expr, Rule, Ruleset, Set, Verdict, Vmap}

ruleset =
  Ruleset.new()
  |> Ruleset.add_table!(:inet, "myapp", flags: [:owner])
  |> Ruleset.add_chain!("myapp", "input",
       type: :filter, hook: :input, priority: 0, policy: :drop)
  |> Ruleset.add_chain!("myapp", "ssh_in")
  |> Ruleset.add_set!("myapp", Set.new!("blocklist", key_type: :ipv4_addr))
  |> Ruleset.add_map!("myapp",
       Vmap.new!("port_dispatch",
         key_type: :inet_service,
         elements: [{22, {:jump, "ssh_in"}}, {80, :accept}, {443, :accept}]))
  |> Ruleset.add_rule!("myapp", "input",
       [Expr.new(:counter), {:jump, "ssh_in"}],
       tag: :try_ssh)
  |> Ruleset.add_rule!("myapp", "ssh_in", [:accept])
Every mutator comes in two flavours — add_table/4 returns
{:ok, ruleset} | {:error, _}, while add_table!/4 returns the
ruleset or raises. Use the bang variant for inline pipeline
construction; the plain form composes through with blocks.
Value validation
Validators reject malformed input at construction:
Linx.Netfilter.Chain.new("c", type: :nat, hook: :prerouting, priority: 0)
|> elem(1)
|> Linx.Netfilter.Chain.validate_for_family(:arp)
# => {:error, {:bad_chain, {:type_not_valid_for_family, %{type: :nat, family: :arp}}}}

Linx.Netfilter.Vmap.new("dispatch",
  key_type: :inet_service,
  elements: [{22, :not_a_verdict}])
# => {:error, {:bad_map, {:bad_element, _, {:bad_verdict, :not_a_verdict}}}}

Linx.Netfilter.Chain.new("c", type: :filter, hook: :ingress, priority: 0)
# => {:error, {:bad_chain, {:device_required_for_hook, :ingress}}}
Family-aware checks (chain-type/family, chain-hook/family,
type+hook compatibility) run when the chain is added to a table —
Linx.Netfilter.Ruleset.add_chain/4 propagates the family from
the table.
Tag-as-converged-identity
Rules carry a :tag (atom) and a :handle (kernel-assigned,
nil until pushed). The :reconcile mode uses the tag as the
stable identity across pushes:
ruleset =
  Ruleset.new()
  |> Ruleset.add_table!(:inet, "myapp")
  |> Ruleset.add_chain!("myapp", "input", type: :filter, hook: :input, priority: 0)
  |> Ruleset.add_rule!("myapp", "input", [:accept], tag: :allow_all)

# Re-adding the same tag is rejected at the value-type layer:
Ruleset.add_rule(ruleset, "myapp", "input", [:drop], tag: :allow_all)
# => {:error, {:bad_rule, {:duplicate_tag, :allow_all}}}
Creating a table
Owner-flag is the default: when the socket closes, the kernel
atomically destroys the table.
{:ok, sock} = Linx.Netlink.Nfnl.open()
{:ok, ruleset} = Linx.Netfilter.create_table(sock, "myapp", family: :inet)

# The returned ruleset has just the one table — chains and rules
# can be added with the pipeline DSL, then `push/2`-ed back.
Opt out of owner cleanup with persist: true:
{:ok, ruleset} = Linx.Netfilter.create_table(sock, "myapp", persist: true)
# Table survives socket close; clean up with `nft delete table` or
# a future Linx helper, once destroy verbs land.
Pushing a complete ruleset (push/2 :replace)
Build the ruleset with the pipeline DSL, then push it as one
atomic batch. The kernel sees DESTROYTABLE (silent if missing)
then NEWTABLE + all chains + all rules — old state for the named
table is replaced cleanly.
alias Linx.Netfilter.{Expr, Rule, Ruleset, Verdict}

ruleset =
  Ruleset.new()
  |> Ruleset.add_table!(:inet, "myapp", flags: [:owner])
  |> Ruleset.add_chain!("myapp", "input",
       type: :filter, hook: :input, priority: 0, policy: :drop)
  |> Ruleset.add_chain!("myapp", "ssh_in")
  |> Ruleset.add_rule!("myapp", "input",
       Rule.build!([
         Expr.ct(:state),
         Expr.bitwise(<<6::big-32>>, <<0::big-32>>),  # mask: established | related
         Expr.cmp(:neq, <<0::big-32>>),
         Verdict.accept()
       ], tag: :ct_established))
  |> Ruleset.add_rule!("myapp", "input",
       Rule.build!([
         Expr.payload(:tcp_dport),
         Expr.cmp(:eq, <<22::big-16>>),
         Verdict.jump("ssh_in")
       ], tag: :try_ssh))
  |> Ruleset.add_rule!("myapp", "ssh_in", [Verdict.accept()])

:ok = Linx.Netfilter.push(sock, ruleset)
Pulling a ruleset back
# Pull the whole netns:
{:ok, %Ruleset{} = current} = Linx.Netfilter.pull(sock)
Ruleset.tables(current)
# => [{:inet, "myapp", %Table{...}}, ...]

# Pull just one table by {family, name}:
{:ok, %Ruleset{}} = Linx.Netfilter.pull(sock, {:inet, "myapp"})

# Nonexistent table:
{:error, %Linx.Netfilter.Error{errno: :enoent}} =
  Linx.Netfilter.pull(sock, {:inet, "ghost"})
Rules round-trip through pull/2 with their expressions decoded
back into %Expr{} shape — Expr.payload(:tcp_dport) becomes
%Expr{name: :payload, data: %{base: :transport, offset: 2, len: 2, dreg: 1}}
after the wire trip. Kernel-assigned handles populate :handle.
Owner-flag cleanup
{:ok, sock} = Linx.Netlink.Nfnl.open()
{:ok, _} = Linx.Netfilter.create_table(sock, "ephemeral")
# … push chains and rules into it …

Linx.Netlink.Socket.close(sock)
# Kernel atomically destroys the table and everything inside it.
# No manual cleanup, no leaked rules.
Same shape as every Linx subsystem: BEAM owns the resource;
BEAM crash → kernel reaps it. The unique Linx shape that no other
firewall manager exposes naturally.
DNAT port-forward
Forward incoming TCP/8080 to an internal host's TCP/80. The
Expr.dnat_to/3 helper handles register allocation transparently
— it returns a list of %Expr{} (immediate-load of address,
immediate-load of port, the nat expression) which Rule.build
flattens into the rule's expression list.
alias Linx.Netfilter.{Expr, Rule, Ruleset}

ruleset =
  Ruleset.new()
  |> Ruleset.add_table!(:inet, "fwd", flags: [:owner])
  |> Ruleset.add_chain!("fwd", "prerouting",
       type: :nat, hook: :prerouting, priority: :dstnat)
  |> Ruleset.add_rule!("fwd", "prerouting",
       Rule.build!([
         Expr.payload(:tcp_dport),
         Expr.cmp(:eq, <<8080::big-16>>),
         Expr.dnat_to({10, 0, 0, 5}, 80)
       ]))

:ok = Linx.Netfilter.push(sock, ruleset)
dnat_to/3 accepts addresses as IPv4 4-tuples, IPv6 8-tuples,
raw binaries, strings (parsed via Linx.IP.parse/1), or
%Linx.IP{} structs.
Masquerade
Source-NAT to the outgoing interface's primary address — the
right shape when the public IP isn't known at rule-write time
(DHCP-assigned WAN, PPP links). Only valid in postrouting chains.
Ruleset.new()
|> Ruleset.add_table!(:inet, "nat", flags: [:owner])
|> Ruleset.add_chain!("nat", "postrouting",
     type: :nat, hook: :postrouting, priority: :srcnat)
|> Ruleset.add_rule!("nat", "postrouting",
     Rule.build!([Expr.masquerade()]))
Add flags: [:random] or :fully_random to randomize port
selection; :persistent to keep the same client on the same
outbound port for connection stability.
Hairpin NAT
The DNAT-then-SNAT pattern for "talk to my public address from
inside the LAN and have it reach the internal service correctly".
Composes from primitives — two NAT rules in two chains:
Ruleset.new()
|> Ruleset.add_table!(:inet, "hairpin", flags: [:owner])
|> Ruleset.add_chain!("hairpin", "prerouting",
     type: :nat, hook: :prerouting, priority: :dstnat)
|> Ruleset.add_chain!("hairpin", "postrouting",
     type: :nat, hook: :postrouting, priority: :srcnat)
|> Ruleset.add_rule!("hairpin", "prerouting",
     Rule.build!([
       Expr.payload(:tcp_dport),
       Expr.cmp(:eq, <<8080::big-16>>),
       Expr.dnat_to({10, 0, 0, 5}, 80)
     ]))
|> Ruleset.add_rule!("hairpin", "postrouting",
     Rule.build!([
       Expr.payload(:ip_daddr),
       Expr.cmp(:eq, <<10, 0, 0, 5>>),
       Expr.payload(:tcp_dport),
       Expr.cmp(:eq, <<80::big-16>>),
       Expr.snat_to({192, 168, 1, 1})
     ]))
Redirect to local port
DNAT to the local machine on a different port — the right shape
for transparent proxies or port-shifting on a single host.
Ruleset.new()
|> Ruleset.add_table!(:inet, "proxy", flags: [:owner])
|> Ruleset.add_chain!("proxy", "prerouting",
     type: :nat, hook: :prerouting, priority: :dstnat)
|> Ruleset.add_rule!("proxy", "prerouting",
     Rule.build!([
       Expr.payload(:tcp_dport),
       Expr.cmp(:eq, <<80::big-16>>),
       Expr.redirect(port: 8080)
     ]))
Named sets
A named set declared on a table, then referenced from rules with
Expr.lookup/2. Elements round-trip through push and pull/2.
alias Linx.Netfilter.{Expr, Rule, Ruleset, Set, Verdict}

Ruleset.new()
|> Ruleset.add_table!(:inet, "fw", flags: [:owner])
|> Ruleset.add_set!("fw",
     Set.new!("blocklist",
       key_type: :ipv4_addr,
       elements: [{10, 0, 0, 1}, {10, 0, 0, 2}, {192, 168, 1, 100}]))
|> Ruleset.add_chain!("fw", "input",
     type: :filter, hook: :input, priority: 0, policy: :accept)
|> Ruleset.add_rule!("fw", "input",
     Rule.build!([
       Expr.payload(:ip_saddr),
       Expr.lookup("blocklist"),
       Verdict.drop()
     ]))
Element types: :ipv4_addr (4-tuple or 4-byte binary),
:ipv6_addr (8-tuple or 16-byte), :ether_addr, :inet_proto,
:inet_service (port int), :mark, :ifname. The codec
normalises element shapes for you on encode and decode.
Maps and vmaps
A typed map carries key → value associations. When the
:data_type is :verdict, the map is a verdict map (vmap) —
the kernel's rule-dispatch primitive (one lookup replaces N
individual rules).
alias Linx.Netfilter.{Expr, Rule, Ruleset, Verdict, Vmap}

Ruleset.new()
|> Ruleset.add_table!(:inet, "fw", flags: [:owner])
|> Ruleset.add_chain!("fw", "ssh_in")
|> Ruleset.add_chain!("fw", "http_in")
|> Ruleset.add_map!("fw",
     Vmap.new!("services",
       key_type: :inet_service,
       elements: [
         {22, {:jump, "ssh_in"}},
         {80, {:jump, "http_in"}}
       ]))
|> Ruleset.add_chain!("fw", "input",
     type: :filter, hook: :input, priority: 0, policy: :drop)
|> Ruleset.add_rule!("fw", "input",
     Rule.build!([
       Expr.payload(:tcp_dport),
       Expr.lookup("services", dreg: 0)  # dreg: 0 loads into verdict register
     ]))
|> Ruleset.add_rule!("fw", "ssh_in", [Verdict.accept()])
|> Ruleset.add_rule!("fw", "http_in", [Verdict.accept()])
For plain (non-verdict) maps:
alias Linx.Netfilter.Map, as: NMap

NMap.new!("dnat_pool",
  key_type: :inet_service,
  data_type: :ipv4_addr,
  elements: [{80, {10, 0, 0, 5}}, {443, {10, 0, 0, 6}}])
Anonymous sets
Inline {22, 80, 443} literals in a rule — the encoder
auto-generates a NFT_SET_F_ANONYMOUS | NFT_SET_F_CONSTANT set
tied to the rule, no separate add_set! needed.
Ruleset.new()
|> Ruleset.add_table!(:inet, "fw", flags: [:owner])
|> Ruleset.add_chain!("fw", "input",
     type: :filter, hook: :input, priority: 0, policy: :drop)
|> Ruleset.add_rule!("fw", "input",
     Rule.build!([
       Expr.payload(:tcp_dport),
       Expr.set_literal([22, 80, 443], :inet_service),
       Verdict.accept()
     ]))
The anonymous set lives and dies with the rule.
Reconcile push — minimal-change updates
mode: :reconcile is the LiveView-of-firewalls form: instead of
rebuilding the entire table on every push, Linx pulls the
kernel's current state, computes the minimum patch, and sends
only the messages that change something.
alias Linx.Netfilter.{Expr, Rule, Ruleset, Verdict}

# Build the desired state — same as :replace, but every rule that
# matters across pushes carries a stable :tag.
desired =
  Ruleset.new()
  |> Ruleset.add_table!(:inet, "fw", flags: [:owner])
  |> Ruleset.add_chain!("fw", "input",
       type: :filter, hook: :input, priority: 0, policy: :drop)
  |> Ruleset.add_rule!("fw", "input",
       Rule.build!([
         Expr.payload(:tcp_dport),
         Expr.cmp(:eq, <<22::big-16>>),
         Verdict.accept()
       ], tag: :allow_ssh))
  |> Ruleset.add_rule!("fw", "input",
       Rule.build!([
         Expr.payload(:tcp_dport),
         Expr.cmp(:eq, <<80::big-16>>),
         Verdict.accept()
       ], tag: :allow_http))

# First push — `:replace` is fine for the initial create.
:ok = Linx.Netfilter.push(sock, desired)

# Later: move ssh from port 22 to 2222. Rebuild the ruleset (the
# tag :allow_ssh marks the rule's identity across pushes), then
# reconcile.
desired_v2 = update_ssh_port(desired, 2222)

:ok = Linx.Netfilter.push(sock, desired_v2, mode: :reconcile)
# Wire payload: one BATCH_BEGIN with NFNL_BATCH_GENID, one NEWRULE
# with NLM_F_REPLACE for the :allow_ssh handle, one BATCH_END.
# The :allow_http rule is untouched — its connections survive.
The kernel's per-netns generation counter is read with GETGEN
and threaded through the batch via NFNL_BATCH_GENID. If another
writer (a separate nft invocation, firewalld, another Linx
process) commits between Linx's pull and Linx's push, the kernel
returns -ERESTART and Linx retries up to 3 times with
exponential backoff before surfacing the error.
Tables that exist in the kernel but aren't in desired are
not deleted — the reconcile diff is scoped to tables in
desired. This lets Linx coexist with Docker, firewalld, and
other ruleset writers in the same netns without stomping on them.
Tag enforcement
Reconcile mode rejects rulesets where a multi-rule chain has any
untagged rule — without stable identity per rule, the diff has no
way to tell "what changed" from "what's still the same":
Linx.Netfilter.push(sock, ruleset_with_untagged_rules, mode: :reconcile)
# => {:error, {:tag_required, {:inet, "fw", "input"}}}

# Single-rule chains are fine — there's nothing to be ambiguous about.
# Use `mode: :replace` (default) for chains you don't intend to tag.
dry_run/2
dry_run/2 is diff/2 under a more readable name — get the
patch without sending it. Useful for "what would change?"
queries before a commit.
{:ok, current} = Linx.Netfilter.pull(sock, {:inet, "fw"})
patch = Linx.Netfilter.dry_run(current, desired)
IO.inspect(patch)
# => #Linx.Netfilter.Patch<1 op: 1 replace>

case patch do
  %Linx.Netfilter.Patch{ops: []} -> IO.puts("Already up to date")
  _ -> Linx.Netfilter.push(sock, desired, mode: :reconcile)
end
Monitor — live ruleset events
Subscribe to NFNLGRP_NFTABLES multicast events. The owner pid
receives {:linx_netfilter, :event, %Event{}} for every committed
change, with full provenance (gen_id, proc_pid, proc_name).
alias Linx.Netfilter.{Event, Monitor}

{:ok, monitor} = Linx.Netfilter.subscribe(self())

# Now anyone (us, another nft client, firewalld, ...) committing
# to the netns triggers events:
receive do
  {:linx_netfilter, :event, %Event{op: :new_table, entity: t, proc_name: who}} ->
    IO.puts("#{who} created table #{t.family}/#{t.name}")
end

:ok = Linx.Netfilter.unsubscribe(monitor)
The kernel broadcasts entity events first, then a NEW_GEN
closing marker. The Monitor buffers entities until NEW_GEN
arrives and dispatches them all stamped with that gen — so each
%Event{} carries the full context of "who changed this and
when".
Snapshot+tail (no race with the kernel)
The race-free "get current state, then watch for changes" pattern.
subscribe_first: captures the gen before pull and tells the
Monitor to drop events already in the snapshot:
{:ok, monitor} = Linx.Netfilter.subscribe(self())
{:ok, snapshot} = Linx.Netfilter.pull(sock, subscribe_first: monitor)

# `snapshot` contains everything as of gen N.
# Subsequent {:linx_netfilter, :event, ...} messages cover gen > N.
# Apply them as deltas to `snapshot` for a perfectly-consistent
# live view.
ENOBUFS recovery
If the multicast traffic outpaces the consumer, the kernel drops
messages and the Monitor emits a resync hint:
receive do
  {:linx_netfilter, :resync_needed} ->
    # Drop the partial state; re-pull from scratch.
    {:ok, fresh} = Linx.Netfilter.pull(sock, subscribe_first: monitor)
    ...
end
Default SO_RCVBUF is 4 MiB; pass :rcvbuf to subscribe/2 to
raise it further if your environment is heavily churned.
NFLOG — per-packet observability
Subscribe to a NFLOG group via log_listen/2, then push rules
with Expr.log/1 that route matching packets to that group. The
listener decodes each NFULNL_MSG_PACKET into a %Log.Event{}
with prefix, mark, timestamp, indev/outdev, hwaddr, payload, and
more.
alias Linx.Netfilter.{Expr, Rule, Ruleset, Verdict}

# Open the listener. Linx convention: use group 5000 unless you
# have a reason to pick something else.
{:ok, listener} =
  Linx.Netfilter.log_listen(self(),
    group: 5000,
    copy_mode: {:packet, 256},
    flags: [:seq])

# A rule that logs and accepts every inbound packet.
ruleset =
  Ruleset.new()
  |> Ruleset.add_table!(:inet, "audit", flags: [:owner])
  |> Ruleset.add_chain!("audit", "input",
       type: :filter, hook: :input, priority: -200, policy: :accept)
  |> Ruleset.add_rule!("audit", "input",
       Rule.build!([
         Expr.log(group: 5000, prefix: "inbound"),
         Verdict.accept()
       ]))

:ok = Linx.Netfilter.push(sock, ruleset)

# Now any packet on the input chain triggers an event:
receive do
  {:linx_netfilter, :log, %{prefix: "inbound", payload: bytes, hwaddr: mac}} ->
    IO.puts("Saw #{byte_size(bytes)} bytes from #{inspect(mac)}")
end

:ok = Linx.Netfilter.unlog_listen(listener)
Copy modes
	:none — only the metadata attributes; no payload, no
hwaddr. Cheapest.
	:meta (default) — metadata including hwaddr but no packet
payload.
	:packet — full packet up to the kernel default snaplen.
	{:packet, snaplen} — packet truncated to snaplen bytes.

For audit-only use cases, :meta is plenty and avoids the data
copy. For decoding the payload yourself (TCP headers, etc.),
{:packet, snaplen} lets you control the bandwidth.
Multi-group routing
Each log_listen/2 call binds one group. Multiple listeners on
different groups route disjoint event streams to different
owners:
{:ok, audit} = Linx.Netfilter.log_listen(self(), group: 5001, copy_mode: :meta)
{:ok, debug} = Linx.Netfilter.log_listen(debug_pid, group: 5002, copy_mode: {:packet, 1500})
A rule with Expr.log(group: 5001) flows to audit; one with
group: 5002 flows to debug.
ENOBUFS
Same shape as the Monitor: if the multicast firehose outpaces
the consumer, the kernel drops events and the listener emits
{:linx_netfilter, :resync_needed} to the owner. Default
SO_RCVBUF is 4 MiB; tune with :rcvbuf.
~NFT sigil — inline nft syntax
The ~NFT sigil parses nft syntax at compile time and produces
the same %Linx.Netfilter.Ruleset{} value the pipeline DSL
builds. Both authoring surfaces converge on the same value via
the same validator-setter functions — they're interchangeable.
import Linx.NFT

ruleset =
  ~NFT"""
  table inet appliance {
    chain input {
      type filter hook input priority 0
      policy drop

      ct state established accept
      tcp dport 22 log prefix "ssh-attempt" group 5000 accept
      ip saddr 10.0.0.0/8 accept
    }

    chain forward {
      type filter hook forward priority 0
      policy drop
    }
  }
  """

{:ok, nfnl} = Linx.Netlink.Nfnl.open()
:ok = Linx.Netfilter.push(nfnl, ruleset)
Compile errors raise Linx.NFT.ParseError at compile time
with a caret diagnostic keyed off the surrounding .ex file's
line numbers:
** (Linx.NFT.ParseError) lib/myapp/firewall.ex:42:14: unexpected character '?'
|
|     tcp dport ? accept
|              ^
Elixir interpolation
~NFT is uppercase, so Elixir's parser leaves #{...} alone —
our own tokenizer recognises it (same pattern Phoenix HEEx uses
for ~H). When the sigil body contains any interpolations, the
sigil builds the Ruleset at runtime, evaluating each
expression in the caller's scope and encoding it for the field
kind the surrounding syntax expects ({:int, _} / :ipv4 /
:ipv6 / :ifname):
def per_port_rule(port, allowed_addr) do
  ~NFT"""
  table inet myapp {
    chain input {
      type filter hook input priority 0
      policy drop

      ip saddr #{allowed_addr} tcp dport #{port} accept
    }
  }
  """
end
port must be a non-negative integer (encoded <<n::big-16>>).
allowed_addr accepts an IPv4 string, a 4-tuple, a 4-byte
binary, or a %Linx.IP{family: :inet}. Type mismatches raise
ArgumentError at runtime — the interpolation is type-checked
at the value position, not stringified blindly.
Bodies with no interpolations skip the runtime path entirely
and are compiled to a literal %Ruleset{} at macro-expansion
time. Interpolations in keyword positions (table names, chain
names, families, hooks, …) raise a ParseError for now — they'd
require per-validator wiring.
File mode — Linx.NFT.parse_file/1
Same parser/compiler, file input. Useful for importing an
existing nftables.conf into Elixir as a value to inspect,
edit, or push:
{:ok, ruleset} = Linx.NFT.parse_file("/etc/nftables.conf")

# Tweak: drop the SSH allow rule, swap in something stricter.
edited =
  ruleset
  |> Ruleset.delete_rule!(...)
  |> Ruleset.add_rule!(...)

# Push the edited version back atomically.
:ok = Linx.Netfilter.push(nfnl, edited, mode: :reconcile)
parse_file/1 returns {:error, posix} for missing/unreadable
files and {:error, %Linx.NFT.ParseError{}} (with file: set
to the path) for syntax/compile errors.
Canonical emit — Linx.NFT.format/1
format/1 walks a Ruleset and emits canonical nft source —
useful for diffing, golden-test fixtures, or writing the result
of a programmatic edit back to disk:
ruleset =
  Ruleset.new()
  |> Ruleset.add_table!(:inet, "myapp")
  |> Ruleset.add_chain!("myapp", "input",
       type: :filter, hook: :input, priority: 0, policy: :drop)
  |> Ruleset.add_rule!("myapp", "input",
       [Expr.payload(:tcp_dport), Expr.cmp(:eq, <<22::big-16>>),
        Expr.immediate(Verdict.accept())])

IO.puts Linx.NFT.format(ruleset)
# table inet myapp {
#   chain input {
#     type filter hook input priority 0
#     policy drop
#
#     tcp dport 22 accept
#   }
# }
Round-trip is structurally identical for the supported slice —
parse(format(rs)) == {:ok, rs}. Trivia (original comments,
blank lines, ordering) isn't preserved; that's a v2 enhancement.
mix format plugin — Linx.NFT.Formatter
Linx.NFT.Formatter implements the Mix.Tasks.Format behaviour,
so mix format can reflow both ~NFT"…" sigil bodies inside
.ex source AND standalone .nft files using the same canonical
emit path as Linx.NFT.format/1.
Wire it up in the project's .formatter.exs:
# .formatter.exs
[
  plugins: [Linx.NFT.Formatter],
  inputs: [
    "{lib,test}/**/*.{ex,exs}",
    "**/*.nft"
  ]
]
After saving, mix format reflows things like:
# Before
ruleset = ~NFT"table inet x{chain c{tcp dport 22 accept}}"
# After mix format
ruleset = ~NFT"""
table inet x {
  chain c {
    tcp dport 22 accept
  }
}
"""
And standalone firewall.nft:
# Before
table inet x{chain c{tcp dport 22 accept}}
# After mix format firewall.nft
table inet x {
  chain c {
    tcp dport 22 accept
  }
}
Idempotence
format → parse → format is byte-identical for the supported
slice — the same invariant the golden test corpus
(test/linx/nft/fixtures/*.nft) asserts on every fixture.
Running mix format twice on the same file produces no diff;
running it on a fresh file converges in one pass.
Interpolation-bearing sigils
For now, ~NFT sigil bodies that contain #{…} interpolations
are left untouched by mix format — preserving the
interpolation positions while reflowing the surrounding nft
syntax requires AST-aware re-emission that hasn't been built
yet. Static sigil bodies and .nft files reformat freely.
Errors
A parse error in a .nft file raises Linx.NFT.ParseError from
mix format, surfacing visibly so the user fixes it. For
sigils, parse errors leave the body verbatim — the surrounding
compile run reports the same error with better stack context.


  

    References

The kernel docs, man pages, source files, and external designs this
subsystem encodes or learns from. Cite specific sections in the
source when interpretation is non-obvious.
Kernel UAPI headers (authoritative wire format)
	include/uapi/linux/netfilter/nf_tables.h
— every nftables message type (enum nf_tables_msg_types),
attribute tag (`NFTA*`), expression name, set/map type, chain
type, hook number, verdict code. The single most-cited file in
the codec.
	include/uapi/linux/netfilter/nfnetlink.h
— struct nfgenmsg, sub-subsystem ids, multicast groups
(NFNLGRP_*), batch envelope types (NFNL_MSG_BATCH_BEGIN/END),
batch attributes (NFNL_BATCH_GENID).
	include/uapi/linux/netfilter/nfnetlink_log.h
— NFLOG message types (NFULNL_MSG_PACKET / CONFIG), per-packet
attributes (NFULA_*), config commands (NFULNL_CFG_CMD_*).
	include/uapi/linux/netfilter/nfnetlink_queue.h
— NFQUEUE (deferred milestone; reference for completeness).
	include/uapi/linux/netfilter/nfnetlink_conntrack.h
— ctnetlink (deferred milestone).
	include/uapi/linux/netlink.h
— NETLINK_NETFILTER protocol number (12), NLMSGERR_ATTR_*
extended-ack attributes (NLMSGERR_ATTR_MSG, _OFFS, _COOKIE).

Kernel documentation
	Documentation/networking/netlink_spec/nftables
— generated reference from the YAML netlink spec; the
authoritative wire-format document for nf_tables messages.
Updated per kernel release.
	Documentation/networking/nf_flowtable
— flowtable fast-path architecture, hardware offload story.

Man pages
	nft(8)
— userspace tool reference; the grammar ~NFT parses is the
one documented here.
	libnftables(3)
— official C library API; cross-reference for the JSON schema
even though we don't use it.
	libnftables-json(5)
— JSON schema documentation; useful as a structural
cross-reference for the AST shape.

Community references (wiki.nftables.org)
	Main Page
— entry point.
	Quick reference — nftables in 10 minutes
— the syntax tour everyone reads first.
	Configuring tables
	Configuring chains
	Performing NAT
	Sets /
Maps /
Verdict Maps (vmaps) /
Concatenations
	Meters / dynamic sets
	Matching conntrack metainformation
	Setting conntrack metainformation
	Conntrack helpers
	Logging traffic
	Flowtables
	Scripting
— nftables.conf file conventions; reference for the ~NFT /
Linx.NFT.Conf parser scope.
	List of updates since Linux kernel 3.13
— per-version feature additions; lookup table for kernel-floor
decisions.
	Portal:DeveloperDocs/nftables internals
— wire-format internals; the right reading list for codec
implementers.

nftables source (grammar reference for ~NFT)
	src/parser_bison.y
— full bison grammar, ~6,594 lines, ~471 left-hand-side
non-terminals. The reference for what ~NFT parses (subset)
and emits.
	src/scanner.l
— flex lexer with 50+ start conditions; reference for
Linx.NFT.Tokenizer's start-condition stack.
	libnftnl — readable
netlink-message construction reference (we don't link it, but
it's the canonical implementation of the wire format).

HEEx implementation (model for ~NFT)
	phoenix_live_view/lib/phoenix_live_view/tag_engine/tokenizer.ex
(~773 LOC) — the char-by-char tokenizer pattern
Linx.NFT.Tokenizer mirrors.
	phoenix_live_view/lib/phoenix_live_view/tag_engine/parser.ex
(~731 LOC) — the token-stream parser pattern.
	phoenix_live_view/lib/phoenix_live_view/tag_engine/compiler.ex
(~1348 LOC) — the AST-to-compiled-Elixir pattern.
	phoenix_live_view/lib/phoenix_live_view/html_formatter.ex
(~657 LOC) — mix format plugin reference for the formatter.

Production-shape references
	Kubernetes blog — nftables kube-proxy mode (Feb 2025)
— the canonical "scalable NAT via nftables" design: vmaps
with concatenated keys for service dispatch. The shape
Linx.Netfilter should make ergonomic.
	ulogd2 documentation
— reference NFLOG consumer; useful for understanding per-group
worker patterns and qthresh / timeout tuning.
	firewalld nftables backend (2019 post-mortem)
— large-scale nftables consumer; informative on edge cases of
the JSON form (which Linx avoids).
	Hairpin NAT with nftables — chromic.org
— the DNAT+SNAT pattern Linx.Netfilter examples will document.

Adjacent userspace tooling
	nft (the CLI)
— userspace tool; everything Linx.Netfilter does could
alternatively be done via nft. We don't shell to it; the
point of Linx is to be the in-Elixir equivalent.
	google/nftables
(Go) — pure-Go reimplementation of libnftnl. Closest precedent
for what we're building. ~15 kloc; informative for sizing the
codec milestones.
	nftnl-rs / nftables-rs (Rust)
— low-level netlink and JSON-shim respectively.
	nftables on hex.pm —
pre-existing Elixir wrapper (libnftables JSON via a Zig port);
different architecture from Linx, but useful prior art to know
about.

In-repo cross-references
	Linx.Netlink — Linx.Netlink.Rtnl's codec DSL +
socket plumbing; Linx.Netlink.Nfnl mirrors the family-specific
parts for netfilter.
	Linx.Seccomp — the value-type-with-codec precedent
(%Linx.Seccomp.Filter{} is the small-scale version of what
%Linx.Netfilter.Ruleset{} is at large scale).
	Linx.Process — the checkpoint composition story;
every cross-namespace verb (Mount, User, Capabilities, Seccomp,
Sysctl, Netfilter) hooks in the same way.
	Linx.Sysctl — the most recent "build a subsystem from
scratch" template; Netfilter's milestone shape borrows from it.



  

    Overview

Linx.Reconcile is a thin, opt-in control loop that keeps one kernel subsystem
converged on a desired state — re-observing and re-diffing on a timer, and
reacting within milliseconds to a change event when the subsystem offers one.
A single reconcile call — observe current state, diff against desired, apply
the minimal patch — is correct exactly once. Real systems drift: a manual ip
command, a crash, a reboot. Linx.Reconcile turns the single-shot mechanism into
continuous convergence: a level-triggered loop that resyncs periodically (the
correctness layer — drift is healed on the next pass) and, where a subsystem
Monitor exists, wakes immediately on a change hint (a latency layer over the
timer). Events are hints; resync is truth. It is deliberately minimal: no
boot side effects, no global state, no singleton — it holds only the desired
state and the ownership you hand it, and drives exactly one
Linx.Reconcile.Source in one namespace.
Where it fits
This is the optional capstone over Linx's reconcilable subsystems. Each one —
Linx.Netfilter (the original template), Linx.Netlink.Rtnl, Linx.Sysctl —
exposes the same four verbs (observe, diff, reconcile, subscribe) behind a
Linx.Reconcile.Source adapter; Linx.Reconcile is built entirely on that
public contract, so deleting it would cost a consumer only a ~15-line timer loop.
It is single-subsystem by construction: the cross-subsystem composite ("this
container, with this network, in this cgroup, bound to this process") belongs to
the consumer — an orchestrator — never here. You add
{Linx.Reconcile, opts} to your own supervision tree; Linx ships nothing that
starts it for you.
Ownership = lifetime
A reconciler's natural unit is the network namespace (Linx.Netlink.Rtnl.open/1
is per-namespace), and a resource's owner is whatever should share its lifetime.
That splits cleanly into long-lived host infrastructure — physical NICs,
bridges, the host's own addresses and routes, a macvlan/ipvlan parent — owned
by a host-scoped loop whose lifetime is the node's, and ephemeral per-container
plumbing — a container's ipvlan slave, its veth pair, the addresses inside its
namespace — owned by a loop in the container's own supervision subtree, so it
stops when the container stops and leaves no orphan loop recreating an
interface into a namespace that no longer exists. Two rules fall out: the host
loop's desired state must never name a resource whose existence is conditional on
a container (those belong to the container's subtree, which has the right
lifetime), and cross-scope dependencies read one direction only — a container
reads a host-owned link's index to build its ipvlan; the host never reaches into
a container. What pins a namespace decides what survives a restart: if the
inner process pins it, the network dies and is reborn on each restart (a brief
blip, no leaks); if a longer-lived holder pins it (a bind-mount, or a
pause/sandbox holder, as Kubernetes pods do), addresses and routes outlive
individual restarts and the restarted process re-enters the same namespace with
its config intact. That is a per-workload choice for the consumer.
Flow
The classic closed-loop control model: desired and observed states feed a diff,
the resulting patch is applied, and the loop is re-armed — by a periodic timer
for correctness, or sooner by a Monitor hint for latency.
flowchart LR
    desired["desired state<br/>(you provide)"] --> diff
    observe["observe<br/>(read kernel)"] --> diff["diff"]
    diff -->|"create / update / delete ops"| act["reconcile<br/>(apply patch)"]
    act --> kernel["kernel subsystem"]
    kernel --> observe
    timer["timer (resync = truth)"] -.->|"re-arm"| observe
    monitor["Monitor (hint = latency)"] -.->|"look now"| observe
Learn more
	API — Linx.Reconcile (the opt-in loop) and Linx.Reconcile.Source (the
per-subsystem plug-in contract)
	Examples — reconcile-examples.md: the shared reconcile model, the
opt-in loop, the Source contract, and how the pieces fit



  

    Examples

A tour of Linx's declarative-configuration surface: you describe the kernel
state you want, and a reconciler diffs it against what the kernel actually has
and converges the two — idempotent and self-healing, so manual drift, crashes,
and reboots are corrected on the next pass.
This is the overview. Each subsystem keeps its own hands-on examples in its
EXAMPLES.md; the per-subsystem detail is not repeated here. This page covers
the shared model, the generic opt-in loop (Linx.Reconcile), the plug-in
contract (Linx.Reconcile.Source), and how the pieces fit together. The design
and rationale live in reconcile-overview.md and the
Linx.Reconcile moduledoc.
The shared model
Reconciliation is mechanism in Linx, policy in the consumer. Linx gives you
the verbs; the desired-state source of truth, the cadence, and the supervision
are yours.
Every reconcilable subsystem rhymes on the same four verbs (the template is
Linx.Netfilter, which had them first — see docs/netfilter/netfilter-examples.md):
	observe — read current kernel state into plain values;
	diff — compute the minimal set of create/update/delete ops;
	reconcile (push) — apply that diff in one caller-driven pass;
	subscribe — a Monitor that says "look now" when something changes.

Two principles run through all of it:
	Events are hints; resync is truth. A Monitor is a latency layer: any
event (or an ENOBUFS :resync_needed) means "re-read and re-diff full
state", never "apply this delta". Correctness rests on the periodic resync,
not on catching every event.
	Delete only what you own. Where the kernel tags ownership (routes carry
rtm_protocol), the diff is two-way — observed-filtered-to-our-tag vs
desired. Where it does not (addresses, sysctls, cgroup knobs), the diff is
three-way: a reconciler-held last_applied set records what we
installed, so foreign state that merely appeared is left untouched. You
thread last_applied from each pass into the next.

The reconcilable subsystems at a glance
	Subsystem	Single-shot module	scope	Ownership	Monitor
	netfilter	Linx.Netfilter (push(mode: :reconcile))	a table	socket-owned + genID CAS	yes
	rtnl	Linx.Netlink.Rtnl.Reconcile	an open socket / netns	routes two-way, rest three-way	yes
	sysctl	Linx.Sysctl.Reconcile	the :in target	three-way	no
	cgroup limits	Linx.Cgroup.Reconcile	a cgroup path	three-way	no

Anything not in this table (capabilities, seccomp, uid maps, mount, tty) is not
reconciled state — it is spec applied once at spawn (re-applied verbatim on
restart by the supervisor), or a runtime channel — so it carries no observe/diff
loop.
Single-shot reconcile, by hand
The smallest real loop needs nothing but the single-shot verb and a variable to
thread last_applied through. Here it is for sysctl:
alias Linx.Sysctl.Reconcile

desired = %{"net.ipv4.ip_forward" => 1, "net.ipv4.conf.all.rp_filter" => 1}

# First pass: writes whatever the kernel doesn't already match.
{:ok, r} = Reconcile.reconcile(desired)
r.converged?       #=> true once the kernel matches
r.applied          #=> the ops that ran this pass
r.last_applied     #=> thread this into the next pass

# A second pass against the same desired state is a no-op.
{:ok, r2} = Reconcile.reconcile(desired, r.last_applied)
r2.applied         #=> []
Every pass returns a uniform report — converged?, applied, failed,
pending, last_applied — whichever subsystem produced it. The strategy
differs by subsystem and is visible in the report:
	independent ops (sysctl, cgroup) are best-effort — every op is
attempted, failures collect in failed, pending stays empty;
	ordered ops (rtnl) are fail-fast — the pass stops at the first failure
(failed holds it), and the ops it had not reached become pending.

Either way a partial apply is a normal transient state the next pass corrects;
there is no rollback.
The same shape, per subsystem (full examples on each page):
# rtnl — authored by interface name; routes owned by rtm_protocol.
{:ok, sock} = Linx.Netlink.Rtnl.open()
{:ok, r} =
  Linx.Netlink.Rtnl.Reconcile.reconcile(sock, %{
    addresses: [{"eth0", "10.0.0.2", 24}],
    routes: [{:default, "10.0.0.1"}]
  })

# cgroup limits — a flat map of interface file => value.
{:ok, r} =
  Linx.Cgroup.Reconcile.reconcile("/sys/fs/cgroup/myorg/web-42", %{
    "memory.max" => 256 * 1024 * 1024,
    "pids.max" => 100,
    "cpu.max" => {50_000, 100_000}
  })
See docs/sysctl/sysctl-examples.md, docs/netlink/netlink-examples.md, and
docs/cgroup/cgroup-examples.md for the subsystem-specific detail (value shapes,
revert_on_release, route options, namespaces).
Diffing without applying
The diff is pure and exposed on its own, for inspection or a custom apply
strategy. For rtnl:
alias Linx.Netlink.Rtnl.Diff

# Two-way for routes (ownership is the rtm_protocol tag):
Diff.routes(desired_routes, observed_routes, _protocol = 76)
#=> [{:create, %Route{...}}, {:update, %Route{...}}, {:delete, %Route{...}}]

# Three-way for addresses (ownership is the last-applied key set):
Diff.addresses(desired_addrs, observed_addrs, owned_keys)
A {:create, item}/{:update, item} carries the desired struct; a
{:delete, item} carries the observed one (it holds the kernel's handle).
Watching for change: the Monitor
Linx.Netlink.Rtnl.Monitor is the ip monitor equivalent — it forwards each
rtnetlink change to an owner as a wake-up hint:
{:ok, mon} = Linx.Netlink.Rtnl.Monitor.subscribe()

# the owner receives, for any change in the namespace:
#   {:linx_rtnl, :event, %Linx.Netlink.Rtnl.Monitor.Event{...}}
#   {:linx_rtnl, :resync_needed}        (on ENOBUFS — the stream is lossy)

Linx.Netlink.Rtnl.Monitor.unsubscribe(mon)
You rarely wire this up by hand — the loop below does it for you. See
docs/netlink/netlink-examples.md for the standalone Monitor.
Linx.Reconcile — the opt-in loop
Threading last_applied on a timer and re-syncing on a Monitor hint is a ~15-line
pattern you could write yourself. Linx.Reconcile is that loop, packaged — a
GenServer you add to your own supervision tree. It is deliberately thin and
genuinely opt-in: nothing runs unless you start it, there is no Application
boot side effect and no singleton, and it drives exactly one subsystem in
one namespace (the cross-subsystem composite stays in the consumer — see below).
It is especially useful for the simplest consumer — a plain host-config app with
no supervision tree of its own to roll a loop from.
children = [
  {Linx.Reconcile,
   source: Linx.Sysctl.Reconcile.Source,
   scope: :self,
   desired: %{"net.ipv4.ip_forward" => 1},
   name: :host_sysctls}
]
Supervisor.start_link(children, strategy: :one_for_one)
Or for rtnl, continuously converging a container's namespace by pid, woken by
the Monitor and re-syncing every 30 s as the safety net:
{Linx.Reconcile,
 source: Linx.Netlink.Rtnl.Reconcile.Source,
 scope: {:pid, container_pid},
 desired: %{
   addresses: [{"eth0", "10.0.0.2", 24}],
   routes: [{:default, "10.0.0.1"}]
 },
 interval: :timer.seconds(30)}
Options
	:source (required) — a module implementing Linx.Reconcile.Source.
	:scope (required) — the namespace handle, in that source's shape
(sysctl: the :in target; rtnl: a netns; cgroup: a cgroup path).
	:desired (required) — the desired state, in that source's shape.
	:reconcile_opts — keyword forwarded verbatim to the source (e.g. rtnl's
:protocol, sysctl's :revert_on_release).
	:last_applied — initial ownership state (default %{}).
	:interval — timer-resync period in ms, or :infinity to rely solely on
the Monitor (default 5_000).
	:monitor — subscribe to the source's Monitor for low-latency wakeups
(default true; a source that returns :unsupported falls back to
timer-only transparently).
	:debounce — ms to coalesce a burst of hints (or a put_desired) into one
pass (default 100).
	:owner — a pid to notify after each pass.
	:name — a GenServer name to register under.

Driving it at runtime
{:ok, pid} =
  Linx.Reconcile.start_link(
    source: Linx.Cgroup.Reconcile.Source,
    scope: "/sys/fs/cgroup/myorg/web-42",
    desired: %{"pids.max" => 100}
  )

# Force a pass now and inspect its report (handy in tests).
{:ok, report} = Linx.Reconcile.reconcile(pid)

# Swap the desired state; a debounced pass converges on it.
:ok = Linx.Reconcile.put_desired(pid, %{"pids.max" => 200})

# The most recent report (nil before the first pass completes).
Linx.Reconcile.last_report(pid)

Linx.Reconcile.stop(pid)
With an :owner set, each pass notifies it:
{Linx.Reconcile,
 source: Linx.Sysctl.Reconcile.Source, scope: :self,
 desired: %{"net.ipv4.ip_forward" => 1}, owner: self()}

# the owner receives, after every pass:
#   {:linx_reconcile, :report, %{converged?: true, ...}}
#   {:linx_reconcile, :error, reason}     (a pass that could not run at all)
Failure model
A reconcile pass that returns {:error, _} does not crash the loop — it
keeps the previous last_applied and retries on the next tick. When
monitor: true, the loop links to the Monitor it starts: if the Monitor dies,
the loop dies, and a supervisor restart resubscribes and does a full resync from
scratch (which is correct — resync is truth). So put it under a supervisor.
Linx.Reconcile.Source — the plug-in contract
The loop is subsystem-agnostic because it drives a deliberately minimal
behaviour, and each subsystem ships a thin adapter that delegates to its own
rich single-shot surface:
	Adapter	scope	subscribe/2
	Linx.Sysctl.Reconcile.Source	the :in target	:unsupported (timer-only)
	Linx.Netlink.Rtnl.Reconcile.Source	a netns	starts an rtnl Monitor
	Linx.Cgroup.Reconcile.Source	a cgroup path	:unsupported (timer-only)

The contract is three callbacks (observe/2 is optional — the loop does not
call it):
@callback reconcile(scope, desired, last_applied, opts) ::
            {:ok, report} | {:error, term}
@callback subscribe(scope, owner :: pid) ::
            {:ok, pid} | {:error, term} | :unsupported
@callback observe(scope, opts) :: {:ok, observed} | {:error, term}
The loop relies only on the report exposing :converged? and :last_applied
(every subsystem's report does). To drive a custom subsystem, implement the
behaviour by delegating to your own reconcile:
defmodule MyApp.Hosts.Source do
  @behaviour Linx.Reconcile.Source

  @impl true
  def reconcile(scope, desired, last_applied, opts) do
    # delegate to your own single-shot reconcile, returning a report map
    # with at least :converged? and :last_applied
    MyApp.Hosts.reconcile(scope, desired, last_applied, opts)
  end

  @impl true
  def subscribe(_scope, _owner), do: :unsupported   # timer-only is fine
end
Then {Linx.Reconcile, source: MyApp.Hosts.Source, scope: ..., desired: ...}.
The cross-subsystem composite stays in the consumer
Linx.Reconcile drives one subsystem. An object that spans subsystems — "this
container should exist, in its own namespace, with this address and these
limits, and be restarted if it crashes" — cannot live in a primitives library
without Linx becoming the runtime it refuses to be. That composite is the
consumer's, built by composing Linx.Process, the single-shot reconciles, and
OTP supervision directly.
Tank is a worked example of exactly that: a
separate app that consumes only Linx's public API to build a supervised container
whose network is reconciled from the host at the spawn checkpoint.
See also
	reconcile-overview.md — the design: the
mechanism/policy seam, ownership and lifetime, and how the loop fits over the
single-shot subsystems.
	docs/sysctl/sysctl-examples.md — "Declarative reconciliation" and "A long-lived
loop (opt-in)".
	docs/netlink/netlink-examples.md — "Reconciliation", "Single-shot reconcile", "the
Monitor", and "A long-lived loop (opt-in)".
	docs/cgroup/cgroup-examples.md — "Reconciling limits declaratively".
	docs/process/process-examples.md — "Supervising a workload" (how a crashed
workload is restarted via OTP, not a reconcile loop).
	docs/netfilter/netfilter-examples.md — the reference
triad every other subsystem rhymes with.



  

    
Linx 
    



      
Linux kernel-interface primitives for Elixir.
Linx is a library of primitives, not a runtime — low-level Linux
interfaces exposed as idiomatic Elixir, meant to feel as natural to drive
from the BEAM as anything in the standard library. A container engine, a
network orchestrator, or an observability tool is a consumer of Linx; the
runtime concepts live in those projects. See the README for the
pitch and a quick start.
This page is the map of the API surface; each module's own documentation is
the reference.
Subsystems
Process & namespaces
	Linx.Process — clone(2) with namespace flags, setns(2), signals,
waitpid(2), and stdio plumbing, driven by an external C agent (a Port).

Networking
	Linx.Netlink / Linx.Netlink.Rtnl — an AF_NETLINK client; rtnetlink
links, addresses, routes, neighbours, rules, and stats.
	Linx.Netfilter — nf_tables over NETLINK_NETFILTER: the ~NFT sigil and
pipeline DSL, push/pull/diff, socket-owned tables, a live monitor.

Resource control
	Linx.Cgroup — cgroup v2 via direct /sys/fs/cgroup I/O: typed
memory/pids/cpu limits, freeze/thaw, %Stats{} counters.

Filesystem
	Linx.Mount — mount(2), umount2(2), pivot_root(2), bind/remount/
move, a /proc/<pid>/mountinfo parser, and a cross-namespace :in option.

Identity & security
	Linx.User — user-namespace uid/gid/setgroups mapping.
	Linx.Capabilities — the five per-thread capability sets as MapSets of
:cap_* atoms.
	Linx.Seccomp — pure-Elixir cBPF syscall filters installed at the
checkpoint.

Tuning
	Linx.Sysctl — /proc/sys/ knobs with dot-form keys, per-namespace
routing, and the same :in option as Linx.Mount.

Value types
	Linx.IP (+ Linx.IP.Subnet) and Linx.MAC — domain primitives with
compile-time sigils that Inspect round-trips.

Declarative
	Linx.Reconcile — an opt-in, single-subsystem control loop over the
Linx.Reconcile.Source contract.

The composition
Linx's value isn't any single subsystem — it's that they all hook into the
same Linx.Process checkpoint, the window between clone(2) and
execve(2) where the child is parked. Inside that window a workload's
identity, resource ceiling, network, privileges, and syscall surface are all
decided at once, before its first instruction. The subsystems are otherwise
independent and compose because they share that one primitive, not because a
framework holds them together.
Capability detection
Subsystems that gate an optionally-present kernel feature expose a
supported?/0 probe — Linx.Cgroup, Linx.User, Linx.Capabilities,
Linx.Seccomp, Linx.Sysctl, and Linx.Netfilter. Subsystems built on the
always-present Linux baseline Linx requires (Linx.Process, Linx.Netlink,
Linx.Mount, Linx.Tty) omit it by design.
Declarative reconciliation
Several subsystems expose the pull / diff / push(mode: :reconcile) /
subscribe template: describe desired kernel state and converge onto it,
idempotent and self-healing across drift, crashes, and reboots. Linx.Reconcile
is the thin opt-in loop on top; see docs/reconcile/EXAMPLES.md.
Getting started
The README has installation and the headline composition;
each subsystem's docs/<subsystem>/EXAMPLES.md has runnable, copy-paste
recipes.

      




  

    
Linx.Cgroup.Reconcile 
    



      
Single-shot declarative reconciliation for a cgroup's resource limits —
observe the interface files, diff against a desired set of knobs, apply once,
and return what happened.
This is the mechanism half of declarative cgroups: caller-driven, holds no
long-lived state, owns no process. The long-lived loop is the opt-in
Linx.Reconcile; the cadence and persistence are a consumer's.
Linx.Cgroup stays pure primitives — this module composes
Linx.Cgroup.read/2 and write/3 into the observe → diff → converge triad.
Limits only — existence and membership stay in the composite
This reconciles the limit knobs of one already-existing cgroup
(memory.max, pids.max, cpu.max, cpu.weight, memory.high, …) — the
drift-prone, observable, value-shaped state. It deliberately does not
create or destroy the cgroup, enable controllers, or move processes: that is
lifecycle, owned by the consumer's composite and torn down with it (see the
reconcile design notes, §5). If the cgroup or a controller's interface file is
absent, the corresponding write simply lands in report.failed; the next pass
retries once the composite has set it up.
This is "sysctl-with-hierarchy" — a flat %{interface_file => value} map
against one cgroup path — so it mirrors Linx.Sysctl.Reconcile exactly,
including the three-way last_applied ownership and the best-effort strategy.
Desired state
A map from interface-file name to the value you want, using the same value
shapes the Linx.Cgroup setters accept:
%{
  "memory.max" => 256 * 1024 * 1024,   # bytes, or :max to clear
  "pids.max" => 100,                    # count, or :max
  "cpu.max" => {50_000, 100_000},       # {quota_us, period_us}, or :max
  "cpu.weight" => 200                    # 1..10000
}
Values are integers, the atom :max (clear the limit), a {quota, period}
tuple (for cpu.max), or a raw binary (escape hatch for any other knob).
last_applied — three-way ownership
Threaded between passes, never persisted — see Linx.Sysctl.Reconcile for the
full rationale (it captures live pre-management values that die with the node).
It is a map:
%{file => %{applied: value_we_wrote, original: raw_value_before_we_touched_it}}
When a file leaves the desired set it is released:
	default — left at its current value, reported {:release, file}
(we simply stop managing it);
	with revert_on_release: true — the captured :original raw string is
written back, reported {:revert, file, original}.

Strategy
cgroup limit writes are independent per file, so a pass is best-effort:
every op is attempted, and any that fail collect in report.failed without
starving the others. The next pass re-converges anything still wrong.
Example
{:ok, cg} = Linx.Cgroup.create("/sys/fs/cgroup/myorg/web-42")
:ok = Linx.Cgroup.enable_controllers("/sys/fs/cgroup/myorg", [:memory, :pids])

desired = %{"memory.max" => 256 * 1024 * 1024, "pids.max" => 100}

{:ok, r} = Linx.Cgroup.Reconcile.reconcile(cg, desired)
r.converged?
{:ok, r2} = Linx.Cgroup.Reconcile.reconcile(cg, desired, r.last_applied)  # idempotent

      


      
        Summary


  
    Types
  


    
      
        desired()

      


        Desired state: interface-file name to the value to converge on.



    


    
      
        file()

      


        A cgroup interface-file name, e.g. "memory.max".



    


    
      
        last_applied()

      


        Reconciler-held ownership map, keyed by interface-file name.



    


    
      
        op()

      


        A reconcile op. :set/:revert write; :release is a no-op marker.



    


    
      
        opts()

      


        Options for reconcile/4 and diff/4



    


    
      
        ownership()

      


        Per-file ownership record. :applied is the value we last wrote; :original
is the raw interface-file string present before we first touched the file (or
nil if it was unreadable at capture time).



    


    
      
        value()

      


        A desired knob value, in any shape Linx.Cgroup's setters accept.



    





  
    Functions
  


    
      
        diff(observed, desired, last_applied \\ %{}, opts \\ [])

      


        Computes the ops that would converge observed to desired, given
last_applied. Pure — no I/O.



    


    
      
        observe(cg, files)

      


        Reads the current raw value of each interface file into a %{file => string}
map. Files that can't be read (missing controller, absent cgroup) are simply
absent — the diff treats an absent desired file as needing a write and lets
the write surface the real error.



    


    
      
        reconcile(cg, desired, last_applied \\ %{}, opts \\ [])

      


        Runs one reconcile pass against desired for the cgroup at cg.



    





      


      
        Types


        


  
    
      
    
    
      desired()



        
          
        

    

  


  

      

          @type desired() :: %{optional(file()) => value()}


      


Desired state: interface-file name to the value to converge on.

  



  
    
      
    
    
      file()



        
          
        

    

  


  

      

          @type file() :: String.t()


      


A cgroup interface-file name, e.g. "memory.max".

  



  
    
      
    
    
      last_applied()



        
          
        

    

  


  

      

          @type last_applied() :: %{optional(file()) => ownership()}


      


Reconciler-held ownership map, keyed by interface-file name.

  



  
    
      
    
    
      op()



        
          
        

    

  


  

      

          @type op() ::
  {:set, file(), value()} | {:revert, file(), binary()} | {:release, file()}


      


A reconcile op. :set/:revert write; :release is a no-op marker.

  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: [{:revert_on_release, boolean()}]


      


Options for reconcile/4 and diff/4:
	:revert_on_release — restore captured originals when a file leaves the
desired set (default false).


  



  
    
      
    
    
      ownership()



        
          
        

    

  


  

      

          @type ownership() :: %{applied: value(), original: binary() | nil}


      


Per-file ownership record. :applied is the value we last wrote; :original
is the raw interface-file string present before we first touched the file (or
nil if it was unreadable at capture time).

  



  
    
      
    
    
      value()



        
          
        

    

  


  

      

          @type value() :: non_neg_integer() | :max | {pos_integer(), pos_integer()} | binary()


      


A desired knob value, in any shape Linx.Cgroup's setters accept.

  


        

      

      
        Functions


        


    

    

  
    
      
    
    
      diff(observed, desired, last_applied \\ %{}, opts \\ [])



        
          
        

    

  


  

      

          @spec diff(%{optional(file()) => binary()}, desired(), last_applied(), opts()) :: [
  op()
]


      


Computes the ops that would converge observed to desired, given
last_applied. Pure — no I/O.
Produces {:set, file, value} for a desired file whose observed value differs
(or is absent), and either {:revert, file, original} or {:release, file}
for a file that has left the desired set. Order is irrelevant for cgroup
limits; ops are emitted sets-then-releases for a stable, readable result.

  



  
    
      
    
    
      observe(cg, files)



        
          
        

    

  


  

      

          @spec observe(Linx.Cgroup.cgroup(), [file()]) :: %{optional(file()) => binary()}


      


Reads the current raw value of each interface file into a %{file => string}
map. Files that can't be read (missing controller, absent cgroup) are simply
absent — the diff treats an absent desired file as needing a write and lets
the write surface the real error.

  



    

    

  
    
      
    
    
      reconcile(cg, desired, last_applied \\ %{}, opts \\ [])



        
          
        

    

  


  

      

          @spec reconcile(Linx.Cgroup.cgroup(), desired(), last_applied(), opts()) ::
  {:ok, Linx.Cgroup.Reconcile.Report.t()}


      


Runs one reconcile pass against desired for the cgroup at cg.
Reads the current value of every relevant file (those in desired and those
still owned in last_applied), diffs, applies best-effort, and returns
{:ok, %Report{}}. The report's :last_applied is the updated ownership map
to thread into the next pass.
Never returns {:error, _}: a per-file write failure (a missing controller,
no permission) is recorded in report.failed, since a partial apply is a
normal transient state the next pass corrects.

  


        

      


  

    
Linx.Cgroup.Reconcile.Report 
    



      
The outcome of one Linx.Cgroup.Reconcile.reconcile/4 pass.
cgroup limit writes are independent per interface file, so the pass is
best-effort: every op is attempted, and any that error land in :failed
rather than aborting the rest. (It shares the report shape of
Linx.Sysctl.Reconcile.Report and Linx.Netlink.Rtnl.Reconcile.Report; the
struct is uniform, the strategy is per subsystem — see the reconcile design
notes.)
Fields:
	:converged? — true iff nothing was left undone: no ops were needed, or
every op applied.
	:applied — ops that succeeded this pass, in attempt order.
	:failed — {op, %Linx.Cgroup.Error{}} pairs for ops that errored.
	:pending — always [] for cgroup (best-effort attempts everything);
the field exists for shape-parity with fail-fast subsystems.
	:last_applied — the updated ownership map to thread into the next
pass (see Linx.Cgroup.Reconcile). Carrying it here lets a loop do
{:ok, report} = reconcile(cg, desired, report.last_applied) each tick.

Inspect
#Linx.Cgroup.Reconcile.Report<converged: 2 applied>
#Linx.Cgroup.Reconcile.Report<1 applied, 1 failed>

      


      
        Summary
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        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Cgroup.Reconcile.Report{
  applied: [Linx.Cgroup.Reconcile.op()],
  converged?: boolean(),
  failed: [{Linx.Cgroup.Reconcile.op(), Linx.Cgroup.Error.t()}],
  last_applied: Linx.Cgroup.Reconcile.last_applied(),
  pending: [Linx.Cgroup.Reconcile.op()]
}


      



  


        

      


  

    
Linx.Cgroup.Reconcile.Source 
    



      
Linx.Reconcile.Source adapter for cgroup limits — lets the generic
Linx.Reconcile loop drive Linx.Cgroup.Reconcile.
The scope is the cgroup path (e.g. "/sys/fs/cgroup/myorg/web-42").
cgroupfs has no change-notification multicast, so subscribe/2 returns
:unsupported — the loop runs timer-only, which suits limit knobs that only
change when something writes them.
Reconciling the cgroup's limits is mechanism; its existence and
membership are lifecycle the consumer's composite owns. A loop pointed at a
not-yet-created cgroup simply reports the writes as failed until the composite
creates it — it never tries to create it itself.
This is a thin delegation; for direct control use Linx.Cgroup.Reconcile.

      




  

    
Linx.Netlink.Rtnl.Diff 
    



      
Per-resource diffs for rtnetlink — the minimal set of create / update /
delete operations that converge observed kernel state onto a desired state.
This is the diff half of declarative reconciliation for rtnl, mirroring
Linx.Netfilter.Diff. It is pure: it operates on lists of decoded structs
(%Route{}, %Address{}, …) and returns ops; applying them, observing, and
ordering across resource types are the reconciler's job (a later phase).
Ops
Each diff returns a list of op/0:
	{:create, item} — desired, absent from the kernel. item is the
desired struct to install.
	{:update, item} — present but with a changed mutable value (a route's
gateway, a neighbour's link-layer address). item is the desired struct;
apply it with the resource's replace verb (NLM_F_REPLACE).
	{:delete, item} — owned, present, no longer desired. item is the
observed struct (it carries the kernel's index/handle).

Ownership: two-way vs three-way
A reconciler must delete only what it owns, never another writer's state.
The kernel gives us the ownership marker for exactly one resource:
	Routes — two-way. rtm_protocol tags every route with its origin, so
ownership lives in the kernel. routes/3 filters observed routes to a
given protocol and diffs against that; connected routes
(RTPROT_KERNEL) and other writers' routes simply never enter the
managed set. Tag desired routes with the same protocol (see
Linx.Netlink.Rtnl.Route's :protocol option).

	Everything else — three-way. ifaddrmsg, links, rules, and
neighbours carry no ownership field, so deletion is gated by a
last_applied key set — the keys this reconciler installed on a previous
pass (the kubectl apply last-applied-configuration trick). Only an
observed item whose key is in that set and is no longer desired is
deleted; foreign state that merely appeared is left alone.


The last_applied set is a MapSet of the keys returned by this module's
*_key/1 functions; it is reconciler-held and never persisted. The
reconciler rebuilds it each pass from the keys it successfully applied.
Keys (identity) and mutable values
	Resource	Key	Mutable value (→ :update)
	Route	{table, family, dst, dst_len, metric}	gateway
	Address	{index, family, address, prefixlen}	— (key is the whole identity)
	Neighbour	{ifindex, dst}	lladdr
	Rule	{priority, family, src/dst/fwmark/table}	—
	Link	name	— (existence only; attribute reconcile is out of scope)

Addresses are additionally filtered to RT_SCOPE_UNIVERSE, dropping
fe80::/64 link-locals the kernel manages itself.
Desired and observed must be keyed in the same space. Authoring is by
interface name, but :index-bearing structs are the diff currency, so the
reconciler resolves names to indices (from a fresh Link.list) before
diffing — see the reconcile design notes.

      


      
        Summary


  
    Types
  


    
      
        op()

      


        A diff operation. :create/:update carry the desired struct; :delete the observed one.



    





  
    Functions
  


    
      
        address_key(map)

      


        Identity of an address: {index, family, address, prefixlen}.



    


    
      
        addresses(desired, observed, owned_keys)

      


        Diffs desired addresses against observed, deleting only owned keys. Observed
addresses outside RT_SCOPE_UNIVERSE (link-locals) are dropped first.



    


    
      
        link_key(map)

      


        Identity of a link: its name.



    


    
      
        links(desired, observed, owned_keys)

      


        Diffs desired links against observed by name, deleting only owned names.



    


    
      
        neighbour_key(map)

      


        Identity of a neighbour: {ifindex, dst}.



    


    
      
        neighbours(desired, observed, owned_keys)

      


        Diffs desired neighbours against observed, deleting only owned keys.



    


    
      
        route_key(r)

      


        Identity of a route: {table, family, dst, dst_len, metric}.



    


    
      
        routes(desired, observed, protocol)

      


        Diffs desired routes against observed, owning by protocol (an
rtm_protocol integer, or the same atoms Route accepts). Observed routes
carrying a different protocol — connected, DHCP, other writers — are ignored.



    


    
      
        rule_key(rule)

      


        Identity of a rule: priority, family, selectors, and target table.



    


    
      
        rules(desired, observed, owned_keys)

      


        Diffs desired policy-routing rules against observed, deleting only owned keys.



    


    
      
        three_way(desired, observed, owned_keys, key, value \\ &no_value/1)

      


        Three-way diff: an observed item is deletable only if its key is in
owned_keys (a MapSet of key/1 values from a previous pass). Foreign
state is left untouched.



    


    
      
        two_way(desired, observed, key, value \\ &no_value/1)

      


        Two-way diff: ownership is encoded in observed (already filtered to what we
own), so every observed item not desired is deletable.



    





      


      
        Types


        


  
    
      
    
    
      op()



        
          
        

    

  


  

      

          @type op() :: {:create, struct()} | {:update, struct()} | {:delete, struct()}


      


A diff operation. :create/:update carry the desired struct; :delete the observed one.

  


        

      

      
        Functions


        


  
    
      
    
    
      address_key(map)



        
          
        

    

  


  

      

          @spec address_key(struct()) :: term()


      


Identity of an address: {index, family, address, prefixlen}.

  



  
    
      
    
    
      addresses(desired, observed, owned_keys)



        
          
        

    

  


  

      

          @spec addresses([struct()], [struct()], MapSet.t()) :: [op()]


      


Diffs desired addresses against observed, deleting only owned keys. Observed
addresses outside RT_SCOPE_UNIVERSE (link-locals) are dropped first.

  



  
    
      
    
    
      link_key(map)



        
          
        

    

  


  

      

          @spec link_key(struct()) :: term()


      


Identity of a link: its name.

  



  
    
      
    
    
      links(desired, observed, owned_keys)



        
          
        

    

  


  

      

          @spec links([struct()], [struct()], MapSet.t()) :: [op()]


      


Diffs desired links against observed by name, deleting only owned names.
Existence only — reconciling link attributes (MTU, admin state, address)
is a separate concern and out of scope here.

  



  
    
      
    
    
      neighbour_key(map)



        
          
        

    

  


  

      

          @spec neighbour_key(struct()) :: term()


      


Identity of a neighbour: {ifindex, dst}.

  



  
    
      
    
    
      neighbours(desired, observed, owned_keys)



        
          
        

    

  


  

      

          @spec neighbours([struct()], [struct()], MapSet.t()) :: [op()]


      


Diffs desired neighbours against observed, deleting only owned keys.

  



  
    
      
    
    
      route_key(r)



        
          
        

    

  


  

      

          @spec route_key(Linx.Netlink.Rtnl.Route.t()) :: term()


      


Identity of a route: {table, family, dst, dst_len, metric}.
A dst_len of 0 is the default route; its dst is canonicalised to
:default so a desired default (built with dst = 0.0.0.0/::) keys the
same as a kernel-observed one (which omits RTA_DST, leaving dst = nil).

  



  
    
      
    
    
      routes(desired, observed, protocol)



        
          
        

    

  


  

      

          @spec routes(
  [Linx.Netlink.Rtnl.Route.t()],
  [Linx.Netlink.Rtnl.Route.t()],
  0..255 | atom()
) :: [op()]


      


Diffs desired routes against observed, owning by protocol (an
rtm_protocol integer, or the same atoms Route accepts). Observed routes
carrying a different protocol — connected, DHCP, other writers — are ignored.

  



  
    
      
    
    
      rule_key(rule)



        
          
        

    

  


  

      

          @spec rule_key(struct()) :: term()


      


Identity of a rule: priority, family, selectors, and target table.

  



  
    
      
    
    
      rules(desired, observed, owned_keys)



        
          
        

    

  


  

      

          @spec rules([struct()], [struct()], MapSet.t()) :: [op()]


      


Diffs desired policy-routing rules against observed, deleting only owned keys.

  



    

  
    
      
    
    
      three_way(desired, observed, owned_keys, key, value \\ &no_value/1)



        
          
        

    

  


  

      

          @spec three_way([struct()], [struct()], MapSet.t(), (struct() -> term()), (struct() ->
                                                                       term())) ::
  [
    op()
  ]


      


Three-way diff: an observed item is deletable only if its key is in
owned_keys (a MapSet of key/1 values from a previous pass). Foreign
state is left untouched.

  



    

  
    
      
    
    
      two_way(desired, observed, key, value \\ &no_value/1)



        
          
        

    

  


  

      

          @spec two_way([struct()], [struct()], (struct() -> term()), (struct() -> term())) :: [
  op()
]


      


Two-way diff: ownership is encoded in observed (already filtered to what we
own), so every observed item not desired is deletable.
key maps a struct to its identity; value maps it to its mutable value
(default: a constant, i.e. no :update ops).

  


        

      


  

    
Linx.Netlink.Rtnl.Monitor 
    



      
A GenServer that owns a multicast rtnetlink socket, decodes each broadcast
into a Linx.Netlink.Rtnl.Monitor.Event, and forwards it to an owner pid —
the ip monitor equivalent.
Lifecycle
{:ok, mon} = Linx.Netlink.Rtnl.Monitor.subscribe()
# → the owner receives:
#   {:linx_rtnl, :event, %Linx.Netlink.Rtnl.Monitor.Event{...}}
#   {:linx_rtnl, :resync_needed}    (on ENOBUFS)
:ok = Linx.Netlink.Rtnl.Monitor.unsubscribe(mon)
Events are wake-ups, not deltas
Netlink multicast is lossy by design: on a busy system the kernel's send
buffer fills, frames are dropped, and the next recv returns ENOBUFS. So the
Monitor is a latency layer over reconcile, never a source of truth — a
level-triggered consumer treats every event (and every :resync_needed) as
"look now", then re-reads and re-diffs full state. It must not act on an
event's :resource directly. RTM_NEW*/RTM_DEL* decode through the same
codecs as list/1, so the structs are identical to what a re-read returns.
Unlike Linx.Netfilter.Monitor, there is no generation counter or
snapshot-then-tail handshake — rtnetlink has no transaction id. The
level-triggered resync (re-list, diff, apply) is what makes a missed event
harmless.
Groups
By default it joins links, neighbours, and IPv4/IPv6 addresses, routes, and
rules. Override with :groups (a list of RTNLGRP_* numbers).
ENOBUFS recovery
On ENOBUFS the Monitor emits {:linx_rtnl, :resync_needed} and keeps
reading; the owner re-syncs by reconciling. SO_RCVBUF defaults to 4 MiB to
reduce overflow.

      


      
        Summary


  
    Types
  


    
      
        opt()

      


    





  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(opts)

      


        Starts a Monitor linked to the caller and subscribed to the rtnetlink
multicast groups.



    


    
      
        stop(monitor)

      


        Stops the Monitor (closes its socket).



    


    
      
        subscribe(owner \\ self(), opts \\ [])

      


        Convenience: start a Monitor with owner (default the calling process) and
the rest of opts. Returns {:ok, monitor}.



    


    
      
        unsubscribe(monitor)

      


        Alias for stop/1.



    





      


      
        Types


        


  
    
      
    
    
      opt()



        
          
        

    

  


  

      

          @type opt() ::
  {:owner, pid()}
  | {:netns, Linx.Netlink.Socket.netns()}
  | {:groups, [pos_integer()]}
  | {:rcvbuf, pos_integer()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

      

          @spec start_link([opt()]) :: GenServer.on_start()


      


Starts a Monitor linked to the caller and subscribed to the rtnetlink
multicast groups.
Options:
	:owner (required) — pid that receives {:linx_rtnl, _} messages.
	:netns — namespace to monitor; defaults to :host.
	:groups — RTNLGRP_* group numbers; defaults to links, neighbours,
and IPv4/IPv6 addresses, routes, and rules.
	:rcvbuf — SO_RCVBUF size in bytes; default 4 MiB.


  



  
    
      
    
    
      stop(monitor)



        
          
        

    

  


  

      

          @spec stop(pid()) :: :ok


      


Stops the Monitor (closes its socket).

  



    

    

  
    
      
    
    
      subscribe(owner \\ self(), opts \\ [])



        
          
        

    

  


  

      

          @spec subscribe(pid(), [opt()]) :: GenServer.on_start()


      


Convenience: start a Monitor with owner (default the calling process) and
the rest of opts. Returns {:ok, monitor}.

  



  
    
      
    
    
      unsubscribe(monitor)



        
          
        

    

  


  

      

          @spec unsubscribe(pid()) :: :ok


      


Alias for stop/1.

  


        

      


  

    
Linx.Netlink.Rtnl.Monitor.Event 
    



      
A single rtnetlink multicast notification decoded by
Linx.Netlink.Rtnl.Monitor.
	:op — what happened, as {new,del}_{link,addr,route,neigh,rule}, or
{:unknown, type} for an RTM_* type the Monitor doesn't decode.
	:resource — the decoded struct (%Link{}, %Address{}, …) for a known
op, or nil for {:unknown, _}.

Events are wake-up hints, not authoritative deltas: the netlink multicast
stream is lossy (see the Monitor's :resync_needed), so a level-triggered
consumer re-reads and re-diffs full state on any event rather than acting on
the event's contents. The decoded :resource is for observability and
filtering.
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        op()

      


    


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      op()



        
          
        

    

  


  

      

          @type op() ::
  :new_link
  | :del_link
  | :new_addr
  | :del_addr
  | :new_route
  | :del_route
  | :new_neigh
  | :del_neigh
  | :new_rule
  | :del_rule
  | {:unknown, non_neg_integer()}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Netlink.Rtnl.Monitor.Event{op: op(), resource: struct() | nil}


      



  


        

      


  

    
Linx.Netlink.Rtnl.Reconcile 
    



      
Single-shot declarative reconciliation for rtnetlink — observe the kernel,
diff against a desired state, and apply the minimal change, in one
caller-driven pass scoped to the socket's network namespace.
This is the mechanism half of declarative networking: it holds no long-lived
state and owns no process. The cadence, persistence, and supervision are the
consumer's (see the reconcile design notes). It composes
Linx.Netlink.Rtnl.Diff (the per-resource diffs) and the Route/Address
actuation verbs into an ordered apply pass.
Scope
This pass reconciles addresses and routes on interfaces that already
exist in the namespace. Link lifecycle (creating veth/ipvlan, MTU, admin
state) is kind-specific and belongs to the composite/consumer; rules and
neighbours reuse the same Diff engine and slot in the same way. Interfaces
are observed (to resolve names to indices) but not created or deleted here.
Desired state
A map authored by interface name (indices are ephemeral, so you never
write them down — they are resolved against a fresh link list each pass):
%{
  addresses: [
    {"eth0", "10.0.0.2", 24},
    {"eth0", "fc00::1", 64}
  ],
  routes: [
    {"10.50.0.0", 24, "10.0.0.1"},
    {"10.60.0.0", 24, "10.0.0.1", table: 100, metric: 50},
    {:default, "10.0.0.1"}
  ]
}
Address entries are {interface, ip, prefixlen}. Route entries are
{dst, prefix, gateway} / {dst, prefix, gateway, opts} /
{:default, gateway} / {:default, gateway, opts}, where opts is
Route's :table/:metric (the :protocol is forced to this
reconciler's ownership tag).
Ownership
Routes are owned by rtm_protocol: every route this reconciler installs is
tagged with :protocol (default default_protocol/0), and the route diff
considers only observed routes carrying that tag — connected routes and
other writers are invisible to it, and never deleted. Addresses have no
ownership field, so they are owned three-way via the last_applied set
threaded between passes (foreign addresses that merely appeared are left
alone). See Linx.Netlink.Rtnl.Diff.
Strategy and ordering
Apply order follows the kernel's layering: address creates first (so a
route's gateway is reachable), then route creates/updates, then route
deletes, then address deletes. The pass is fail-fast — it stops at the
first error and reports the rest as pending; the next pass re-converges.
Example
{:ok, sock} = Rtnl.open()

desired = %{
  addresses: [{"eth0", "10.0.0.2", 24}],
  routes: [{:default, "10.0.0.1"}]
}

{:ok, r} = Reconcile.reconcile(sock, desired)
r.converged?
{:ok, r2} = Reconcile.reconcile(sock, desired, r.last_applied)  # idempotent

      


      
        Summary


  
    Types
  


    
      
        address_spec()

      


        Address entry: {interface_name, ip, prefixlen}.



    


    
      
        desired()

      


        Desired state, authored by interface name.



    


    
      
        last_applied()

      


        Reconciler-held ownership, threaded between passes.



    


    
      
        route_spec()

      


        Route entry — see the moduledoc.



    





  
    Functions
  


    
      
        default_protocol()

      


        The default route-ownership rtm_protocol (76, ASCII 'L').



    


    
      
        reconcile(socket, desired, last_applied \\ %{}, opts \\ [])

      


        Runs one reconcile pass against desired in the socket's namespace.



    





      


      
        Types


        


  
    
      
    
    
      address_spec()



        
          
        

    

  


  

      

          @type address_spec() :: {String.t(), binary() | Linx.IP.t(), non_neg_integer()}


      


Address entry: {interface_name, ip, prefixlen}.

  



  
    
      
    
    
      desired()



        
          
        

    

  


  

      

          @type desired() :: %{
  optional(:addresses) => [address_spec()],
  optional(:routes) => [route_spec()]
}


      


Desired state, authored by interface name.

  



  
    
      
    
    
      last_applied()



        
          
        

    

  


  

      

          @type last_applied() :: %{optional(:addresses) => MapSet.t()}


      


Reconciler-held ownership, threaded between passes.

  



  
    
      
    
    
      route_spec()



        
          
        

    

  


  

      

          @type route_spec() ::
  {binary() | Linx.IP.t(), non_neg_integer(), binary() | Linx.IP.t()}
  | {binary() | Linx.IP.t(), non_neg_integer(), binary() | Linx.IP.t(),
     keyword()}
  | {:default, binary() | Linx.IP.t()}
  | {:default, binary() | Linx.IP.t(), keyword()}


      


Route entry — see the moduledoc.

  


        

      

      
        Functions


        


  
    
      
    
    
      default_protocol()



        
          
        

    

  


  

      

          @spec default_protocol() :: pos_integer()


      


The default route-ownership rtm_protocol (76, ASCII 'L').

  



    

    

  
    
      
    
    
      reconcile(socket, desired, last_applied \\ %{}, opts \\ [])



        
          
        

    

  


  

      

          @spec reconcile(Linx.Netlink.Socket.t(), desired(), last_applied(), keyword()) ::
  {:ok, Linx.Netlink.Rtnl.Reconcile.Report.t()} | {:error, term()}


      


Runs one reconcile pass against desired in the socket's namespace.
Returns {:ok, %Report{}} — per-op kernel failures live in the report's
:failed, since a partial apply is a normal transient state the next pass
corrects. Returns {:error, {:normalize, reason}} if the desired state is
invalid (an unknown interface, an unparseable address, a family mismatch) —
nothing is applied in that case. Returns {:error, term} if observing the
kernel fails.
Options
	:protocol — the route-ownership tag (integer or a Route protocol
atom). Default default_protocol/0.


  


        

      


  

    
Linx.Netlink.Rtnl.Reconcile.Report 
    



      
The outcome of one Linx.Netlink.Rtnl.Reconcile.reconcile/4 pass.
rtnl ops are ordered (addresses must exist before the routes that use them),
so a pass is fail-fast: it stops at the first op that errors, and the ops
it had not yet reached become :pending. The level-triggered next pass
re-converges them. (This is the same report shape as
Linx.Sysctl.Reconcile.Report; the strategy differs because rtnl ops are
ordered where sysctl's are independent — see the reconcile design notes.)
Fields:
	:converged? — true iff nothing was left undone (:failed and
:pending both empty).
	:applied — ops that succeeded this pass, in apply order. Each is a
Linx.Netlink.Rtnl.Diff op ({:create | :update | :delete, struct}).
	:failed — {op, error} for the op that stopped the pass (at most one,
fail-fast).
	:pending — ops not attempted after the failure.
	:last_applied — the updated ownership map to thread into the next
pass: %{addresses: MapSet.t()} of Diff.address_key/1 values. (Routes
are owned by their rtm_protocol tag, so they need no last-applied set.)

Inspect
#Linx.Netlink.Rtnl.Reconcile.Report<converged: 4 applied>
#Linx.Netlink.Rtnl.Reconcile.Report<2 applied, 1 failed, 3 pending>
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      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Netlink.Rtnl.Reconcile.Report{
  applied: [Linx.Netlink.Rtnl.Diff.op()],
  converged?: boolean(),
  failed: [{Linx.Netlink.Rtnl.Diff.op(), term()}],
  last_applied: %{optional(:addresses) => MapSet.t()},
  pending: [Linx.Netlink.Rtnl.Diff.op()]
}


      



  


        

      


  

    
Linx.Netlink.Rtnl.Reconcile.Source 
    



      
Linx.Reconcile.Source adapter for rtnetlink — lets the generic
Linx.Reconcile loop drive Linx.Netlink.Rtnl.Reconcile and
Linx.Netlink.Rtnl.Monitor.
The scope is a Linx.Netlink.Socket.netns/0 (:host, {:pid, n},
{:path, p}). Each pass opens a short-lived rtnetlink socket in that
namespace, runs the ordered single-shot reconcile, and closes it — so the
loop owns no socket lifecycle, and the per-namespace scoping that makes
reconcilers unable to fight each other (see the reconcile design notes) falls
out for free. subscribe/2 starts a Monitor on the same namespace for
low-latency wakeups; on ENOBUFS it emits :resync_needed, which the loop
treats like any other hint — look now, re-diff full state.
This is a thin delegation; for direct control use Linx.Netlink.Rtnl.Reconcile.

      




  

    
Linx.Reconcile 
    



      
An opt-in, level-triggered reconcile loop over a single subsystem.
This is the long-lived control loop that turns Linx's single-shot
reconcile mechanism into continuous convergence: it re-observes and
re-diffs on a timer (the correctness mechanism — manual drift, crashes, and
reboots are corrected on the next pass), and reacts within milliseconds to a
subsystem Monitor when one is available (a latency layer over the timer).
Events are hints; resync is truth.
It is deliberately thin and genuinely opt-in — a primitives library that
refuses to become a runtime offers this as a separable convenience, never a
default:
	Zero footprint if absent. Nothing here runs unless you start it. There
is no Application boot side effect and no auto-supervised process; the
reconcile and Monitor primitives work fully standalone.
	Your tree, not ours. You add {Linx.Reconcile, opts} to your own
supervision tree. Linx ships no supervisor that bundles it in.
	No hidden global state. It holds only the desired state and
last_applied you give it; there is no singleton or registry.
	Single-subsystem by construction. It drives one
Linx.Reconcile.Source in one namespace. The cross-subsystem composite
("this container, with this network, in this cgroup") is the consumer's —
it is not, and cannot be, expressed here.
	Separable. It is implemented entirely on the public Source contract
(single-shot reconcile + an optional Monitor subscribe). Deleting it
would cost a consumer only a ~15-line timer loop, nothing load-bearing.

It is especially handy for the simplest consumer — a plain host-network or
sysctl config app with no supervision tree of its own to roll a loop from —
for which it may be the recommended easy path, while still never automatic.
Usage
Add it to your own supervision tree, naming the Linx.Reconcile.Source
adapter for the subsystem, the scope (the namespace, in that subsystem's
shape), and the desired state:
children = [
  {Linx.Reconcile,
   source: Linx.Sysctl.Reconcile.Source,
   scope: :self,
   desired: %{"net.ipv4.ip_forward" => 1},
   name: :host_sysctls}
]
Supervisor.start_link(children, strategy: :one_for_one)
or for rtnl, monitoring a network namespace by pid:
{Linx.Reconcile,
 source: Linx.Netlink.Rtnl.Reconcile.Source,
 scope: {:pid, container_pid},
 desired: %{addresses: [{"eth0", "10.0.0.2", 24}], routes: [{:default, "10.0.0.1"}]},
 interval: :timer.seconds(30)}
Options
	:source (required) — a module implementing Linx.Reconcile.Source.
	:scope (required) — the namespace handle, in the source's shape.
	:desired (required) — the desired state, in the source's shape.
	:reconcile_opts — keyword forwarded verbatim to the source's
reconcile/4 (e.g. rtnl's :protocol, sysctl's :revert_on_release).
	:last_applied — initial ownership state (default %{}).
	:interval — timer-resync period in ms, or :infinity to disable the
timer and rely solely on the Monitor. Default 5000.
	:monitor — whether to subscribe to the source's Monitor for low-latency
wakeups (default true; a source that returns :unsupported falls back
to timer-only transparently).
	:debounce — ms to coalesce a burst of Monitor hints (or a put_desired)
into one pass. Default 100.
	:owner — a pid to notify after each pass with
{:linx_reconcile, :report, report} / {:linx_reconcile, :error, reason}
(default: no notifications).
	:name — a GenServer name to register under.

Failure model
When monitor: true, the loop links to the Monitor it starts: if the
Monitor dies the loop dies, and a supervisor restart resubscribes and does a
full resync from scratch (which is correct — resync is truth). A reconcile
pass that returns {:error, _} does not crash the loop; it keeps the previous
last_applied and retries on the next tick.
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    Functions
  


    
      
        last_report(server)

      


        Returns the most recent reconcile report, or nil if no pass has completed yet.



    


    
      
        put_desired(server, desired)

      


        Replaces the desired state and schedules a (debounced) reconcile to converge
on it. Returns :ok immediately.



    


    
      
        reconcile(server, timeout \\ 5000)

      


        Forces one reconcile pass now, synchronously, and returns its result
({:ok, report} or {:error, reason}). Useful in tests and for a consumer
that wants to converge on demand without waiting for the next tick.



    


    
      
        start_link(opts)

      


        Starts the loop. See the moduledoc for options.



    


    
      
        stop(server)

      


        Stops the loop (and, via the link, its Monitor).
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      option()



        
          
        

    

  


  

      

          @type option() ::
  {:source, module()}
  | {:scope, Linx.Reconcile.Source.scope()}
  | {:desired, Linx.Reconcile.Source.desired()}
  | {:reconcile_opts, keyword()}
  | {:last_applied, Linx.Reconcile.Source.last_applied()}
  | {:interval, pos_integer() | :infinity}
  | {:monitor, boolean()}
  | {:debounce, non_neg_integer()}
  | {:owner, pid()}
  | {:name, GenServer.name()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      last_report(server)



        
          
        

    

  


  

      

          @spec last_report(GenServer.server()) :: Linx.Reconcile.Source.report() | nil


      


Returns the most recent reconcile report, or nil if no pass has completed yet.

  



  
    
      
    
    
      put_desired(server, desired)



        
          
        

    

  


  

      

          @spec put_desired(GenServer.server(), Linx.Reconcile.Source.desired()) :: :ok


      


Replaces the desired state and schedules a (debounced) reconcile to converge
on it. Returns :ok immediately.

  



    

  
    
      
    
    
      reconcile(server, timeout \\ 5000)



        
          
        

    

  


  

      

          @spec reconcile(GenServer.server(), timeout()) ::
  {:ok, Linx.Reconcile.Source.report()} | {:error, term()}


      


Forces one reconcile pass now, synchronously, and returns its result
({:ok, report} or {:error, reason}). Useful in tests and for a consumer
that wants to converge on demand without waiting for the next tick.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

      

          @spec start_link([option()]) :: GenServer.on_start()


      


Starts the loop. See the moduledoc for options.

  



  
    
      
    
    
      stop(server)



        
          
        

    

  


  

      

          @spec stop(GenServer.server()) :: :ok


      


Stops the loop (and, via the link, its Monitor).

  


        

      


  

    
Linx.Reconcile.Source behaviour
    



      
The plug-in contract that lets the generic Linx.Reconcile loop drive any
reconcilable subsystem — deliberately minimal.
Each reconcilable subsystem keeps its own rich, type-bearing surface
(Linx.Sysctl.Reconcile, Linx.Netlink.Rtnl.Reconcile, …) for consumers
that want direct control. This behaviour is the narrow seam the loop drives,
implemented by a small adapter that delegates to that surface — so the loop
stays subsystem-agnostic and the per-subsystem APIs stay free of a
lowest-common-denominator façade.
Two layers, then:
	the per-subsystem reconcile/3,4 a consumer calls directly when it wants
control, and
	this uniform contract the Linx.Reconcile loop drives.

The scope
A scope names the namespace the source acts in, in whatever shape that
subsystem already accepts. It is an opaque value to the loop, threaded
verbatim into every callback:
	sysctl — the :in target (:self, {:pid, n}, {:path, p});
	rtnl — a Linx.Netlink.Socket.netns/0 (:host, {:pid, n},
{:path, p}), the source opening a short-lived socket per pass.

The report contract
reconcile/4 returns {:ok, report} on a completed pass (even a partial one
— per-op failures live inside the report). The loop relies on two fields
being present on that report, by convention shared across every subsystem's
report struct:
	:converged? — boolean(), whether the pass left nothing undone;
	:last_applied — the updated ownership state to thread into the next
pass.

Both Linx.Sysctl.Reconcile.Report and Linx.Netlink.Rtnl.Reconcile.Report
carry these (alongside :applied/:failed/:pending). {:error, reason} is
reserved for a pass that could not run at all (could not observe the kernel,
an invalid desired state) — the loop keeps the previous last_applied and
retries on the next tick.
Litmus test
This contract is also the go/no-go test for whether the opt-in loop is worth
shipping: if subsystems implement these callbacks by clean delegation, the
loop is trivially worth it; if atomicity or ownership force contortions, we
stop at the single-shot reconcile + Monitor primitives and let consumers
wrap them directly. An out-of-tree PoC and the sysctl/rtnl adapters cleared it.

      


      
        Summary


  
    Types
  


    
      
        desired()

      


        The desired state, in the subsystem's own desired-state shape.



    


    
      
        last_applied()

      


        Reconciler-held ownership, threaded between passes. %{} is empty.



    


    
      
        observed()

      


        Observed kernel state, in the subsystem's own observed shape.



    


    
      
        opts()

      


        Subsystem-specific options, forwarded verbatim to the per-pass verb.



    


    
      
        report()

      


        A reconcile report. Must expose at least :converged? (boolean) and
:last_applied (the next ownership state) — see the moduledoc.



    


    
      
        scope()

      


        Opaque namespace handle, in the shape the subsystem already accepts.



    





  
    Callbacks
  


    
      
        observe(scope, opts)

      


        Observes current kernel state in scope. Optional — the loop does not call
it (it drives reconcile/4, which observes internally); it rounds out the
contract for consumers and diagnostics.



    


    
      
        reconcile(scope, desired, last_applied, opts)

      


        Runs one reconcile pass in scope against desired, given the prior
last_applied. Returns {:ok, report} on a completed (possibly partial)
pass, or {:error, reason} if the pass could not run at all.



    


    
      
        subscribe(scope, owner)

      


        Starts a Monitor delivering change hints to owner, for the loop's low-latency
wakeups. Returns {:ok, monitor_pid}, :unsupported (the loop runs
timer-only), or {:error, reason}.
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      desired()



        
          
        

    

  


  

      

          @type desired() :: term()


      


The desired state, in the subsystem's own desired-state shape.

  



  
    
      
    
    
      last_applied()



        
          
        

    

  


  

      

          @type last_applied() :: term()


      


Reconciler-held ownership, threaded between passes. %{} is empty.

  



  
    
      
    
    
      observed()



        
          
        

    

  


  

      

          @type observed() :: term()


      


Observed kernel state, in the subsystem's own observed shape.

  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: keyword()


      


Subsystem-specific options, forwarded verbatim to the per-pass verb.

  



  
    
      
    
    
      report()



        
          
        

    

  


  

      

          @type report() :: %{
  :converged? => boolean(),
  :last_applied => last_applied(),
  optional(atom()) => term()
}


      


A reconcile report. Must expose at least :converged? (boolean) and
:last_applied (the next ownership state) — see the moduledoc.

  



  
    
      
    
    
      scope()



        
          
        

    

  


  

      

          @type scope() :: term()


      


Opaque namespace handle, in the shape the subsystem already accepts.

  


        

      

      
        Callbacks


        


  
    
      
    
    
      observe(scope, opts)


        (optional)


        
          
        

    

  


  

      

          @callback observe(scope(), opts()) :: {:ok, observed()} | {:error, term()}


      


Observes current kernel state in scope. Optional — the loop does not call
it (it drives reconcile/4, which observes internally); it rounds out the
contract for consumers and diagnostics.

  



  
    
      
    
    
      reconcile(scope, desired, last_applied, opts)



        
          
        

    

  


  

      

          @callback reconcile(scope(), desired(), last_applied(), opts()) ::
  {:ok, report()} | {:error, term()}


      


Runs one reconcile pass in scope against desired, given the prior
last_applied. Returns {:ok, report} on a completed (possibly partial)
pass, or {:error, reason} if the pass could not run at all.

  



  
    
      
    
    
      subscribe(scope, owner)



        
          
        

    

  


  

      

          @callback subscribe(scope(), owner :: pid()) ::
  {:ok, pid()} | {:error, term()} | :unsupported


      


Starts a Monitor delivering change hints to owner, for the loop's low-latency
wakeups. Returns {:ok, monitor_pid}, :unsupported (the loop runs
timer-only), or {:error, reason}.
The loop treats every message it then receives as a level-triggered "look now"
hint — it never acts on an event payload — so the monitor's exact message
shape is its own concern.

  


        

      


  

    
Linx.Sysctl.Reconcile 
    



      
Single-shot declarative reconciliation for sysctls — observe, diff, apply
once, and return what happened.
This is the mechanism half of declarative config: caller-driven, holds no
long-lived state, owns no process. The long-lived control loop, .conf
parsing, and reload policy stay out — they belong to a consumer (or the
opt-in reconcile loop). Linx.Sysctl remains pure primitives; this module
composes them into the observe → diff → converge triad.
Sysctl is the simplest declarative subsystem — a flat %{key => value} map
with no ordering or identity subtlety — so it is also the proving ground for
the reconcile discipline that the harder subsystems (rtnl) reuse. The
function shapes here (observe/diff/reconcile) deliberately match the
contract a generic reconcile loop will drive.
Desired state
A plain map from dot-form key to the value you want, using the same value
types Linx.Sysctl.write/3 accepts:
%{
  "net.ipv4.ip_forward" => 1,
  "kernel.printk" => [4, 4, 1, 7],
  "kernel.hostname" => "ct0"
}
last_applied — three-way ownership
Convergence alone (write where observed differs from desired) is two-way and
needs no history. The third input, last_applied, is what lets reconcile do
the right thing when a key leaves the desired set — the sysctl analogue of
kubectl apply's last-applied-configuration. It is a map:
%{key => %{applied: value_we_wrote, original: value_before_we_touched_it}}
It is reconciler-held state: returned in the report as
report.last_applied, threaded by the caller into the next pass, and never
persisted (it dies with the node — see the reconcile design notes). Start
from %{}.
When a key in last_applied is no longer in desired it is released:
	default — the kernel value is left untouched and the op is reported as
{:release, key} (sysctl has no "unset"; we simply stop managing it);
	with revert_on_release: true — we write the captured :original back,
reported as {:revert, key, original}. Off by default because reverting
is a surprising side effect and the captured original is only meaningful
while the node that captured it is alive.

Strategy
Sysctl writes are independent per key, so a pass is best-effort: every op
is attempted; failures collect in report.failed and never starve the
others. The next pass re-converges anything still wrong (level-triggered:
events are hints, resync is truth).
Example
desired = %{"net.ipv4.ip_forward" => 1, "net.ipv4.conf.all.rp_filter" => 1}

{:ok, r} = Linx.Sysctl.Reconcile.reconcile(desired)
r.converged?            #=> true once the kernel matches
r.last_applied          #=> feed into the next pass

# later tick, against the same target
{:ok, r2} = Linx.Sysctl.Reconcile.reconcile(desired, r.last_applied)

      


      
        Summary


  
    Types
  


    
      
        desired()

      


        Desired state: dot-form key to the value to converge on.



    


    
      
        last_applied()

      


        Reconciler-held ownership map, keyed by dot-form sysctl key.



    


    
      
        op()

      


        A reconcile op. :set/:revert write; :release is a no-op marker.



    


    
      
        opts()

      


        Options for reconcile/3 and diff/4



    


    
      
        ownership()

      


        Per-key ownership record. :applied is the value we last wrote; :original
is the value that was there before we first touched the key (or nil if it
was unreadable at capture time).



    





  
    Functions
  


    
      
        diff(observed, desired, last_applied \\ %{}, opts \\ [])

      


        Computes the ops that would converge observed to desired, given the
last_applied ownership map. Pure — no I/O.



    


    
      
        observe(keys, opts \\ [])

      


        Reads the current value of each key into a %{key => value} map.



    


    
      
        reconcile(desired, last_applied \\ %{}, opts \\ [])

      


        Runs one reconcile pass against the desired state.



    





      


      
        Types


        


  
    
      
    
    
      desired()



        
          
        

    

  


  

      

          @type desired() :: %{optional(Linx.Sysctl.key()) => Linx.Sysctl.value()}


      


Desired state: dot-form key to the value to converge on.

  



  
    
      
    
    
      last_applied()



        
          
        

    

  


  

      

          @type last_applied() :: %{optional(Linx.Sysctl.key()) => ownership()}


      


Reconciler-held ownership map, keyed by dot-form sysctl key.

  



  
    
      
    
    
      op()



        
          
        

    

  


  

      

          @type op() ::
  {:set, Linx.Sysctl.key(), Linx.Sysctl.value()}
  | {:revert, Linx.Sysctl.key(), Linx.Sysctl.value()}
  | {:release, Linx.Sysctl.key()}


      


A reconcile op. :set/:revert write; :release is a no-op marker.

  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: [in: Linx.Sysctl.in_target(), revert_on_release: boolean()]


      


Options for reconcile/3 and diff/4:
	:in — target namespace, forwarded verbatim to Linx.Sysctl
(:self default, {:pid, n}, {:path, p}).
	:revert_on_release — restore captured originals when a key leaves the
desired set (default false).


  



  
    
      
    
    
      ownership()



        
          
        

    

  


  

      

          @type ownership() :: %{
  applied: Linx.Sysctl.value(),
  original: Linx.Sysctl.value() | nil
}


      


Per-key ownership record. :applied is the value we last wrote; :original
is the value that was there before we first touched the key (or nil if it
was unreadable at capture time).

  


        

      

      
        Functions


        


    

    

  
    
      
    
    
      diff(observed, desired, last_applied \\ %{}, opts \\ [])



        
          
        

    

  


  

      

          @spec diff(
  %{optional(Linx.Sysctl.key()) => binary()},
  desired(),
  last_applied(),
  opts()
) :: [op()]


      


Computes the ops that would converge observed to desired, given the
last_applied ownership map. Pure — no I/O.
Produces:
	{:set, key, value} — desired key whose observed value differs (or that
is absent from observed);
	{:revert, key, original} — released key, when revert_on_release: true
and an original was captured;
	{:release, key} — released key otherwise.

Order is irrelevant for sysctl; ops are emitted sets-then-releases for a
stable, readable result.

  



    

  
    
      
    
    
      observe(keys, opts \\ [])



        
          
        

    

  


  

      

          @spec observe([Linx.Sysctl.key()], opts()) :: %{
  optional(Linx.Sysctl.key()) => binary()
}


      


Reads the current value of each key into a %{key => value} map.
Keys that can't be read (e.g. :enoent, :eacces) are simply absent from
the result — the diff treats an absent desired key as needing a write and
lets the write surface the real error.

  



    

    

  
    
      
    
    
      reconcile(desired, last_applied \\ %{}, opts \\ [])



        
          
        

    

  


  

      

          @spec reconcile(desired(), last_applied(), opts()) ::
  {:ok, Linx.Sysctl.Reconcile.Report.t()}


      


Runs one reconcile pass against the desired state.
Reads the current value of every relevant key (those in desired and those
still owned in last_applied), diffs, applies best-effort, and returns
{:ok, %Report{}}. The report's :last_applied is the updated ownership
map to thread into the next pass.
Never returns {:error, _} for kernel-level failures — per-op errors are
recorded in report.failed, because a partial apply is a normal transient
state the next pass corrects, not a fatal condition. (A malformed :in
option still raises via the underlying verbs.)

  


        

      


  

    
Linx.Sysctl.Reconcile.Report 
    



      
The outcome of one Linx.Sysctl.Reconcile.reconcile/3 pass.
A reconcile pass applies a list of ops (see t:op/0) and records what
happened. Sysctl writes are independent per key, so the pass is
best-effort: every op is attempted, and any that error land in
:failed rather than aborting the rest. (Ordered subsystems like rtnl,
where a later op depends on an earlier one, use the same report shape but a
fail-fast strategy: :failed holds at most one op and :pending holds the
rest. The struct is uniform; the strategy is per subsystem.)
Fields:
	:converged? — true iff nothing was left undone: no ops were needed,
or every op applied. false iff anything failed (or, for a fail-fast
subsystem, anything is still pending).
	:applied — ops that succeeded this pass, in attempt order.
	:failed — {op, %Linx.Sysctl.Error{}} pairs for ops that errored.
	:pending — ops not attempted. Always [] for sysctl (best-effort
attempts everything); non-empty only for fail-fast subsystems.
	:last_applied — the updated ownership map to thread into the next
pass (see Linx.Sysctl.Reconcile for its shape and why it is
reconciler-held, never persisted). Carrying it here lets a loop do
{:ok, report} = reconcile(desired, report.last_applied) each tick.

Inspect
Renders compactly:
#Linx.Sysctl.Reconcile.Report<converged: 3 applied>
#Linx.Sysctl.Reconcile.Report<2 applied, 1 failed>
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      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Sysctl.Reconcile.Report{
  applied: [Linx.Sysctl.Reconcile.op()],
  converged?: boolean(),
  failed: [{Linx.Sysctl.Reconcile.op(), Linx.Sysctl.Error.t()}],
  last_applied: Linx.Sysctl.Reconcile.last_applied(),
  pending: [Linx.Sysctl.Reconcile.op()]
}


      



  


        

      


  

    
Linx.Sysctl.Reconcile.Source 
    



      
Linx.Reconcile.Source adapter for sysctls — lets the generic
Linx.Reconcile loop drive Linx.Sysctl.Reconcile.
The scope is the sysctl :in target (:self, {:pid, n}, {:path, p}),
forwarded as the :in option of each pass. Sysctl has no kernel multicast,
so subscribe/2 returns :unsupported — the loop runs timer-only, which is
exactly right for a subsystem that never changes behind your back.
This is a thin delegation; for direct control use Linx.Sysctl.Reconcile.

      




  

    
Linx.IP 
    



      
An IPv4 or IPv6 address.
Construction
iex> Linx.IP.parse("10.0.0.5")
{:ok, ~IP"10.0.0.5"}

iex> Linx.IP.parse("fc00::1")
{:ok, ~IP"fc00::1"}
The ~IP sigil
import Linx.IP and build addresses (or subnets, when the literal
contains /) at compile time:
iex> import Linx.IP
iex> ~IP"10.0.0.5"
~IP"10.0.0.5"
iex> ~IP"10.0.0.0/24"
~IP"10.0.0.0/24"
Invalid input raises at compile time, so a bad literal can never reach the
kernel.
Inspect
An IP renders as the same sigil that would build it — ~IP"10.0.0.5" —
so iex output round-trips back into source code.
Wire codec
encode/1 and decode/1 are the Linx.Netlink.Codec entry points: a
Linx.IP serializes to its raw bytes (4 for IPv4, 16 for IPv6), and the
family is recovered on decode from the byte length.
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    Types
  


    
      
        family()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        parse(string)

      


        Parses a string into an Linx.IP — IPv4 or IPv6.



    


    
      
        sigil_IP(arg, modifiers)

      


        The ~IP sigil: builds an Linx.IP (or Linx.IP.Subnet if the literal
contains /) at compile time. Invalid input raises ArgumentError.



    


    
      
        to_string(ip)

      


        Renders an Linx.IP as a string — dotted-quad for IPv4, canonical
compressed for IPv6 (fc00::1, not fc00:0:0:0:0:0:0:1).
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      family()



        
          
        

    

  


  

      

          @type family() :: :inet | :inet6
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          @type t() :: %Linx.IP{bytes: binary(), family: family()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      parse(string)



        
          
        

    

  


  

      

          @spec parse(binary()) :: {:ok, t()} | {:error, term()}


      


Parses a string into an Linx.IP — IPv4 or IPv6.

  



  
    
      
    
    
      sigil_IP(arg, modifiers)


        (macro)


        
          
        

    

  


  

The ~IP sigil: builds an Linx.IP (or Linx.IP.Subnet if the literal
contains /) at compile time. Invalid input raises ArgumentError.

  



  
    
      
    
    
      to_string(ip)



        
          
        

    

  


  

      

          @spec to_string(t()) :: binary()


      


Renders an Linx.IP as a string — dotted-quad for IPv4, canonical
compressed for IPv6 (fc00::1, not fc00:0:0:0:0:0:0:1).

  


        

      


  

    
Linx.IP.Subnet 
    



      
An IPv4 or IPv6 subnet — a network address and a prefix length, parsed
from CIDR notation.
iex> Linx.IP.Subnet.parse("10.0.0.0/24")
{:ok, ~IP"10.0.0.0/24"}

iex> import Linx.IP
iex> ~IP"fc00::/16"
~IP"fc00::/16"
Subnet operations
iex> import Linx.IP
iex> Linx.IP.Subnet.contains?(~IP"10.0.0.0/8", ~IP"10.99.0.5")
true
iex> Linx.IP.Subnet.network(~IP"10.0.42.5/24")
~IP"10.0.42.0"
iex> Linx.IP.Subnet.broadcast(~IP"10.0.42.5/24")
~IP"10.0.42.255"
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        broadcast(subnet)

      


        Returns the IPv4 broadcast address of subnet, or nil for IPv6 (which
has no broadcast).



    


    
      
        contains?(arg1, arg2)

      


        Returns whether subnet contains ip.



    


    
      
        network(subnet)

      


        Returns subnet's network address — the input address with host bits
zeroed.



    


    
      
        parse(string)

      


        Parses a CIDR string ("10.0.0.0/24", "fc00::/16") into a subnet.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.IP.Subnet{address: Linx.IP.t(), prefix: 0..128}
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      broadcast(subnet)



        
          
        

    

  


  

      

          @spec broadcast(t()) :: Linx.IP.t() | nil


      


Returns the IPv4 broadcast address of subnet, or nil for IPv6 (which
has no broadcast).

  



  
    
      
    
    
      contains?(arg1, arg2)



        
          
        

    

  


  

      

          @spec contains?(t(), Linx.IP.t()) :: boolean()


      


Returns whether subnet contains ip.
False when the address families differ.

  



  
    
      
    
    
      network(subnet)



        
          
        

    

  


  

      

          @spec network(t()) :: Linx.IP.t()


      


Returns subnet's network address — the input address with host bits
zeroed.

  



  
    
      
    
    
      parse(string)



        
          
        

    

  


  

      

          @spec parse(binary()) :: {:ok, t()} | {:error, term()}


      


Parses a CIDR string ("10.0.0.0/24", "fc00::/16") into a subnet.

  


        

      


  

    
Linx.MAC 
    



      
A 48-bit MAC (link-layer) address.
Construction
iex> Linx.MAC.parse("00:11:22:33:44:55")
{:ok, ~MAC"00:11:22:33:44:55"}
The ~MAC sigil
import Linx.MAC and build MAC literals at compile time:
iex> import Linx.MAC
iex> ~MAC"02:aa:bb:cc:dd:ee"
~MAC"02:aa:bb:cc:dd:ee"
Inspect
A MAC renders as the same sigil that would build it —
~MAC"02:aa:bb:cc:dd:ee" — so iex output round-trips into source.
Wire codec
encode/1 and decode/1 are the Linx.Netlink.Codec entry points: a
Linx.MAC serializes to its 6 raw bytes; decode reads 6 bytes back.
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        t()
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        parse(string)

      


        Parses a colon-separated hex string into an Linx.MAC.



    


    
      
        sigil_MAC(arg, modifiers)

      


        The ~MAC sigil: builds a Linx.MAC at compile time. Invalid input
raises ArgumentError.



    


    
      
        to_string(mac)

      


        Renders a Linx.MAC as a colon-separated hex string.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.MAC{bytes: <<_::48>>}
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      parse(string)



        
          
        

    

  


  

      

          @spec parse(binary()) :: {:ok, t()} | {:error, term()}


      


Parses a colon-separated hex string into an Linx.MAC.

  



  
    
      
    
    
      sigil_MAC(arg, modifiers)


        (macro)


        
          
        

    

  


  

The ~MAC sigil: builds a Linx.MAC at compile time. Invalid input
raises ArgumentError.

  



  
    
      
    
    
      to_string(mac)



        
          
        

    

  


  

      

          @spec to_string(t()) :: binary()


      


Renders a Linx.MAC as a colon-separated hex string.

  


        

      


  

    
Linx.Process 
    



      
Linux process-lifecycle primitives — clone(2) with namespace flags,
setns(2), execve(2), signal delivery and exit-status reporting —
exposed through one GenServer per spawned child.
Why a separate OS process
clone(), fork() and unshare() performed inside the multithreaded
BEAM corrupt the VM. So the actual syscalls live in a small external C
binary — priv/linx_process, built from c_src/linx_process.c by the
:linx_process Mix compiler — spawned via Port.open with
:nouse_stdio and {:packet, 4} framing. Control traffic is Erlang
External Term Format on fd 3 (BEAM → binary) and fd 4 (binary → BEAM);
fd 0/1/2 stay free for the workload's stdio.
This module IS the GenServer. The pid returned by spawn/1 (and later
enter/2) is the session handle: pass it to proceed/1, signal/2,
wait/1, info/1, and pty_master/1.
Owner events
The owner (the caller of spawn/1, or :owner explicitly) receives
these messages over the course of a session:
	{:linx_process, :ready, host_pid} — the child reached the
checkpoint. host_pid is the workload's pid in the host's PID
namespace — the value you use to address it from the host
(/proc/<host_pid>/..., setns, mounts, uid maps, signals). The
child's own view of its pid (1 inside a fresh PID namespace) is
available via info/1's :child_pid if you need it.
	{:linx_process, :running} — the child has execve'd the
workload.
	{:linx_process, :exited, code} — the workload exited normally.
	{:linx_process, :signaled, signum} — the workload was killed
by a signal.
	{:linx_process, :aborted} — abort/1 succeeded; the workload
never reached execve.
	{:linx_process, :pty_out, binary} — PTY mode only; bytes the
workload wrote to its terminal.
	{:linx_process, :error, errno, stage} — a pre-exec failure or
a transport-level problem; see the stage table below.

Each session emits exactly one terminal event (:exited /
:signaled / :aborted / :error) and then no further owner
messages follow. The GenServer stays alive so wait/1 callers
blocked on it can still receive the recorded answer; it terminates
with the linked spawn/1 caller.
Error stages
The stage atom in {:linx_process, :error, errno, stage} names
what failed. The errno is a POSIX errno integer (per
linux/asm-generic/errno-base.h), with two exceptions noted below.
Syscall failures in the agent (pre-clone setup)
	:posix_openpt, :ptsetup, :ptsname, :pts_open — PTY pair
creation (PTY mode only).
	:sigprocmask, :pipe2, :signalfd — internal pipe and signal
plumbing.

Process creation
	:clone — clone(2) failed (spawn mode).
	:fork — fork(2) failed (enter mode).

Namespace entry (enter mode only)
	:open_ns_<type> — /proc/<target>/ns/<type> couldn't be
opened. <type> is one of user mnt uts ipc cgroup net time pid.
	:setns_<type> — setns(2) failed for that namespace.

Child-side pre-exec failures (post-checkpoint)
	:stdio — apply_stdio failed (dup2 onto 0/1/2, AFUNIX
connect for `{:connect_unix, }, or the PTY slave'sTIOCSCTTY`).
	:chdir — chdir(2) to the :cwd option failed in the child
(e.g. the directory doesn't exist in the workload's root).
	:execve — execve(2) returned (i.e. failed).
	:cap_drop_bounding, :cap_set_thread, :cap_set_ambient —
one of the capability syscalls failed in the child
(Linx.Capabilities).
	:seccomp_install — seccomp(SECCOMP_SET_MODE_FILTER, …) failed
in the child (Linx.Seccomp.install/2). Common errno is EINVAL
(22) for a malformed cBPF blob; EPERM (1) when the caller is
unprivileged and PR_SET_NO_NEW_PRIVS isn't on (and the
"be helpful" auto-set also failed).
	:seccomp_no_new_privs — prctl(PR_SET_NO_NEW_PRIVS, 1) failed
in the child. Rare; the only documented failure mode is EINVAL
under an exotic LSM policy.

Transport (BEAM ↔ agent wire)
	:malformed_request — the agent couldn't parse the
{:spawn, _} / {:enter, _} request. errno is EINVAL (22).
	:request_too_big — the request exceeded the agent's 32 KiB
buffer. errno is EMSGSIZE (90).
	:command_too_big — a post-:running command exceeded the
buffer; the session is torn down. errno is EMSGSIZE.
	:ready_frame — couldn't read the {:ready, _} frame from
the child (child died early, internal pipe broke). errno is
the underlying I/O error or EIO on EOF.
	:malformed_ready — got bytes but couldn't decode them as a
{:ready, _} ei frame. errno is EPROTO (71).
	:exec_outcome — couldn't read the post-:proceed outcome
from the child. errno is EIO.

Catastrophic agent failure (BEAM-side synthesised)
	:agent_died — the agent process exited without sending any
terminal status frame (segfault, OOM-kill, hard _exit from
an unanticipated path). The second element is the agent's
exit code, not a POSIX errno; the :agent_died stage tag
is the signal that interpretation differs. This message is
synthesised by the BEAM-side GenServer on
{port, {:exit_status, _}} when no other terminal has been
recorded yet, so the owner never hangs.
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        abort(session)

      


        Releases a parked session without running the workload. The
alternative to proceed/1 from the :ready state.



    


    
      
        child_spec(init_arg)

      


        Builds a supervisor child specification that runs spawn/1 under
supervision — the way to auto-restart a workload "with the same arguments".



    


    
      
        enter(target_pid, opts)

      


        Runs a new process inside an existing target's namespaces via
setns(2) + execve(2).



    


    
      
        host_pid(session)

      


        Returns the workload's pid as the host sees it.



    


    
      
        info(session)

      


        Returns a snapshot of the session's state as a %Linx.Process.Info{}.



    


    
      
        proceed(session)

      


        Advances the child past the checkpoint: the agent forwards :proceed
to the cloned child, which then execves the workload.



    


    
      
        pty_master(session)

      


        Returns {:ok, session} if the session was started with stdio: :pty
— the session pid is itself the handle to read from (via
{:linx_process, :pty_out, _} events on the owner) and to write to
(via pty_write/2). Returns {:error, :no_pty} otherwise.



    


    
      
        pty_set_winsize(session, bad)

      


        Sets the workload's PTY window size (TIOCSWINSZ on the master end,
via the agent).



    


    
      
        pty_write(session, bytes)

      


        Writes bytes to the workload's PTY master, which the workload sees as
input on its stdin.



    


    
      
        set_owner(session, new_owner)

      


        Reassigns the session's owner — the process that receives the
{:linx_process, _} lifecycle events and, in PTY mode, :pty_out. Returns
:ok (or {:error, :no_process} if the session GenServer is already gone).



    


    
      
        signal(session, signum)

      


        Sends OS signal signum to the workload.



    


    
      
        spawn(opts)

      


        Spawns a child process via clone(2), optionally into fresh namespaces.



    


    
      
        wait(session, timeout \\ :infinity)

      


        Synchronously waits for the workload's terminal event.
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          @type namespace() :: :net | :mount | :pid | :uts | :ipc | :user | :cgroup | :time
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          @type t() :: pid()
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      abort(session)



        
          
        

    

  


  

      

          @spec abort(t()) :: :ok | {:error, :running | :no_process}


      


Releases a parked session without running the workload. The
alternative to proceed/1 from the :ready state.
When the agent is parked at the checkpoint (post-:ready,
pre-:running), abort/1 tells it to discard the cloned child
rather than letting it execve. The agent closes the child's
unblock pipe so the child sees EOF and _exits, reaps it, and
emits {:status, :aborted, child_pid} over the control channel.
The owner then receives {:linx_process, :aborted} and the
session moves to its terminal state.
Use cases
	Setup-time rollback. A container engine starts spawning,
discovers setup can't complete (cgroup creation fails, a
bind mount errors, …), and wants to cancel the workload
cleanly without it running for even one instruction.
	Checkpoint-only verification. A test or health check
that wants to confirm namespace setup worked without
actually running the workload — e.g. an integration test
that pivots /proc inside a fresh mount namespace and just
wants to verify via mountinfo.
	Race-with-decision. The owner's "should I proceed?"
logic returns false; abort/1 is the clean discard.

State semantics
	Pre-:ready — buffered; fires the moment :ready
arrives. Same shape as signal/2's pre-:running
buffering.
	:ready (parked) — primary case; immediate abort.
	:running — {:error, :running}. The workload is
past the checkpoint; use signal/2 to terminate it.
	Already terminal — {:error, :no_process}.

Fire-and-forget — abort/1 returns as soon as the agent has
the request. Use wait/1 to block on the :aborted terminal
event.

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

      

          @spec child_spec(keyword()) :: Supervisor.child_spec()


      


Builds a supervisor child specification that runs spawn/1 under
supervision — the way to auto-restart a workload "with the same arguments".
opts are spawn/1's options, plus child-spec controls:
	:id — child id; defaults to Linx.Process.
	:restart — :permanent (default), :transient, or :temporary.
	:shutdown — shutdown timeout in ms; defaults to 5000.

The spec forces linger: false (unless you set it), so the session stops
when its workload reaches a terminal state and the supervisor can apply its
restart strategy. Exit-reason mapping (what :transient keys off):
	exit 0 → :normal — no :transient restart.
	exit N≠0 → {:exited, N} — abnormal, restarted.
	killed by signal → {:signaled, signum} — abnormal, restarted.
	abort/1 at the checkpoint → {:shutdown, :aborted} — no :transient
restart.
	setup/agent error → {:error, %Linx.Process.Error{}} — abnormal.

Pass :owner to direct lifecycle events at a consumer (it defaults to the
starting process, i.e. the supervisor, which just drops them). For a workload
that needs no checkpoint configuration, also pass auto_proceed: true so it
runs without an external proceed/1 — the supervisor holds the session pid,
not the owner, so nothing else can advance it.
children = [
  {Linx.Process,
   argv: ["/usr/bin/myd"], owner: MyApp.Events, auto_proceed: true, restart: :transient}
]
Supervisor.start_link(children, strategy: :one_for_one)

  



  
    
      
    
    
      enter(target_pid, opts)



        
          
        

    

  


  

      

          @spec enter(
  pos_integer(),
  keyword()
) :: {:ok, t()} | {:error, term()}


      


Runs a new process inside an existing target's namespaces via
setns(2) + execve(2).
The agent opens /proc/<target_pid>/ns/<type> for each namespace
type and setns(2)s into each, then fork(2)s — the child inherits
the target's namespaces and execves the workload there. Same
checkpoint protocol as spawn/1: the owner gets :ready →
proceed/1 → :running → terminal.
target_pid is the host pid of the process whose namespaces you
want to join — the pid you saw in {:linx_process, :ready, host_pid}
(or, equivalently, host_pid/1 / Linx.Process.info/1's
:host_pid).
opts:
	:argv (required) — the workload argv.
	:namespaces — which of the target's namespaces to join.
Defaults to all — every namespace type the target has under
/proc/<target>/ns/. Pass a list (e.g. [:net]) to join only
those.
	:env — workload environment as ["KEY=VAL", …]. Defaults to
inherit.
	:owner — pid to receive lifecycle events. Defaults to the
caller.
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          @spec host_pid(t()) :: {:ok, pos_integer()} | {:error, :not_ready}


      


Returns the workload's pid as the host sees it.
This is the same value the owner receives in
{:linx_process, :ready, host_pid}; host_pid/1 is the convenience
accessor for when you hold the session but didn't capture (or have
already consumed) the :ready message.
Use the host pid whenever you address the workload from the host —
typically procfs paths like
/proc/<host_pid>/{ns,uid_map,gid_map,setgroups,mountinfo}. Every
cross-namespace primitive in Linx (Linx.Mount's :in: {:pid, _},
Linx.User.set_uid_map/2, Linx.User.setup_maps/2) wants the host
pid. The workload's own view of its pid (1 inside a fresh PID
namespace) is a separate value, available via info/1's :child_pid.
Returns
	{:ok, host_pid} — the agent has reported :spawned (which
arrives before :ready), so the value is available.
	{:error, :not_ready} — the spawn hasn't progressed far
enough yet. Typically only possible if you call host_pid/1
synchronously after spawn/1 without first awaiting any
lifecycle event. Once you've seen :ready, host_pid/1
always succeeds.

Example
{:ok, c} = Linx.Process.spawn(argv: [...], namespaces: [:user, :pid])
host_pid = receive do {:linx_process, :ready, p} -> p end
:ok = Linx.User.setup_maps(host_pid, uid: [...], gid: [...])
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          @spec info(t()) :: {:ok, Linx.Process.Info.t()} | {:error, term()}


      


Returns a snapshot of the session's state as a %Linx.Process.Info{}.
Cheap — a single GenServer.call returning the relevant fields
from the GenServer's internal state. Safe to call at any point
in the lifecycle, including post-terminal.
Examples
iex> {:ok, c} = Linx.Process.spawn(argv: ["/bin/sleep", "10"])
iex> {:ok, info} = Linx.Process.info(c)
iex> info.mode
:spawn
iex> info.stage in [:starting, :spawned, :ready]
true
See Linx.Process.Info for the full field list and the eight
possible :stage atoms.
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          @spec proceed(t()) :: :ok | {:error, term()}


      


Advances the child past the checkpoint: the agent forwards :proceed
to the cloned child, which then execves the workload.
The wire-level command this sends is :proceed, which is also the
Elixir verb name — one word for the same action on both sides of
the Port boundary.
Returns :ok, {:error, :not_ready} if the agent has not yet
reported :ready (i.e. there is no checkpoint to advance past),
or {:error, :no_process} if the workload has already
reached a terminal stage — calling proceed/1 on a session
whose workload has already exited / aborted / errored is a
no-op the GenServer refuses cleanly rather than sending a
stale :proceed to an agent that's been collected.
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          @spec pty_master(t()) :: {:ok, t()} | {:error, term()}


      


Returns {:ok, session} if the session was started with stdio: :pty
— the session pid is itself the handle to read from (via
{:linx_process, :pty_out, _} events on the owner) and to write to
(via pty_write/2). Returns {:error, :no_pty} otherwise.
A future Linx.Tty subsystem will likely return something richer here
— a struct wrapping the session, terminal-mode helpers, etc. For
now it just confirms PTY-mode-ness.
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          @spec pty_set_winsize(
  t(),
  {non_neg_integer(), non_neg_integer(), non_neg_integer(), non_neg_integer()}
  | %{
      :rows => non_neg_integer(),
      :cols => non_neg_integer(),
      :xpixel => non_neg_integer(),
      :ypixel => non_neg_integer(),
      optional(any()) => any()
    }
) :: :ok | {:error, term()}


      


Sets the workload's PTY window size (TIOCSWINSZ on the master end,
via the agent).
Accepts either a 4-tuple {rows, cols, xpixel, ypixel} or any map
/ struct exposing those fields (Linx.Tty.WindowSize is the
canonical such struct, but Linx.Process deliberately doesn't
depend on Linx.Tty — duck-typing on the field shape avoids the
cross-subsystem dependency).
Best-effort on the agent side: the workload will see SIGWINCH and
the new size on its next TIOCGWINSZ, but no error is propagated
back if the ioctl fails.
Returns {:error, :no_pty} if the session wasn't started with
stdio: :pty; {:error, :no_process} if the workload has
already terminated.
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          @spec pty_write(t(), iodata()) :: :ok | {:error, term()}


      


Writes bytes to the workload's PTY master, which the workload sees as
input on its stdin.
Returns {:error, :no_pty} if the session was not started with
stdio: :pty; {:error, :no_process} if the workload has already
terminated (reached any of :exited / :signaled / :aborted /
:errored) — the call refuses immediately rather than firing a
Port.command at an agent that's been collected or is about to be.
Fire-and-forget on the happy path — bytes are handed to the agent
(and from there to the PTY); there is no acknowledgement.
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          @spec set_owner(t(), pid()) :: :ok | {:error, :no_process}


      


Reassigns the session's owner — the process that receives the
{:linx_process, _} lifecycle events and, in PTY mode, :pty_out. Returns
:ok (or {:error, :no_process} if the session GenServer is already gone).
The owner is set at spawn/1 / enter/2 (defaulting to the caller) and is
normally the process supervising the workload. set_owner/2 hands that event
stream to a different process for a while — the model behind interactively
attaching to a session another process owns:
	the supervisor calls set_owner(session, attacher) so the attaching
process receives :pty_out (and lifecycle) for the duration,
	the attacher runs Linx.Tty.attach/3,
	on return the supervisor calls set_owner(session, supervisor) to take
the stream back.

Only one owner receives events at a time. If the workload terminates while
detached (owned by the attacher), the supervisor will not have seen the
:exited / :signaled event — so after reclaiming ownership it should
re-derive the workload's state from info/1 and act on it. This keeps the
handoff a clean single-owner swap, with the lifecycle decision level-triggered
on the supervisor side rather than threaded through the attach.
Setting the owner on a session whose workload has already terminated is
harmless (the session lingers); the new owner simply won't receive past
events.
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          @spec signal(t(), pos_integer()) :: :ok | {:error, term()}


      


Sends OS signal signum to the workload.
Signals delivered before the workload has execve'd (between
spawn/1 and proceed/1, or before the agent emits :running) are
buffered and flushed in order at the moment of :running. Signals
delivered after the workload has exited return {:error, :no_process}.
This is fire-and-forget — signal/2 returns as soon as the signal
has been handed to the agent (or buffered), without waiting for the
kernel to deliver it. Use wait/1 to observe the workload's
response.
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          @spec spawn(keyword()) :: {:ok, t()} | {:error, term()}


      


Spawns a child process via clone(2), optionally into fresh namespaces.
Returns {:ok, pid} — the pid of the GenServer that owns the child and
is the session handle.
opts:
	:argv (required) — the workload argv as a list of binaries. The
first element is the absolute path of the executable; no $PATH
lookup is performed.
	:namespaces — list of namespace/0 atoms to create fresh.
Defaults to [] (share all of the BEAM's namespaces).
	:env — environment as a list of "KEY=VALUE" binaries. Defaults
to inheriting the BEAM's environment.
	:cwd — the workload's working directory, chdir'd to in the
child just before execve. Defaults to inheriting the agent's cwd.
Set it when the workload runs in a pivoted rootfs, where the
inherited cwd may not exist in the new root (e.g. the image's
WorkingDir, or "/").
	:owner — pid to receive lifecycle events. Defaults to the caller.
	:linger — when true (default), the session GenServer stays alive
after the workload reaches a terminal state, so wait/1 and info/1
keep working. When false, it stops with an outcome-derived exit
reason (see child_spec/1) — the mode for supervised use. child_spec/1
sets this to false.
	:auto_proceed — when true, the session advances past the :ready
checkpoint by itself (no external proceed/1). Defaults to false,
preserving the checkpoint window for per-instance configuration
(capabilities, seccomp, sysctls into the new namespaces). Set it true
for supervised workloads that need no such configuration — otherwise a
supervised child blocks at :ready forever, since the supervisor holds
the session pid, not the owner.
	:stdio — workload fd 0/1/2 plumbing. See "Stdio plumbing" below.

Stdio plumbing
:stdio is either a single atom shorthand applying to all three fds,
or a keyword list giving per-fd directives.
Shorthand atoms:
	:inherit (default) — the workload inherits the BEAM's stdio.
	:devnull — all three fds are /dev/null.
	:pty — the agent creates a PTY pair; the workload becomes
session leader with the slave as its controlling terminal, with
0/1/2 dup'd onto it. The master end stays in the agent and the
bytes are proxied through the existing control channel: writes
via pty_write/2, reads delivered to the owner as
{:linx_process, :pty_out, bytes}.

Per-fd keyword list — [stdin: dir, stdout: dir, stderr: dir],
each dir one of:
	:inherit — leave that fd untouched.
	:devnull — dup /dev/null onto it.
	{:connect_unix, "/path/to/socket"} — the workload connects an
AF_UNIX stream socket to path and dup2's it onto the fd. The
listener at path is the caller's responsibility (must be
:gen_tcp.listen-ing before spawn/1).

Per-fd PTY directives are not supported — a PTY is one device shared
across all three fds; use the :pty shorthand.
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          @spec wait(t(), timeout()) ::
  {:ok, {:exited, non_neg_integer()} | {:signaled, pos_integer()} | :aborted}
  | {:error, term()}


      


Synchronously waits for the workload's terminal event.
Returns one of:
	{:ok, {:exited, code}} — workload exited with code.
	{:ok, {:signaled, signum}} — workload was killed by signum.
	{:ok, :aborted} — abort/1 was called from the checkpoint;
the workload never ran.
	{:error, %Linx.Process.Error{}} — a pre-exec failure; the
workload never ran. (The same failure also reaches the owner as
the positional event {:linx_process, :error, errno, stage}.)
	{:error, :timeout} — timeout elapsed before any terminal
event arrived. The session is still alive; call wait/1 again.
	{:error, :no_process} — the session GenServer is gone (e.g.
the agent crashed before reporting a terminal event).

Multiple processes may wait on the same session concurrently; all
receive the same answer when it arrives.

  


        

      


  

    
Linx.Process.Error exception
    



      
A pre-exec or transport-level failure from a Linx.Process session.
Stored as the session's terminal result and returned by
Linx.Process.wait/1 (and surfaced via Linx.Process.info/1) as
{:error, %Linx.Process.Error{}}.
The same failure is also delivered to the session owner as the
positional event {:linx_process, :error, errno, stage} — where
errno is a raw integer. That event stays positional to match its
sibling lifecycle events ({:linx_process, :exited, code} etc.); this
struct is the richer, Exception-implementing form on the synchronous
return path, consistent with the other %Linx.X.Error{} types.
Fields
	:stage — the clone→exec stage that failed (:execve, :clone,
:seccomp_install, …) — the Process analogue of the :operation
field other error structs carry. See the stage table in
Linx.Process.
	:errno — the POSIX errno as an atom (:enoent, :einval, …),
or :unknown for an errno Linx hasn't catalogued.
	:code — the raw integer. The kernel errno for ordinary failures;
for stage: :agent_died it is the agent's process exit code,
not an errno (and :errno is :unknown), mirroring the documented
:agent_died convention.

Implements Exception, so it can be raised or rendered with
Exception.message/1.
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        from_agent(code, stage)

      


        Builds an error from the agent's integer code and the stage atom.
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          @type t() :: %Linx.Process.Error{
  __exception__: true,
  code: integer() | nil,
  errno: atom(),
  stage: atom()
}
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          @spec from_agent(integer(), atom()) :: t()


      


Builds an error from the agent's integer code and the stage atom.
For ordinary stages code is a kernel errno and errno is its POSIX
name (or :unknown). For :agent_died, code is the agent's exit
status — not an errno — so errno is :unknown.

  


        

      


  

    
Linx.Process.Info 
    



      
A snapshot of a Linx.Process session's state.
Returned by Linx.Process.info/1. Cheap to fetch — a single
GenServer.call on the session that returns the relevant fields
from the GenServer's internal state.
Fields
	:mode — :spawn (the session was created via
Linx.Process.spawn/1) or :enter (created via
Linx.Process.enter/2).
	:stage — the current lifecycle stage. See "Stages" below.
	:host_pid — the host's view of the workload's pid, once
known. nil before the :spawned status arrives.
	:child_pid — the workload's own view of its pid (= 1 in
a fresh PID namespace; otherwise the host pid). nil before
the :ready status arrives. This is the in-namespace value; the
:ready owner message and :host_pid carry the host's view.
	:pty? — true iff the session was spawned with stdio: :pty.
	:result — the terminal result, once one has arrived. nil
before that. Same shape as Linx.Process.wait/1 returns
under {:ok, _} ({:exited, code} / {:signaled, signum} /
:aborted), or {:error, %Linx.Process.Error{}} for pre-exec
failures.

Stages
The :stage field collapses the lifecycle into a single atom:
	:starting — host_pid not yet seen; the agent is mid-clone
or mid-fork.
	:spawned — host pid known but the checkpoint hasn't been
reached yet (the child is in pre-checkpoint setup).
	:ready — child parked at the checkpoint; awaiting
proceed/1 or abort/1.
	:running — child has execve'd the workload.
	:exited — workload exited normally; see :result.
	:signaled — workload was killed by a signal; see :result.
	:aborted — session was aborted from the checkpoint; the
workload never execve'd.
	:errored — a pre-exec failure (or transport-level error)
ended the session; see :result.

The first four stages are pre-terminal (the session is still
alive); the last four are terminal (a wait/1 would return
immediately).
Inspect
Compact rendering, showing mode + stage + host_pid (+ result
payload for terminal stages):
#Linx.Process.Info<spawn :ready host=12345>
#Linx.Process.Info<spawn :running host=12345 pty>
#Linx.Process.Info<enter :exited(0) host=12345>
#Linx.Process.Info<spawn :errored(execve/2) host=12345>
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          @type mode() :: :spawn | :enter
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          @type result() ::
  nil
  | {:exited, non_neg_integer()}
  | {:signaled, pos_integer()}
  | :aborted
  | {:error, Linx.Process.Error.t()}
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          @type stage() ::
  :starting
  | :spawned
  | :ready
  | :running
  | :exited
  | :signaled
  | :aborted
  | :errored
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          @type t() :: %Linx.Process.Info{
  child_pid: pos_integer() | nil,
  host_pid: pos_integer() | nil,
  mode: mode(),
  pty?: boolean(),
  result: result(),
  stage: stage()
}


      



  


        

      


  

    
Linx.Tty 
    



      
Linux terminal / PTY primitives — /dev/tty access, termios(3)
save and restore, tty ioctl(2) (window size), and the byte-pumping
attach/2 that composes with Linx.Process's stdio: :pty to give
the BEAM a docker attach experience.
Why a separate subsystem
Terminals are a coherent kernel-subsystem concept with their own
primitives — line discipline, controlling-terminal rules, the
termios struct, the tty ioctl(2) surface. Linx.Process knows
enough about PTYs to set one up for a workload (stdio: :pty); the
interactive layer that wires the workload's PTY to the caller's
controlling terminal lives here.
What this module is not
Not an interactive-shell library. Not a terminfo / tput layer. Not
a line editor. The point of Linx.Tty is to expose the kernel
primitives so a consumer can build those things on top — or compose
them with Linx.Process in the one way this subsystem builds in:
attach/2.
/dev/tty, not fd 0
The BEAM's stdio is mediated by an Erlang group-leader process; the
underlying fds are not generally usable from Elixir code, and even
if they were, going through them would race the group leader.
Linx.Tty opens /dev/tty directly — the controlling terminal of
the BEAM process, independent of the group leader. That is what C
programs like vim and less do, and it works the same way from
the BEAM whether iex is running in a terminal emulator, over SSH,
inside tmux, or as a Nerves device console.
When the BEAM has no controlling terminal at all (redirected stdio,
some CI environments), opening /dev/tty fails cleanly with
{:error, %Linx.Tty.Error{operation: :open, errno: :enxio}} — a typed
error a caller can pattern-match on, not a crash.
/dev/tty is the BEAM's terminal, not necessarily yours
:controlling targets /dev/tty — the BEAM process's controlling
terminal. That is not always the terminal the caller is typing
into. The distinction matters in three environments:
	SSH iex (e.g. ssh nerves-foo.local → iex on a Nerves
device). Erlang's SSH daemon (ssh_cli) is a pure
I/O-protocol bridge; there is no kernel tty behind the SSH
session. /dev/tty inside the BEAM resolves to the BEAM's
actual controlling tty (on Nerves: the HDMI / UART console),
not the SSH session.
	:remsh (iex --sname foo --remsh bar@host). The iex
shell's group leader is an IO server living in the local
node; the remote BEAM has its own /dev/tty somewhere else.
	Headless deployments where the BEAM's controlling tty is a
serial port the user can't physically reach.

Two pieces close those gaps:
	attach(:controlling, _) refuses with
{:error, :no_local_tty} when the caller's group leader is
fronted by Erlang's SSH daemon (detected by :ssh_sup /
:sshd_sup in the GL's "$ancestors" chain). Call
Linx.Tty.format_error/1 on the atom for the hint.

	attach(:group_leader, session) pumps through the
caller's group leader instead of /dev/tty, working over
SSH, :remsh, and locally as a universal alternative to
:controlling. See attach/2's docstring for the
mechanism (:io.setopts(echo: false) + a linked reader
sub-process + :io.put_chars/2 for output + polled winsize).


Both modes also refuse {:error, :no_process} when called against
a session whose workload has already exited (or whose GenServer is
gone) — without this the
pump would set itself up waiting for :pty_out events that
can never arrive, and Ctrl-C wouldn't help (ssh_cli
intercepts it and the pump's reaction is to write <<3>> to a
dead session). Linx.Process.info/1 is the cheap stage query
behind the guard.
Save and restore is mandatory
Any operation that mutates the local terminal's state hands the
caller back a Linx.Tty.Saved.t/0 blob with which to restore it
exactly. If the caller forgets to restore and the terminal stays in
raw mode, the user has to type reset(1) blind to recover. The API
shape (open_controlling_raw/0 returning the saved state, paired
with restore_and_close/2) and the attach/2 try/after finalisation
exist so this can't happen accidentally.
Coexisting with iex's tty driver
When attach/2 is called from iex -S mix, the BEAM already has
Erlang's user_drv / prim_tty driver reading /dev/tty to support
type-ahead at the iex prompt. Two readers on the same kernel tty
buffer alternate-steal each other's bytes — the user sees roughly
every other keystroke vanish.
attach/2 handles this by bracketing its pump with
:prim_tty.disable_reader/1 / :prim_tty.enable_reader/1, reaching
into user_drv's state via :sys.get_state/1 to find the
prim_tty state record. The competing reader process parks in an
inner receive until attach returns and re-enables it. When the
BEAM isn't running under user_drv (escripts, non-shell apps,
ssh-shell driver variants), the bracket is a no-op.
Runtime SIGWINCH propagation
attach/2 also forwards live terminal resizes (drag the corner of
your emulator while inside the attached shell) to the workload's
PTY. It does this by registering a Linx.Tty.SigwinchHandler
instance on OTP's :erl_signal_server for the lifetime of the
attach; each SIGWINCH becomes a {:linx_tty, :sigwinch} message
in the pump's mailbox, which re-reads TIOCGWINSZ on the local tty
and pushes the new size through Linx.Process.pty_set_winsize/2.
Inside the container, bash / vim / top then see SIGWINCH
through their own (slave-side) tty and redraw at the new size.
Coexists with prim_tty_sighandler (iex's own SIGWINCH consumer):
:gen_event broadcasts to every registered handler.
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        fd()

      


        An open file descriptor referring to a tty device. Integer — the
caller hands it back to restore_and_close/2, window_size/1, etc.



    


    
      
        session()

      


        A Linx.Process session pid (running with stdio: :pty). The
attaching side never touches the workload's master fd directly; it
goes through Linx.Process.pty_write/2 and the :pty_out event
stream.



    





  
    Functions
  


    
      
        attach(target, session, opts \\ [])

      


        Hands the caller's terminal over to session's PTY master and
pumps bytes both ways until the workload exits, then restores
the terminal.



    


    
      
        format_error(other)

      


        Returns a human-readable description for error atoms Linx.Tty
returns. Currently covers :no_local_tty (the local-tty guard's
refusal); falls back to inspect/1 for any other shape so it can
be safely chained at error sites without losing information.



    


    
      
        open_controlling_raw()

      


        Opens /dev/tty and switches it to raw mode (cfmakeraw(3)), saving
the current termios so it can be restored later.



    


    
      
        restore_and_close(fd, saved)

      


        Restores the saved termios on fd and closes the fd.



    


    
      
        set_window_size(fd, window_size)

      


        Sets the window size of the terminal named by fd
(ioctl(TIOCSWINSZ)).



    


    
      
        version()

      


        Returns the linx_tty NIF identifier string — sanity that the native
library loaded and its ABI is reachable.



    


    
      
        window_size(fd)

      


        Returns the current window size of the terminal named by fd
(ioctl(TIOCGWINSZ)).



    





      


      
        Types


        


  
    
      
    
    
      fd()



        
          
        

    

  


  

      

          @type fd() :: non_neg_integer()


      


An open file descriptor referring to a tty device. Integer — the
caller hands it back to restore_and_close/2, window_size/1, etc.

  



  
    
      
    
    
      session()



        
          
        

    

  


  

      

          @type session() :: pid()


      


A Linx.Process session pid (running with stdio: :pty). The
attaching side never touches the workload's master fd directly; it
goes through Linx.Process.pty_write/2 and the :pty_out event
stream.

  


        

      

      
        Functions


        


    

  
    
      
    
    
      attach(target, session, opts \\ [])



        
          
        

    

  


  

      

          @spec attach(:controlling | :group_leader, session(), keyword()) ::
  {:ok, {:exited, non_neg_integer()} | {:signaled, pos_integer()} | :detached}
  | {:error, :no_local_tty | :no_process | :gl_eof | term()}


      


Hands the caller's terminal over to session's PTY master and
pumps bytes both ways until the workload exits, then restores
the terminal.
target selects how the caller's terminal is reached:
	:controlling — open /dev/tty directly. Works wherever
the BEAM's controlling terminal is the user's terminal
(local iex on a terminal emulator, Nerves HDMI / UART
console). Refuses with {:error, :no_local_tty} when the
caller is over SSH (the local-tty guard).

	:group_leader — pump through the caller's
Process.group_leader/0 via Erlang's I/O protocol. Works
over SSH / :remsh and anywhere else the user's terminal
is an Erlang process rather than a kernel tty fd. Also
works on a local terminal; it's the universal mode.


Returns the terminal event from the session — {:ok, {:exited, n}},
{:ok, {:signaled, n}} — {:ok, :detached} if the caller typed the detach
sequence (see below), or {:error, _} for a setup failure or a pre-exec
workload error.
Detaching (leaving the workload running)
opts[:detach_key] is a byte sequence that, when typed, ends the attach
without stopping the workload: the pump returns {:ok, :detached} and
the terminal is restored, but the workload keeps running, ready to be
re-attached. It defaults to <<16, 17>> — Ctrl-P Ctrl-Q, docker's default.
Pass detach_key: nil (or "") to disable it, in which case attach/3
returns only when the workload itself terminates.
The sequence is matched byte-for-byte across reads: a lone first byte (e.g.
Ctrl-P) is held one keystroke; if the following byte does not complete the
sequence, the held byte is forwarded to the workload ahead of it, so a
detach prefix that is also a useful key still reaches the workload when it
isn't a detach.
:group_leader mode specifics
Implementation: set :io.setopts(gl, echo: false) so :group
routes input through its :dumb state (byte-oriented, no line
editor); flip the driver's :prim_tty output mode from
:cooked to :raw via :sys.replace_state/2 so workload
output bytes pass through verbatim instead of being rendered
in caret notation (without this, the workload's 
  
    
    Linx.Tty.Error - Linx v0.2.0
    
    

    


  
  

    
Linx.Tty.Error exception
    



      
A failure from one of Linx.Tty's terminal syscalls.
Returned as {:error, %Linx.Tty.Error{}} by open_controlling_raw/0,
restore_and_close/2, window_size/1, and set_window_size/2 when the
underlying open(2) / tcgetattr(3) / tcsetattr(3) / ioctl(2) /
close(2) fails.
Fields
	:operation — the syscall stage that failed (:open,
:tcgetattr, :tcsetattr, :ioctl, :close).
	:errno — the POSIX errno as an atom (:enxio, :enotty, …), or
:unknown for an errno Linx hasn't catalogued.
	:code — the raw errno integer, or nil if Linx doesn't know the
number for that atom.

Implements Exception, so it can be raised or rendered with
Exception.message/1.
Note: the lifecycle conditions attach/2 reports (:no_local_tty,
:no_process, :gl_eof) are not syscall failures and stay as bare
atoms — only kernel/syscall errors take this struct.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_nif(stage, errno)

      


        Builds an error from the NIF's {stage, errno} pair, where errno is
either a POSIX atom (the NIF mapped it) or a raw integer (it didn't).



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Tty.Error{
  __exception__: true,
  code: pos_integer() | nil,
  errno: atom(),
  operation: atom()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_nif(stage, errno)



        
          
        

    

  


  

      

          @spec from_nif(atom(), atom() | integer()) :: t()


      


Builds an error from the NIF's {stage, errno} pair, where errno is
either a POSIX atom (the NIF mapped it) or a raw integer (it didn't).
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Linx.Tty.Native 
    



      
NIF binding for Linx.Tty. Loads priv/linx_tty.so (built by the
:linx_tty Mix compiler) and exposes the small set of termios(3)
/ ioctl(2) syscalls the public Linx.Tty module wraps.
The functions below are placeholders until the NIF is loaded; calling
one before __on_load__/0 runs raises :nif_not_loaded. Production
callers should not use this module directly — go through Linx.Tty.

      


      
        Summary


  
    Types
  


    
      
        error()

      


        Error returned by every fallible NIF call. The first element of the
inner tuple names the syscall that failed; the second is a POSIX-style
atom (:enxio, :enotty, …) or the raw errno integer if the value
isn't in the C-side mapping table.



    





  
    Functions
  


    
      
        open_controlling_raw()

      


        Opens /dev/tty, saves the current termios, and switches it to
raw mode (cfmakeraw). Returns the fd integer and the saved blob.



    


    
      
        restore_and_close(fd, saved)

      


        Writes saved back over fd's termios and closes the fd. EBADF
from either step is swallowed so a double-restore is a no-op.



    


    
      
        set_window_size(fd, ws)

      


        Sets fd's window size via TIOCSWINSZ. The tuple is
{rows, cols, xpixel, ypixel}.



    


    
      
        version()

      


        Returns the NIF identifier string. Cheap round-trip used by tests to
confirm the native library actually loaded.



    


    
      
        window_size(fd)

      


        Reads fd's window size via TIOCGWINSZ. Returns
{:ok, {rows, cols, xpixel, ypixel}} on success.



    





      


      
        Types


        


  
    
      
    
    
      error()



        
          
        

    

  


  

      

          @type error() :: {:error, {atom(), atom() | integer()}}


      


Error returned by every fallible NIF call. The first element of the
inner tuple names the syscall that failed; the second is a POSIX-style
atom (:enxio, :enotty, …) or the raw errno integer if the value
isn't in the C-side mapping table.

  


        

      

      
        Functions


        


  
    
      
    
    
      open_controlling_raw()



        
          
        

    

  


  

      

          @spec open_controlling_raw() :: {:ok, non_neg_integer(), binary()} | error()


      


Opens /dev/tty, saves the current termios, and switches it to
raw mode (cfmakeraw). Returns the fd integer and the saved blob.

  



  
    
      
    
    
      restore_and_close(fd, saved)



        
          
        

    

  


  

      

          @spec restore_and_close(non_neg_integer(), binary()) :: :ok | error()


      


Writes saved back over fd's termios and closes the fd. EBADF
from either step is swallowed so a double-restore is a no-op.

  



  
    
      
    
    
      set_window_size(fd, ws)



        
          
        

    

  


  

      

          @spec set_window_size(
  non_neg_integer(),
  {non_neg_integer(), non_neg_integer(), non_neg_integer(), non_neg_integer()}
) :: :ok | error()


      


Sets fd's window size via TIOCSWINSZ. The tuple is
{rows, cols, xpixel, ypixel}.

  



  
    
      
    
    
      version()



        
          
        

    

  


  

      

          @spec version() :: binary()


      


Returns the NIF identifier string. Cheap round-trip used by tests to
confirm the native library actually loaded.

  



  
    
      
    
    
      window_size(fd)



        
          
        

    

  


  

      

          @spec window_size(non_neg_integer()) ::
  {:ok,
   {non_neg_integer(), non_neg_integer(), non_neg_integer(), non_neg_integer()}}
  | error()


      


Reads fd's window size via TIOCGWINSZ. Returns
{:ok, {rows, cols, xpixel, ypixel}} on success.
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Linx.Tty.Saved 
    



      
Opaque container for a saved termios(3) state.
Returned by Linx.Tty.open_controlling_raw/0 and consumed by
Linx.Tty.restore_and_close/2. The wrapped binary is a verbatim
copy of the kernel's struct termios — its bytes are not part of
the public API. Inspecting or modifying them from Elixir is a bug;
always hand the struct back to the matching restore function.
Wrapping it in a struct (rather than handing back a raw binary)
makes the type visible at call sites and prevents accidentally
passing the wrong binary as a saved termios.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Tty.Saved{termios: binary()}
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Linx.Tty.WindowSize 
    



      
The size of a terminal — rows, columns, and optional pixel
dimensions. The shape of struct winsize from <sys/ioctl.h>.
Returned by Linx.Tty.window_size/1; passed to
Linx.Tty.set_window_size/2 and Linx.Process.pty_set_winsize/2.
rows and cols are what every terminal-aware program cares about
(vim, top, less). xpixel / ypixel are the legacy
pixel-dimensions fields — almost always reported as 0 by modern
terminal emulators and ignored by most consumers; included for ABI
faithfulness so a relay (e.g. Linx.Tty.attach/2) can shuttle the
full struct.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Tty.WindowSize{
  cols: non_neg_integer(),
  rows: non_neg_integer(),
  xpixel: non_neg_integer(),
  ypixel: non_neg_integer()
}
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Linx.Cgroup 
    



      
cgroup v2 primitives — create a cgroup, place processes into it,
set resource limits, read counters, freeze and thaw.
Why a separate subsystem
cgroups are a coherent kernel concept (per-process resource
accounting and limits) with their own filesystem-shaped interface
under /sys/fs/cgroup. Linx.Process spawns workloads, but the
question of "constrain this workload to 256 MiB of memory and at
most 100 processes" is cgroup-shaped, not clone-shaped — and these
primitives are useful even when no clone is involved (Erlang
processes themselves can be supervised by cgroups, for instance).
cgroupfs is the API
cgroup v2 exposes its entire interface as a read/write filesystem
under /sys/fs/cgroup. Every operation here is plain
File.read/1 / File.write/2 against an interface file. No NIF,
no Port, no :os.cmd("cgcreate ...") — just the filesystem the
kernel already exposes.
v2 only
Linx targets modern Linux. cgroup v1 (the legacy
controller-per-mount hierarchy) is not supported.
supported?/0 returns true iff the unified hierarchy is
mounted at /sys/fs/cgroup.
Primitives, not policy
The caller chooses the path. Linx does not bake in
/sys/fs/cgroup/linx/<name> as a parent. A container engine built
on Linx picks /sys/fs/cgroup/myengine/...; a workload supervisor
picks something else. Naming convention is the consumer's choice.
Composition with Linx.Process
Place a workload into a cgroup at the checkpoint — the same window
Linx.Netlink uses to configure a child's netns from the host
before proceed/1:
{:ok, c} = Linx.Process.spawn(argv: [...], namespaces: [...])
host_pid = receive do {:linx_process, :ready, p} -> p end

{:ok, cg} = Linx.Cgroup.create("/sys/fs/cgroup/myorg/web-42")
:ok = Linx.Cgroup.set_memory_max(cg, 256 * 1024 * 1024)
:ok = Linx.Cgroup.add_process(cg, host_pid)

:ok = Linx.Process.proceed(c)
Linx.Process itself has no awareness of cgroups; the checkpoint
is the integration surface and that is enough.
Forward compatibility
stats/1 reads the curated counters it knows; an unrecognised line in
a *.stat file (a counter a newer kernel added) is silently dropped,
so the returned %Stats{} stays valid. Reach for read/2 to get any
raw field without a typed reader.

      


      
        Summary


  
    Types
  


    
      
        cgroup()

      


        Absolute path to a cgroup under /sys/fs/cgroup. Returned by
create/1; accepted by every other verb. The path is the handle —
there is no opaque struct or process wrapping it.



    





  
    Functions
  


    
      
        add_process(cg, pid)

      


        Moves OS process pid (and so its future children) into cg by
writing the pid's decimal text to <cg>/cgroup.procs.



    


    
      
        create(path)

      


        Creates a cgroup at path.



    


    
      
        destroy(path)

      


        Removes the cgroup at path.



    


    
      
        enable_controllers(cg, controllers)

      


        Enables controllers on cg so its children can use them.



    


    
      
        freeze(cg)

      


        Freezes every process in cg by writing "1" to
<cg>/cgroup.freeze.



    


    
      
        read(cg, file)

      


        Reads cgroup interface file file (e.g. "memory.current") under
cg. Returns {:ok, trimmed_string} — cgroupfs interface files
end in newlines that the caller almost never wants — or
{:error, %Linx.Cgroup.Error{}}.



    


    
      
        set_cpu_max(cg, arg2)

      


        Sets the CPU bandwidth limit for cg (cpu.max).



    


    
      
        set_memory_max(cg, bytes)

      


        Sets the memory limit for cg (memory.max).



    


    
      
        set_pids_max(cg, n)

      


        Sets the pids limit for cg (pids.max).



    


    
      
        stats(cg)

      


        Reads a curated snapshot of cg's resource counters as a
Linx.Cgroup.Stats struct.



    


    
      
        supported?()

      


        Returns true iff the cgroup v2 unified hierarchy is mounted.



    


    
      
        thaw(cg)

      


        Thaws a previously-frozen cgroup by writing "0" to
<cg>/cgroup.freeze. Idempotent on an already-thawed cgroup.



    


    
      
        write(cg, file, value)

      


        Writes value to cgroup interface file file (e.g.
"memory.max") under cg. value is rendered via
to_string/1, so atoms (:max), integers, and binaries all work
directly.



    





      


      
        Types


        


  
    
      
    
    
      cgroup()



        
          
        

    

  


  

      

          @type cgroup() :: String.t()


      


Absolute path to a cgroup under /sys/fs/cgroup. Returned by
create/1; accepted by every other verb. The path is the handle —
there is no opaque struct or process wrapping it.

  


        

      

      
        Functions


        


  
    
      
    
    
      add_process(cg, pid)



        
          
        

    

  


  

      

          @spec add_process(cgroup(), pos_integer()) :: :ok | {:error, Linx.Cgroup.Error.t()}


      


Moves OS process pid (and so its future children) into cg by
writing the pid's decimal text to <cg>/cgroup.procs.
The classic checkpoint composition with Linx.Process:
host_pid = receive do {:linx_process, :ready, p} -> p end
:ok = Linx.Cgroup.add_process(cg, host_pid)
:ok = Linx.Process.proceed(c)
The pid the kernel accepts is in the cgroup's own namespace —
on a :cgroup-namespaced workload this matters; outside one
it's the global pid.

  



  
    
      
    
    
      create(path)



        
          
        

    

  


  

      

          @spec create(Path.t()) :: {:ok, cgroup()} | {:error, Linx.Cgroup.Error.t()}


      


Creates a cgroup at path.
Idempotent: an already-existing cgroup (EEXIST) is treated as
success — calling create/1 twice in a row is safe. Other
failures (e.g. parent missing, no permission) return
{:error, %Linx.Cgroup.Error{}}.
Returns {:ok, path} so the path can flow into the rest of the
API by piping: Linx.Cgroup.create(path) |> elem(1) |> Linx.Cgroup.add_process(pid).

  



  
    
      
    
    
      destroy(path)



        
          
        

    

  


  

      

          @spec destroy(cgroup()) :: :ok | {:error, Linx.Cgroup.Error.t()}


      


Removes the cgroup at path.
Succeeds only once the cgroup is empty — the kernel returns
EBUSY while any process is still in the cgroup, surfaced as
{:error, %Linx.Cgroup.Error{errno: :ebusy}}. Pattern-match on
that to handle "still has live processes" without surprise.

  



  
    
      
    
    
      enable_controllers(cg, controllers)



        
          
        

    

  


  

      

          @spec enable_controllers(cgroup(), [atom()]) ::
  :ok | {:partial, [{atom(), Linx.Cgroup.Error.t()}]}


      


Enables controllers on cg so its children can use them.
Each controller in controllers is written individually as
"+<name>" to <cg>/cgroup.subtree_control. Writing
controllers one at a time means a single rejected name doesn't
lose the controllers that did take — the partial state is
surfaced to the caller for them to act on.
Returns:
	:ok — every controller in the list was accepted (or the
list was empty).
	{:partial, failures} — one or more controllers were
rejected. failures is a non-empty list of
{controller_atom, %Linx.Cgroup.Error{}} tuples for the
ones that failed. Controllers not in the list are not
touched. Common failures: the controller is not available
in <cg>/cgroup.controllers (not delegated from the parent
→ EINVAL / ENOENT), or the kernel doesn't recognize the
name.

Accepts standard cgroup v2 controller atoms: :cpu, :cpuset,
:io, :memory, :pids, :rdma, :hugetlb, :misc. The
atom is rendered with to_string/1 so any new controller a
future kernel adds is reachable without code changes here.
Why one-at-a-time
The kernel rejects the whole write if any controller in a
space-separated "+a +b +c" blob is invalid. Writing one at a
time lets us tell the caller exactly which controllers landed
and which didn't, instead of all-or-nothing.

  



  
    
      
    
    
      freeze(cg)



        
          
        

    

  


  

      

          @spec freeze(cgroup()) :: :ok | {:error, Linx.Cgroup.Error.t()}


      


Freezes every process in cg by writing "1" to
<cg>/cgroup.freeze.
All processes in the cgroup (and its descendants) are suspended
by the kernel — they stop scheduling but stay resident. Pair
with thaw/1. Always available on cgroup v2; no controller
needs to be enabled.

  



  
    
      
    
    
      read(cg, file)



        
          
        

    

  


  

      

          @spec read(cgroup(), String.t()) ::
  {:ok, String.t()} | {:error, Linx.Cgroup.Error.t()}


      


Reads cgroup interface file file (e.g. "memory.current") under
cg. Returns {:ok, trimmed_string} — cgroupfs interface files
end in newlines that the caller almost never wants — or
{:error, %Linx.Cgroup.Error{}}.
Raw escape hatch for fields without a typed reader.

  



  
    
      
    
    
      set_cpu_max(cg, arg2)



        
          
        

    

  


  

      

          @spec set_cpu_max(cgroup(), {pos_integer(), pos_integer()} | :max) ::
  :ok | {:error, Linx.Cgroup.Error.t()}


      


Sets the CPU bandwidth limit for cg (cpu.max).
Accepts either:
	{quota_us, period_us} — both microseconds. The cgroup may
use quota_us of CPU time per period_us of wall time.
{50_000, 100_000} is "half a CPU".
	:max — clear the limit (the kernel default).

Requires the cpu controller to be enabled in the parent.

  



  
    
      
    
    
      set_memory_max(cg, bytes)



        
          
        

    

  


  

      

          @spec set_memory_max(cgroup(), non_neg_integer() | :max) ::
  :ok | {:error, Linx.Cgroup.Error.t()}


      


Sets the memory limit for cg (memory.max).
Accepts an integer (bytes — the kernel's memory.max unit) or
the atom :max to clear the limit.
Requires the memory controller to be enabled in the parent's
cgroup.subtree_control (see enable_controllers/2). If the
controller isn't delegated, the kernel returns
ENOENT on the write because the interface file doesn't exist.

  



  
    
      
    
    
      set_pids_max(cg, n)



        
          
        

    

  


  

      

          @spec set_pids_max(cgroup(), non_neg_integer() | :max) ::
  :ok | {:error, Linx.Cgroup.Error.t()}


      


Sets the pids limit for cg (pids.max).
Accepts an integer (maximum number of processes) or the atom
:max to clear the limit. Requires the pids controller to be
enabled in the parent.

  



  
    
      
    
    
      stats(cg)



        
          
        

    

  


  

      

          @spec stats(cgroup()) ::
  {:ok, Linx.Cgroup.Stats.t()} | {:error, Linx.Cgroup.Error.t()}


      


Reads a curated snapshot of cg's resource counters as a
Linx.Cgroup.Stats struct.
Returns {:ok, %Linx.Cgroup.Stats{}} if the cgroup exists. Each
field is nil if its source isn't available — either because
the controller isn't delegated to the parent (interface file
missing) or the kernel is too old to expose it.
Returns {:error, %Linx.Cgroup.Error{operation: :stats}} if the
cgroup directory itself doesn't exist or isn't readable.

  



  
    
      
    
    
      supported?()



        
          
        

    

  


  

      

          @spec supported?() :: boolean()


      


Returns true iff the cgroup v2 unified hierarchy is mounted.
Canonical check: /sys/fs/cgroup/cgroup.controllers only exists
on the v2 hierarchy (on v1, /sys/fs/cgroup is a tmpfs with
per-controller subdirectories instead). A true return here is
the prerequisite for everything else in this module.

  



  
    
      
    
    
      thaw(cg)



        
          
        

    

  


  

      

          @spec thaw(cgroup()) :: :ok | {:error, Linx.Cgroup.Error.t()}


      


Thaws a previously-frozen cgroup by writing "0" to
<cg>/cgroup.freeze. Idempotent on an already-thawed cgroup.

  



  
    
      
    
    
      write(cg, file, value)



        
          
        

    

  


  

      

          @spec write(cgroup(), String.t(), term()) :: :ok | {:error, Linx.Cgroup.Error.t()}


      


Writes value to cgroup interface file file (e.g.
"memory.max") under cg. value is rendered via
to_string/1, so atoms (:max), integers, and binaries all work
directly.
Raw escape hatch for fields without a typed setter.
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Linx.Cgroup.Error exception
    



      
An error returned by a Linx.Cgroup operation.
Built from a failed File.read/1 / File.write/2 / File.mkdir/1 /
File.rmdir/1 call against a cgroupfs interface file. The shape:
	:path — the absolute filesystem path the operation targeted.
	:operation — what we were trying to do, as an atom
(:create, :destroy, :read, :write, :add_process).
	:errno — the POSIX errno as an atom (:enoent, :eacces,
:ebusy, …). File already hands us atoms; we keep them as
named.
	:code — the matching positive errno integer, or nil if we
don't have a mapping for this atom. Included for symmetry with
Linx.Netlink.Error and for callers unfamiliar with POSIX
mnemonics.

Pattern-match on :errno and :operation to handle specific
failures:
case Linx.Cgroup.destroy(cg) do
  :ok -> :ok
  {:error, %Linx.Cgroup.Error{errno: :ebusy}} ->
    # cgroup still has processes -- expected for live workloads
    :not_empty
end
Implements Exception, so an error can be raised or rendered
with Exception.message/1.

      


      
        Summary


  
    Types
  


    
      
        operation()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_posix(errno, path, operation)

      


        Builds a %Linx.Cgroup.Error{} from a posix-atom errno, the
filesystem path that failed, and the operation we attempted.



    





      


      
        Types


        


  
    
      
    
    
      operation()



        
          
        

    

  


  

      

          @type operation() :: :create | :destroy | :read | :write | :add_process | :stats


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Cgroup.Error{
  __exception__: true,
  code: pos_integer() | nil,
  errno: atom(),
  operation: operation(),
  path: Path.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_posix(errno, path, operation)



        
          
        

    

  


  

      

          @spec from_posix(atom(), Path.t(), operation()) :: t()


      


Builds a %Linx.Cgroup.Error{} from a posix-atom errno, the
filesystem path that failed, and the operation we attempted.
The integer :code is looked up from a small POSIX table; an
atom we don't have a mapping for (kernel-specific errno on
exotic hosts) keeps :code at nil.
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Linx.Cgroup.Stats 
    



      
A snapshot of a cgroup's resource counters.
Returned by Linx.Cgroup.stats/1. Each field is nil if its
source isn't available on this cgroup — either because the
controller isn't delegated to the parent (so the interface file
doesn't exist) or because the kernel is too old to expose it
(e.g. memory.peak requires Linux ≥ 5.19).
Fields
	:cpu_usec — total CPU time in microseconds (user + kernel),
from cpu.stat's usage_usec.
	:cpu_user_usec — userspace CPU time in microseconds.
	:cpu_system_usec — kernel CPU time in microseconds.
	:cpu_nr_throttled — number of times the cgroup was
throttled by cpu.max. Always 0 unless a CPU limit is set.
	:cpu_throttled_usec — total time the cgroup spent
throttled, in microseconds.
	:memory_current — current memory usage in bytes
(memory.current).
	:memory_peak — high-water memory usage in bytes
(memory.peak; requires Linux ≥ 5.19).
	:pids_current — current number of processes (pids.current).

Inspect
Renders compactly, showing only the fields that are populated:
#Linx.Cgroup.Stats<cpu=12.3s mem=42MiB pids=3>
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          @type t() :: %Linx.Cgroup.Stats{
  cpu_nr_throttled: non_neg_integer() | nil,
  cpu_system_usec: non_neg_integer() | nil,
  cpu_throttled_usec: non_neg_integer() | nil,
  cpu_usec: non_neg_integer() | nil,
  cpu_user_usec: non_neg_integer() | nil,
  memory_current: non_neg_integer() | nil,
  memory_peak: non_neg_integer() | nil,
  pids_current: non_neg_integer() | nil
}
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Linx.Mount 
    



      
Linux filesystem-mount primitives — mount(2), umount2(2),
pivot_root(2), and the read-side /proc/.../mountinfo parser.
Why a separate subsystem
Mounts are a coherent kernel concept (the filesystem hierarchy a
process sees) with their own syscalls, their own configuration via
/proc/.../mountinfo, and per-namespace semantics that compose
cleanly with Linx.Process's :mount namespace. Like
Linx.Cgroup, mount primitives are useful even outside the
cloned-child case — bind-mounting host paths, propagating mount
changes between namespaces, debugging mount tables.
The classic mount API
Linx wraps the classic syscalls — mount(2), umount2(2),
pivot_root(2) — not the newer fsopen/fsmount/move_mount
family (Linux ≥ 5.2). The classic calls are universally documented,
map one-to-one onto the tools operators already know, and are
single-shot calls on the calling thread (no fork), so a NIF wraps
them safely. The fd-based API is deferred to a future revision.
Cross-namespace via :in
Every mutating verb takes an :in option naming the mount
namespace to operate on:
	:self (default) — the BEAM's mount namespace.
	{:pid, n} — the mount namespace of pid n.
	{:path, p} — an explicit path to a namespace file
(typically /proc/<n>/ns/mnt).

The mechanism is the same throwaway-thread + setns(2) trick
Linx.Netlink uses for opening sockets in another netns. It works
for any process whose namespace files exist — parked at a
Linx.Process checkpoint, fully running after proceed/1, or any
other live pid. The :in option is lifecycle-agnostic.
Composition with Linx.Process
Mount /proc inside a child's fresh :mount namespace at the
checkpoint, then proceed:
{:ok, c} = Linx.Process.spawn(argv: ["/bin/bash"], namespaces: [:mount, :pid])
host_pid = receive do {:linx_process, :ready, p} -> p end
:ok = Linx.Mount.mount("proc", "/proc", "proc", in: {:pid, host_pid})
:ok = Linx.Process.proceed(c)
The same call works post-proceed/1 against a running container
for hot-mounting volumes or remounting paths.
Forward compatibility
list/0..1 parse /proc/.../mountinfo defensively: a line that
doesn't match the expected shape — or carries an optional-field tag
Linx doesn't recognise — is silently skipped rather than crashing the
whole parse. A future kernel adding optional fields can't break a
mount-table read.
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    Types
  


    
      
        list_target()

      


        Target of a list/1 call — either a pid (reads
/proc/<pid>/mountinfo) or an explicit path to a mountinfo file.



    





  
    Functions
  


    
      
        bind(source, target, opts \\ [])

      


        Bind-mounts source at target — makes the contents of source
visible at target as well, like a hardlink for directories.



    


    
      
        list()

      


        Returns the BEAM's mount table by parsing /proc/self/mountinfo.



    


    
      
        list(arg)

      


        Returns the mount table for target's mount namespace.



    


    
      
        mount(source, target, fstype, opts \\ [])

      


        Mounts source at target with filesystem type fstype.



    


    
      
        move(source, target, opts \\ [])

      


        Atomically relocates an existing mount from source to target.



    


    
      
        pivot_root(new_root, put_old, opts \\ [])

      


        Swaps the mount-namespace's root: makes new_root the new /
and stashes the old root at put_old.



    


    
      
        remount(target, opts \\ [])

      


        Remounts the filesystem at target with new flags.



    


    
      
        umount(target, opts \\ [])

      


        Unmounts the filesystem at target.
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          @type list_target() :: {:pid, pos_integer()} | {:path, Path.t()}


      


Target of a list/1 call — either a pid (reads
/proc/<pid>/mountinfo) or an explicit path to a mountinfo file.

  


        

      

      
        Functions


        


    

  
    
      
    
    
      bind(source, target, opts \\ [])



        
          
        

    

  


  

      

          @spec bind(String.t(), String.t(), keyword()) ::
  :ok | {:error, Linx.Mount.Error.t() | {:bad_flag, atom()} | {:bad_in, term()}}


      


Bind-mounts source at target — makes the contents of source
visible at target as well, like a hardlink for directories.
Equivalent to mount/4 with flags: [:bind | user_flags] and an
empty fstype. The kernel ignores fstype for bind mounts; the
filesystem is whatever already lives at source.
Options
	:flags — extra flag atoms to OR with :bind. Useful values:	:rec — recursive bind, descending into any submounts
underneath source.
	:ro — read-only at the target (effective via a follow-up
remount/2 on Linux ≥ 2.6.26; combining :bind and :ro
on the initial call still creates a rw mount because of
a kernel quirk).


	:data — filesystem-specific options string (rare for
bind mounts).
	:create — create an empty file at target before binding
if it's missing (see mount/4). For binding device nodes
(/dev/null, …) onto a freshly-mounted /dev tmpfs.
	:in — the target mount namespace (see mount/4).

Returns :ok or {:error, %Linx.Mount.Error{operation: :mount}}.
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          @spec list() :: {:ok, [Linx.Mount.Entry.t()]} | {:error, atom()}


      


Returns the BEAM's mount table by parsing /proc/self/mountinfo.
Returns {:ok, [%Linx.Mount.Entry{}, ...]} on success or
{:error, posix_atom} if the file can't be read (extremely
unusual on a healthy host).
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          @spec list(list_target()) :: {:ok, [Linx.Mount.Entry.t()]} | {:error, atom()}


      


Returns the mount table for target's mount namespace.
target is {:pid, n} (reads /proc/<n>/mountinfo) or
{:path, p} (reads p directly — typically used with paths like
/proc/<n>/mountinfo already constructed).
Returns {:ok, [%Linx.Mount.Entry{}, ...]} or {:error, posix_atom};
common failures: :enoent (pid no longer exists), :eacces
(BEAM can't read that pid's /proc).
Note that list/1 does not enter the target's mount namespace
via setns — it just reads the target's mountinfo file from the
BEAM's namespace, which is sufficient. The mutating verbs (which
do need setns) are the ones that operate on a separate
throwaway thread.

  



    

  
    
      
    
    
      mount(source, target, fstype, opts \\ [])



        
          
        

    

  


  

      

          @spec mount(String.t(), String.t(), String.t(), keyword()) ::
  :ok | {:error, Linx.Mount.Error.t() | {:bad_flag, atom()} | {:bad_in, term()}}


      


Mounts source at target with filesystem type fstype.
Options
	:flags — a list of flag atoms (see the table below).
Mapped to the OR'd MS_* integer the kernel expects.
	:data — a filesystem-specific options string (e.g.
"size=64M,mode=755" for tmpfs). Defaults to "".
	:create — when true, create an empty file at target
(inside the target namespace) before mounting, if it doesn't
already exist. For device-node bind mounts onto a fresh /dev
tmpfs, where the placeholder must live on the tmpfs itself.
Defaults to false.

Flag atoms
	atom	MS_* constant
	:ro	MS_RDONLY
	:nosuid	MS_NOSUID
	:nodev	MS_NODEV
	:noexec	MS_NOEXEC
	:sync	MS_SYNCHRONOUS
	:remount	MS_REMOUNT (driven by remount/2)
	:mandlock	MS_MANDLOCK
	:dirsync	MS_DIRSYNC
	:noatime	MS_NOATIME
	:nodiratime	MS_NODIRATIME
	:bind	MS_BIND (driven by bind/3)
	:move	MS_MOVE (driven by move/2)
	:rec	MS_REC — recursive variant
	:silent	MS_SILENT
	:private	MS_PRIVATE — propagation
	:shared	MS_SHARED — propagation
	:slave	MS_SLAVE — propagation
	:unbindable	MS_UNBINDABLE — propagation
	:relatime	MS_RELATIME
	:strictatime	MS_STRICTATIME
	:lazytime	MS_LAZYTIME

Returns :ok or {:error, %Linx.Mount.Error{operation: :mount}}
on failure. Common errnos: :eperm (no CAP_SYS_ADMIN),
:enoent (source or target missing), :einval (incompatible
flags), :ebusy (target is busy), :enodev (unknown fstype).
Cross-namespace
The :in option chooses which mount namespace to operate on:
	:self (default) — the BEAM's own mount namespace.
	{:pid, n} — pid n's mount namespace (reads
/proc/<n>/ns/mnt). Works whether n is parked at a
Linx.Process checkpoint or fully running.
	{:path, p} — an explicit path to a namespace file.

:ok = Linx.Mount.mount("proc", "/proc", "proc", in: {:pid, host_pid})
proc and the PID namespace
A proc filesystem binds to the PID namespace of the mounting
task, not the mount namespace. When fstype is "proc" and :in
is {:pid, n}, this enters pid n's PID namespace too (forking the
mount into it), so the mounted /proc reflects the container's
processes rather than the host's — no extra option needed. (For
:self or {:path, _}, the caller's PID namespace is used.)
Cross-namespace failures surface with stage-tagged operations in
%Linx.Mount.Error{} — :open_ns / :setns / :thread, plus
:create (the :create placeholder) and :open_pidns / :setns_pid /
:pipe / :fork (the proc pidns path). See Linx.Mount.Error's
@moduledoc.
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          @spec move(String.t(), String.t(), keyword()) ::
  :ok | {:error, Linx.Mount.Error.t() | {:bad_flag, atom()} | {:bad_in, term()}}


      


Atomically relocates an existing mount from source to target.
Equivalent to mount/4 with flags: [:move]. The mount table
entry stays the same — same filesystem, same inode count — only
the mount point changes. Subprocesses with the old path open
continue to work via the still-valid fd; new lookups go through
the new path.
Returns :ok or {:error, %Linx.Mount.Error{operation: :mount}}.
Common errors: :einval (source isn't a mount point, or
source/target share a propagation peer group — move requires
unshared propagation on both ends), :enoent (target's parent
doesn't exist).

  



    

  
    
      
    
    
      pivot_root(new_root, put_old, opts \\ [])



        
          
        

    

  


  

      

          @spec pivot_root(String.t(), String.t(), keyword()) ::
  :ok | {:error, Linx.Mount.Error.t() | {:bad_in, term()}}


      


Swaps the mount-namespace's root: makes new_root the new /
and stashes the old root at put_old.
Wraps pivot_root(2). After a successful call, processes in the
target mount namespace see new_root's contents as /; the
former root tree is accessible at put_old. The standard next
step in container init is to umount("/old_root", flags: [:detach])
to discard the old root entirely.
Options
	:in — the same shape as mount/4 (:self /
{:pid, n} / {:path, p}). Picks which mount namespace's
root to swap.

Kernel constraints
pivot_root(2) is one of the pickiest syscalls in Linux. The
call returns :einval unless all of these hold:
	new_root is a directory and a mount point. The
typical setup is a bind-mount-to-self:
Linx.Mount.bind(new_root, new_root).
	put_old is a directory under new_root. By convention:
Path.join(new_root, "old_root"), created beforehand.
	No other filesystem is mounted on put_old.
	The propagation of new_root's mount and the current root's
mount are not both shared. Usually: mark new_root private
before calling pivot_root.

See pivot_root(2) for the full list.
CWD handling
pivot_root requires the calling thread's CWD to be inside
new_root. The NIF runs on a worker thread that unshares its
fs_struct and chdirs into new_root before the syscall, so
the BEAM's CWD stays at whatever it was. The chdir is a worker-
thread concern; the caller doesn't observe it.
Composition
The headline use case is rootfs swapping inside a freshly-spawned
container at the checkpoint, before proceed/1:
{:ok, c} = Linx.Process.spawn(argv: ["/init"], namespaces: [:mount, ...])
host_pid = receive do {:linx_process, :ready, p} -> p end

:ok = Linx.Mount.bind(rootfs, rootfs, in: {:pid, host_pid})
:ok = Linx.Mount.mount("", rootfs, "", flags: [:private], in: {:pid, host_pid})
:ok = Linx.Mount.pivot_root(rootfs, Path.join(rootfs, "old_root"), in: {:pid, host_pid})
:ok = Linx.Mount.umount("/old_root", flags: [:detach], in: {:pid, host_pid})

:ok = Linx.Process.proceed(c)
After proceed/1, the workload execves /init from inside
the new rootfs.
Returns :ok or {:error, %Linx.Mount.Error{operation: :pivot_root | :chdir | :open_ns | :unshare | :setns | :thread}}.
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          @spec remount(
  String.t(),
  keyword()
) ::
  :ok | {:error, Linx.Mount.Error.t() | {:bad_flag, atom()} | {:bad_in, term()}}


      


Remounts the filesystem at target with new flags.
Equivalent to mount/4 with flags: [:remount | user_flags] and
empty source + fstype. The kernel knows what's mounted there
and applies the new flags in place.
Typical use: making a bind mount read-only after the fact:
:ok = Linx.Mount.bind(source, target)
:ok = Linx.Mount.remount(target, flags: [:ro, :bind])
The :bind flag is required when remounting a bind mount with
new flags — without it, the kernel tries to remount the underlying
filesystem instead.
Options
	:flags — flag atoms (:ro, :nosuid, :nodev, etc.) to
apply. Reuses the catalog from mount/4.
	:data — filesystem-specific options string.

Returns :ok or {:error, %Linx.Mount.Error{operation: :mount}}.

  



    

  
    
      
    
    
      umount(target, opts \\ [])



        
          
        

    

  


  

      

          @spec umount(
  String.t(),
  keyword()
) ::
  :ok | {:error, Linx.Mount.Error.t() | {:bad_flag, atom()} | {:bad_in, term()}}


      


Unmounts the filesystem at target.
Options
	:flags — a list of flag atoms:	:force — MNT_FORCE. Try harder when the filesystem is
busy (only meaningful for NFS-style network filesystems).
	:detach — MNT_DETACH. Lazy unmount: detach from the
namespace immediately, clean up when the last user is
done.
	:expire — MNT_EXPIRE. Mark for later auto-unmount.
	:no_follow — UMOUNT_NOFOLLOW. Don't follow symlinks at
target.



Returns :ok or {:error, %Linx.Mount.Error{operation: :umount}}.
Cross-namespace
Same :in option as mount/4. To unmount a path inside a
running container:
:ok = Linx.Mount.umount("/proc", in: {:pid, container_pid})
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Linx.Mount.Entry 
    



      
A single parsed line from /proc/<pid>/mountinfo — one mount in
the namespace's mount table.
The shape mirrors proc(5)'s mountinfo format exactly:
36 35 98:0 /mnt1 /mnt/parent rw,noatime master:1 - ext3 /dev/root rw,errors=continue
(1)(2)(3)  (4)   (5)         (6)         (7)    (8) (9) (10)      (11)

1.  mount_id        — unique within the namespace
2.  parent_id       — points at another Entry; -1 if this is the root
3.  device          — major:minor of st_dev (kept as a string)
4.  root            — path of this mount's root in the filesystem
5.  mount_point     — where this mount appears in the namespace
6.  mount_options   — per-mount options (raw comma-list, e.g. "rw,noatime")
7.  propagation     — list of {:shared, n} / {:master, n} / {:propagate_from, n} / :unbindable
9.  fstype          — filesystem type ("ext4", "tmpfs", …)
10. source          — mount source (block device path, "tmpfs", …)
11. super_options   — per-superblock options (raw comma-list)
Field 8, the literal -, separates the per-mount fields from the
per-superblock fields and is not retained.
mount_options and super_options are exposed verbatim as binaries.
A consumer wanting to parse them into a map (e.g. "rw" vs "ro",
"relatime" flag) is welcome to; we don't bake a particular shape
in.
Paths (:root, :mount_point, :source) are decoded from
mountinfo's octal-escape format — kernel writes \040 for space,
\011 for tab, \012 for newline, \134 for backslash; we
decode them back to their actual character before populating the
struct.
Inspect
Renders compactly:
#Linx.Mount.Entry<ext4 on / (rw,relatime)>
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        propagation_entry()

      


        Propagation entries from the optional-fields section. Per
mount_namespaces(7)
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          @type propagation_entry() ::
  {:shared, non_neg_integer()}
  | {:master, non_neg_integer()}
  | {:propagate_from, non_neg_integer()}
  | :unbindable


      


Propagation entries from the optional-fields section. Per
mount_namespaces(7):
	{:shared, peer_group} — this mount is in shared peer group
peer_group (an integer).
	{:master, peer_group} — this mount is a slave of peer group
peer_group.
	{:propagate_from, peer_group} — propagation source for slave
mounts; rare.
	:unbindable — bind mounts of this mount aren't allowed.
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          @type t() :: %Linx.Mount.Entry{
  device: String.t(),
  fstype: String.t(),
  mount_id: non_neg_integer(),
  mount_options: String.t(),
  mount_point: String.t(),
  parent_id: integer(),
  propagation: [propagation_entry()],
  root: String.t(),
  source: String.t(),
  super_options: String.t()
}
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Linx.Mount.Error exception
    



      
An error returned by a Linx.Mount operation.
Built from a failed mount(2) / umount2(2) / pivot_root(2)
call against the kernel. The shape:
	:path — the absolute filesystem path the operation targeted
(the target argument of mount/4, the target of umount/2,
etc.).
	:operation — what we were trying to do, as an atom:	:mount, :umount, :pivot_root — the target syscall
itself failed.
	:open_ns — couldn't open the target namespace file
(target process is gone, BEAM lacks read access).
	:unshare — couldn't detach the worker thread's
fs_struct from the BEAM's. Prerequisite for setns on
a mount namespace; extremely unlikely to fail.
	:setns — couldn't enter the target namespace (lacks
CAP_SYS_ADMIN in the right user namespace).
	:chdir — couldn't chdir into new_root before
pivot_root. Typically the path doesn't exist or isn't
a directory.
	:thread — couldn't create the worker thread that does
the cross-namespace dance. Rare; typically EAGAIN from
thread-creation pressure.
The last three only appear when a cross-namespace :in
option was used.


	:errno — the POSIX errno as an atom (:enoent, :eacces,
:ebusy, :einval, :eperm, …).
	:code — the matching positive errno integer, or nil if we
don't have a mapping for this atom. Included for symmetry with
Linx.Cgroup.Error / Linx.Netlink.Error and for callers
unfamiliar with POSIX mnemonics.

Pattern-match on :errno and :operation to handle specific
failures:
case Linx.Mount.mount("tmpfs", "/mnt/x", "tmpfs") do
  :ok -> :ok
  {:error, %Linx.Mount.Error{errno: :eacces}} ->
    # not enough privilege
    :no_perm
end
Implements Exception, so an error can be raised or rendered
with Exception.message/1.
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    Functions
  


    
      
        from_posix(errno, path, operation)

      


        Builds a %Linx.Mount.Error{} from a posix-atom errno, the
filesystem path that failed, and the operation we attempted.
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          @type operation() ::
  :mount
  | :umount
  | :pivot_root
  | :open_ns
  | :unshare
  | :setns
  | :chdir
  | :thread


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Mount.Error{
  __exception__: true,
  code: pos_integer() | nil,
  errno: atom(),
  operation: operation(),
  path: Path.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_posix(errno, path, operation)



        
          
        

    

  


  

      

          @spec from_posix(atom(), Path.t(), operation()) :: t()


      


Builds a %Linx.Mount.Error{} from a posix-atom errno, the
filesystem path that failed, and the operation we attempted.
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NIF binding for Linx.Mount. Loads priv/linx_mount.so (built by
the :linx_mount Mix compiler) and exposes the small set of
syscalls the public Linx.Mount module wraps: mount(2),
umount2(2), and pivot_root(2).
Production callers should not use this module directly — go through
Linx.Mount, which validates options, maps flag atoms to the
kernel's MS_* / MNT_* constants, resolves the :in namespace
option, and wraps errors in %Linx.Mount.Error{}.
The ns_path argument
Each fallible function takes an ns_path binary:
	Empty binary ("") — perform the syscall in the caller's
mount namespace (the BEAM's).
	Non-empty — path to a namespace file (typically
/proc/<pid>/ns/mnt). The NIF spawns a throwaway pthread,
opens the path, setns(2)s into the target namespace,
performs the syscall, and exits the thread. The BEAM's own
scheduler threads never enter the target namespace.

Error shape
Every fallible function returns :ok or
{:error, {stage_atom, errno_atom | errno_int}}. Stages:
	:mount / :umount / :pivot_root — the target syscall
itself failed.
	:open_ns — couldn't open the namespace file.
	:setns — couldn't enter the target namespace.
	:thread — couldn't create the worker thread.
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        error()

      


    


    
      
        stage()

      


        Native error shape: {stage_atom, errno_atom_or_int}.



    





  
    Functions
  


    
      
        mount(source, target, fstype, flags, data, ns_path, pidns_path, create_target)

      


        Wraps mount(2). flags is the OR'd integer of MS_* constants;
source, fstype, and data may be empty binaries (translated to
NULL for the kernel). ns_path is "" for the caller's
namespace, or a path to a namespace file for cross-namespace.



    


    
      
        pivot_root(new_root, put_old, ns_path)

      


        Wraps pivot_root(2). Always runs on a worker thread (even in
the BEAM-namespace case) because pivot_root requires the
calling thread's CWD to be inside new_root, and we don't want
to mutate the BEAM's CWD. The worker unshares CLONE_FS,
chdirs into new_root, then calls the syscall.



    


    
      
        umount(target, flags, ns_path)

      


        Wraps umount2(2). flags is the OR'd integer of MNT_* /
UMOUNT_* constants. ns_path is "" for the caller's namespace.



    


    
      
        version()

      


        Returns the NIF identifier string.



    





      


      
        Types


        


  
    
      
    
    
      error()



        
          
        

    

  


  

      

          @type error() :: {:error, {stage(), atom() | pos_integer()}}


      



  



  
    
      
    
    
      stage()



        
          
        

    

  


  

      

          @type stage() ::
  :mount
  | :umount
  | :pivot_root
  | :open_ns
  | :unshare
  | :setns
  | :chdir
  | :thread
  | :create
  | :open_pidns
  | :setns_pid
  | :pipe
  | :fork


      


Native error shape: {stage_atom, errno_atom_or_int}.

  


        

      

      
        Functions


        


  
    
      
    
    
      mount(source, target, fstype, flags, data, ns_path, pidns_path, create_target)



        
          
        

    

  


  

      

          @spec mount(
  binary(),
  binary(),
  binary(),
  non_neg_integer(),
  binary(),
  binary(),
  binary(),
  0 | 1
) :: :ok | error()


      


Wraps mount(2). flags is the OR'd integer of MS_* constants;
source, fstype, and data may be empty binaries (translated to
NULL for the kernel). ns_path is "" for the caller's
namespace, or a path to a namespace file for cross-namespace.
Two setup nuances, both for assembling a container rootfs:
	pidns_path — "" normally, or a /proc/<pid>/ns/pid file. When
set (alongside a mount ns_path), the worker enters that PID
namespace and forks a child to perform the mount, so a proc
filesystem binds to the container's PID namespace rather than the
caller's.
	create_target — 0 normally, or 1 to create an empty file at
target (inside the target mount ns) before mounting — a
placeholder for a device-node bind onto a fresh tmpfs.


  



  
    
      
    
    
      pivot_root(new_root, put_old, ns_path)



        
          
        

    

  


  

      

          @spec pivot_root(binary(), binary(), binary()) :: :ok | error()


      


Wraps pivot_root(2). Always runs on a worker thread (even in
the BEAM-namespace case) because pivot_root requires the
calling thread's CWD to be inside new_root, and we don't want
to mutate the BEAM's CWD. The worker unshares CLONE_FS,
chdirs into new_root, then calls the syscall.
ns_path is "" for the caller's namespace, or a path to a
namespace file for cross-namespace.

  



  
    
      
    
    
      umount(target, flags, ns_path)



        
          
        

    

  


  

      

          @spec umount(binary(), integer(), binary()) :: :ok | error()


      


Wraps umount2(2). flags is the OR'd integer of MNT_* /
UMOUNT_* constants. ns_path is "" for the caller's namespace.

  



  
    
      
    
    
      version()



        
          
        

    

  


  

      

          @spec version() :: charlist()


      


Returns the NIF identifier string.
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Linx.User 
    



      
Linux user-namespace configuration primitives — /proc/<pid>/uid_map,
/proc/<pid>/gid_map, /proc/<pid>/setgroups.
Why a separate subsystem
User namespaces are a coherent kernel concept (per-namespace
uid/gid mappings + capability translation) with their own procfs
surface for configuration. Linx.Process creates user namespaces
via clone(CLONE_NEWUSER); what the workload's identity looks
like inside that namespace — root vs unprivileged, mapped vs the
kernel-default "nobody" — is configured by writing the mapping
files this module wraps.
procfs is the API
Every operation here is plain File.read/1 / File.write/2
against:
	/proc/<pid>/uid_map — write-once user-id mapping
	/proc/<pid>/gid_map — write-once group-id mapping
	/proc/<pid>/setgroups — "allow" / "deny" gate

No NIF, no Port, no setns(2) dance — the kernel handles all
the namespace targeting based on the path. The write-once
semantics are a kernel rule, not a Linx choice: once a map has
been set for a user ns, subsequent writes return EPERM.
No :in option
Unlike Linx.Mount (where the syscall must be called from
inside the target's mount namespace), uid/gid map writes happen
via the host's view of procfs. Verbs take a pid as their
first argument — the target child's host pid, typically obtained
from {:linx_process, :ready, host_pid}.
The setgroups order
When an unprivileged caller (no CAP_SETGID in the parent user
ns) writes gid_map, the kernel requires
/proc/<pid>/setgroups first contain "deny". Skipping it
returns EPERM. deny_setgroups/1 is the primitive; the
setup_maps/2 convenience does this in the right
order automatically.
Composition with Linx.Process
The canonical rootless flow:
{:ok, c} = Linx.Process.spawn(
             argv: ["/bin/bash"],
             namespaces: [:user, :mount, :pid, :uts, :ipc],
             stdio: :pty)

host_pid = receive do {:linx_process, :ready, p} -> p end

# "root inside ↔ me outside" -- the canonical rootless mapping.
:ok = Linx.User.deny_setgroups(host_pid)
:ok = Linx.User.set_uid_map(host_pid, [{0, my_host_uid, 1}])
:ok = Linx.User.set_gid_map(host_pid, [{0, my_host_gid, 1}])

:ok = Linx.Process.proceed(c)
Linx.Process has zero awareness of user-namespace mappings;
the checkpoint between :ready and proceed/1 is the only
coupling, exactly the way Linx.Netlink / Linx.Cgroup /
Linx.Mount integration works.
Forward compatibility
read_uid_map/1 / read_gid_map/1 parse the map files defensively —
a line that isn't three non-negative integers is skipped rather than
crashing the read.

      


      
        Summary


  
    Types
  


    
      
        mapping()

      


        One mapping entry: {inside_id, outside_id, length} — all
non-negative integers; length > 0.



    


    
      
        pid_target()

      


        Host pid of a target process. Typically the value carried in
{:linx_process, :ready, host_pid} from a Linx.Process session
spawned with the :user namespace.



    





  
    Functions
  


    
      
        deny_setgroups(pid)

      


        Writes "deny" to /proc/<pid>/setgroups.



    


    
      
        read_gid_map(pid)

      


        Reads and parses /proc/<pid>/gid_map into a list of
%Linx.User.Map{} entries. Same shape as read_uid_map/1.



    


    
      
        read_uid_map(pid)

      


        Reads and parses /proc/<pid>/uid_map into a list of
%Linx.User.Map{} entries.



    


    
      
        set_gid_map(pid, mappings)

      


        Writes a gid mapping to /proc/<pid>/gid_map. Same shape and
write-once semantics as set_uid_map/2.



    


    
      
        set_uid_map(pid, mappings)

      


        Writes a uid mapping to /proc/<pid>/uid_map.



    


    
      
        setup_maps(pid, opts)

      


        Applies the canonical map-setup sequence in one call:
deny_setgroups/1 → set_uid_map/2 → set_gid_map/2.



    


    
      
        supported?()

      


        Returns true iff user namespaces are configurable on this host.



    





      


      
        Types


        


  
    
      
    
    
      mapping()



        
          
        

    

  


  

      

          @type mapping() :: {non_neg_integer(), non_neg_integer(), pos_integer()}


      


One mapping entry: {inside_id, outside_id, length} — all
non-negative integers; length > 0.

  



  
    
      
    
    
      pid_target()



        
          
        

    

  


  

      

          @type pid_target() :: pos_integer()


      


Host pid of a target process. Typically the value carried in
{:linx_process, :ready, host_pid} from a Linx.Process session
spawned with the :user namespace.

  


        

      

      
        Functions


        


  
    
      
    
    
      deny_setgroups(pid)



        
          
        

    

  


  

      

          @spec deny_setgroups(pid_target()) :: :ok | {:error, Linx.User.Error.t()}


      


Writes "deny" to /proc/<pid>/setgroups.
Required before set_gid_map/2 for unprivileged callers (no
CAP_SETGID in the parent user ns) — the kernel rejects the
gid_map write otherwise. Privileged callers may skip it; the
effect is idempotent (re-writing "deny" over an already-denied
setgroups returns :ok).
Common failure modes:
	{:error, %Linx.User.Error{errno: :enoent}} — the target pid
no longer exists.
	{:error, %Linx.User.Error{errno: :eperm}} — calling at the
wrong moment (some kernel versions; rare in modern setups).


  



  
    
      
    
    
      read_gid_map(pid)



        
          
        

    

  


  

      

          @spec read_gid_map(pid_target()) ::
  {:ok, [Linx.User.Map.t()]} | {:error, Linx.User.Error.t()}


      


Reads and parses /proc/<pid>/gid_map into a list of
%Linx.User.Map{} entries. Same shape as read_uid_map/1.

  



  
    
      
    
    
      read_uid_map(pid)



        
          
        

    

  


  

      

          @spec read_uid_map(pid_target()) ::
  {:ok, [Linx.User.Map.t()]} | {:error, Linx.User.Error.t()}


      


Reads and parses /proc/<pid>/uid_map into a list of
%Linx.User.Map{} entries.
A user namespace whose maps haven't been written yet returns
{:ok, []} — the file exists but is empty.
Examples
iex> Linx.User.read_uid_map(host_pid)
{:ok, [#Linx.User.Map<0 -> 1000>]}

iex> Linx.User.read_uid_map(host_pid)  # multi-range
{:ok, [
  #Linx.User.Map<0 -> 0>,
  #Linx.User.Map<1..65535 -> 100000..165535>
]}

  



  
    
      
    
    
      set_gid_map(pid, mappings)



        
          
        

    

  


  

      

          @spec set_gid_map(pid_target(), [mapping()]) ::
  :ok | {:error, Linx.User.Error.t() | {:bad_map, term()}}


      


Writes a gid mapping to /proc/<pid>/gid_map. Same shape and
write-once semantics as set_uid_map/2.
Unprivileged callers must call deny_setgroups/1 first —
the kernel returns EPERM otherwise. The
Linx.User.setup_maps/2 convenience does this
sequence automatically.

  



  
    
      
    
    
      set_uid_map(pid, mappings)



        
          
        

    

  


  

      

          @spec set_uid_map(pid_target(), [mapping()]) ::
  :ok | {:error, Linx.User.Error.t() | {:bad_map, term()}}


      


Writes a uid mapping to /proc/<pid>/uid_map.
mappings is a non-empty list of {inside_id, outside_id, length}
non-negative-integer tuples (with length > 0). The kernel
serialises it as one line per entry; we render and write the whole
blob in one syscall.
The write is write-once per user namespace — a second call
returns EPERM. Plan your mapping fully before calling.
Examples
# The canonical rootless "root inside ↔ me outside" mapping:
:ok = Linx.User.set_uid_map(host_pid, [{0, my_uid, 1}])

# A multi-range identity map (needs CAP_SETUID or
# newuidmap(1)):
:ok = Linx.User.set_uid_map(host_pid,
  [{0, 0, 1}, {1, 100_000, 65_536}])
Errors
	{:error, {:bad_map, reason}} — caller-side input mistake
(not a list, wrong-arity tuple, negative id, zero length).
	{:error, %Linx.User.Error{}} — kernel-level rejection.
Common: :eperm (write-once already done; map too broad for
an unprivileged caller), :einval (overlapping or invalid
range), :enoent (target pid is gone).


  



  
    
      
    
    
      setup_maps(pid, opts)



        
          
        

    

  


  

      

          @spec setup_maps(
  pid_target(),
  keyword()
) ::
  :ok
  | {:error,
     Linx.User.Error.t() | {:bad_map, term()} | {:bad_setgroups, term()}}


      


Applies the canonical map-setup sequence in one call:
deny_setgroups/1 → set_uid_map/2 → set_gid_map/2.
Options
	:uid (required) — mappings list for uid_map; same shape as
set_uid_map/2.
	:gid (required) — mappings list for gid_map.
	:setgroups (default :deny) — whether to write
"deny" to /proc/<pid>/setgroups before the gid_map
write. :skip is for privileged callers who don't need
the kernel's setgroups gate.

Returns :ok if every step succeeded, or the first error
encountered (with the failing step's :operation):
:ok                                                 -- everything worked
{:error, %Linx.User.Error{operation: :deny_setgroups, ...}}
{:error, %Linx.User.Error{operation: :set_uid_map, ...}}
{:error, %Linx.User.Error{operation: :set_gid_map, ...}}
{:error, {:bad_map, _}}                             -- bad uid/gid input
{:error, {:bad_setgroups, value}}                   -- bad :setgroups opt
Steps that ran successfully before a later step failed are
not rolled back — the kernel's write-once semantics mean
uid_map / gid_map can't be undone, and deny_setgroups is
idempotent anyway. The error tells you exactly where the
sequence stopped.
Example
:ok = Linx.User.setup_maps(host_pid,
  uid: [{0, my_uid, 1}],
  gid: [{0, my_gid, 1}]
)

  



  
    
      
    
    
      supported?()



        
          
        

    

  


  

      

          @spec supported?() :: boolean()


      


Returns true iff user namespaces are configurable on this host.
Canonical check: /proc/self/uid_map exists, which is true on
every Linux kernel ≥ 3.8 with CONFIG_USER_NS=y (the default for
every mainline distribution kernel).
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Linx.User.Error exception
    



      
An error returned by a Linx.User operation.
Built from a failed File.read/1 / File.write/2 against one of
the user-namespace procfs files (/proc/<pid>/uid_map,
/proc/<pid>/gid_map, /proc/<pid>/setgroups). The shape:
	:path — the procfs path the operation targeted.
	:operation — what we were trying to do, as an atom
(:set_uid_map, :set_gid_map, :deny_setgroups,
:read_uid_map, :read_gid_map).
	:errno — the POSIX errno as an atom (:enoent, :eperm,
:einval, …).
	:code — the matching positive errno integer, or nil if
we don't have a mapping for this atom. Included for symmetry
with Linx.Mount.Error / Linx.Cgroup.Error.

Pattern-match on :errno and :operation to handle specific
failures:
case Linx.User.set_uid_map(pid, [{0, 1000, 1}]) do
  :ok ->
    :mapped

  {:error, %Linx.User.Error{errno: :eperm}} ->
    # No CAP_SETUID in the parent user ns; the map is too
    # broad for an unprivileged caller, or the map was
    # already written (write-once).
    :no_perm

  {:error, %Linx.User.Error{errno: :enoent}} ->
    # The target pid is gone.
    :pid_dead
end
Implements Exception, so an error can be raised or rendered
with Exception.message/1.
Caller-side input mistakes (e.g. a non-list mappings,
negative ids, zero-length entries) surface as
{:error, {:bad_map, reason}} instead — distinct from kernel
rejections, mirroring Linx.Mount's :bad_flag / %Error{}
split.

      


      
        Summary


  
    Types
  


    
      
        operation()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_posix(errno, path, operation)

      


        Builds a %Linx.User.Error{} from a posix-atom errno, the
procfs path that failed, and the operation we attempted.



    





      


      
        Types


        


  
    
      
    
    
      operation()



        
          
        

    

  


  

      

          @type operation() ::
  :set_uid_map | :set_gid_map | :deny_setgroups | :read_uid_map | :read_gid_map


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.User.Error{
  __exception__: true,
  code: pos_integer() | nil,
  errno: atom(),
  operation: operation(),
  path: Path.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_posix(errno, path, operation)



        
          
        

    

  


  

      

          @spec from_posix(atom(), Path.t(), operation()) :: t()


      


Builds a %Linx.User.Error{} from a posix-atom errno, the
procfs path that failed, and the operation we attempted.
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Linx.User.Map 
    



      
One uid/gid mapping entry from a user namespace's uid_map or
gid_map.
Returned by Linx.User.read_uid_map/1 / Linx.User.read_gid_map/1
as a list of %Linx.User.Map{} — one struct per line in the
kernel's procfs file. The shape mirrors the kernel's
inside_id outside_id length triple exactly:
	:inside — the first id in the range as the workload sees
it (inside the user namespace).
	:outside — the corresponding first id in the parent user
namespace (outside).
	:length — how many ids the range covers (≥ 1).

Inspect
Compact rendering, chosen by length:
# length = 1 -- just the two ids, no range syntax.
#Linx.User.Map<0 -> 1000>

# length > 1 -- range form on both sides.
#Linx.User.Map<0..65535 -> 100000..165535>
Equivalence with write-side input
The 3-tuple {inside, outside, length} accepted by
Linx.User.set_uid_map/2 / set_gid_map/2 and the
%Linx.User.Map{} returned by the read verbs carry exactly the
same information. A consumer that wants a clean round-trip can
convert:
maps = [%Linx.User.Map{inside: 0, outside: 1000, length: 1}]
mappings = Enum.map(maps, &{&1.inside, &1.outside, &1.length})
:ok = Linx.User.set_uid_map(other_pid, mappings)
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        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.User.Map{
  inside: non_neg_integer(),
  length: pos_integer(),
  outside: non_neg_integer()
}
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Linx.Capabilities 
    



      
Linux per-process capability primitives — the kernel's five
capability sets (effective, permitted, inheritable, bounding,
ambient) and the syscalls that manipulate them.
Why a separate subsystem
Linux capabilities partition the historical "root vs not-root"
binary into ~41 fine-grained powers (CAP_NET_ADMIN,
CAP_SYS_ADMIN, CAP_NET_BIND_SERVICE, …). A security-conscious
container runtime drops everything the workload doesn't need
before execve, so a compromise of e.g. nginx can't reach for
arbitrary kernel surface. Linx.Capabilities is the primitive
that makes that drop possible from Elixir.
This is not a security-policy engine. It exposes "read these
caps" and "drop these caps from this set on this session." What
each workload should have is policy and lives in a consumer.
Two layers — read and write
The read side is host-side, pure Elixir File.read/1 against
/proc/<pid>/status. Works against any live process without
cooperation from the target.
The write side is fundamentally different: capability
manipulation is per-thread — capset(2), prctl(PR_CAPBSET_*),
and prctl(PR_CAP_AMBIENT_*) all operate on the calling thread.
So the child agent in Linx.Process has to do its own cap
configuration. The write verbs (drop_bounding/2,
set_thread_sets/2, set_ambient/2) are checkpoint-bound: only
valid in the :ready (parked) state, same shape as
Linx.Process.proceed/1 / abort/1.
MapSets of :cap_* atoms
Cap sets are 64-bit kernel bitmasks. In Elixir they show up as
MapSets of :cap_* atoms (the lowercase form of the kernel's
CAP_* constants):
MapSet.new([:cap_net_admin, :cap_sys_admin])
Set operations (MapSet.union/2, MapSet.difference/2) come for
free; pattern-matching on cap atoms is natural; the bitmask
conversion happens in one place (Linx.Capabilities.Constants).
The :cap_ prefix is kept so the atom is unambiguous in a
mailbox of mixed message types.
Composition with Linx.Process
The motivating composition:
{:ok, c} = Linx.Process.spawn(argv: ["/usr/sbin/nginx"], stdio: :pty)
receive do {:linx_process, :ready, _} -> :ok end

# Strip everything except the one cap nginx actually needs.
keep = [:cap_net_bind_service]
:ok = Linx.Capabilities.set_thread_sets(c,
        effective: keep, permitted: keep, inheritable: [])
:ok = Linx.Capabilities.drop_bounding(c,
        MapSet.difference(Linx.Capabilities.Constants.all(),
                          MapSet.new(keep)))

:ok = Linx.Process.proceed(c)
After proceed/1, the workload runs with exactly
cap_net_bind_service — even if its binary has file caps that
would otherwise grant more, because :cap_setpcap was dropped
from :bounding too.
See docs/capabilities/EXAMPLES.md for end-to-end recipes.

      


      
        Summary


  
    Types
  


    
      
        cap()

      


        A capability atom — the lowercase form of a kernel CAP_*
constant, prefixed with :cap_. Examples



    


    
      
        cap_set()

      


        A set of capabilities — a MapSet of :cap_* atoms. The public
write verbs accept any Enumerable of caps (list, MapSet,
Stream) for convenience; the canonical representation is
MapSet.



    





  
    Functions
  


    
      
        drop_bounding(session, caps)

      


        Drops capabilities from the child thread's bounding set on a
parked Linx.Process session.



    


    
      
        read(pid)

      


        Reads a process's capability sets from /proc/<pid>/status.



    


    
      
        set_ambient(session, caps)

      


        Sets the child thread's ambient capability set on a parked
Linx.Process session.



    


    
      
        set_thread_sets(session, opts)

      


        Sets the child thread's effective, permitted, and inheritable
capability sets on a parked Linx.Process session.



    


    
      
        supported?()

      


        Returns true iff Linux capabilities are inspectable on this
host — i.e. /proc/self/status contains a CapBnd: line.



    





      


      
        Types


        


  
    
      
    
    
      cap()



        
          
        

    

  


  

      

          @type cap() :: atom()


      


A capability atom — the lowercase form of a kernel CAP_*
constant, prefixed with :cap_. Examples:
:cap_net_admin
:cap_sys_admin
:cap_net_bind_service
See Linx.Capabilities.Constants.all/0 for the full set.

  



  
    
      
    
    
      cap_set()



        
          
        

    

  


  

      

          @type cap_set() :: MapSet.t(cap())


      


A set of capabilities — a MapSet of :cap_* atoms. The public
write verbs accept any Enumerable of caps (list, MapSet,
Stream) for convenience; the canonical representation is
MapSet.

  


        

      

      
        Functions


        


  
    
      
    
    
      drop_bounding(session, caps)



        
          
        

    

  


  

      

          @spec drop_bounding(Linx.Process.t(), Enumerable.t()) ::
  :ok
  | {:error, :not_ready | :running | :no_process | {:bad_capability, term()}}


      


Drops capabilities from the child thread's bounding set on a
parked Linx.Process session.
caps is a MapSet or list of :cap_* atoms. The operation is
one-way (prctl(PR_CAPBSET_DROP)) — the kernel will refuse to
re-add a dropped cap via any subsequent verb on the same thread,
even via set_thread_sets/2.
Errors
	{:error, :not_ready} — session not yet at the checkpoint.
	{:error, :running} — past proceed/1, the child is in
execve'd land.
	{:error, :no_process} — session has ended.
	{:error, {:bad_capability, atom}} — caps contains an
atom Linx doesn't recognise. Validation happens before
anything is sent to the agent.

Kernel-level failures (the workload didn't have the required
privilege to drop a particular cap, etc.) arrive asynchronously
as {:linx_process, :error, errno, :cap_drop_bounding} on the
session's owner mailbox, the same shape as other pre-execve
failures.
Example
:ok = Linx.Capabilities.drop_bounding(session,
  [:cap_sys_admin, :cap_sys_module, :cap_dac_override])

  



  
    
      
    
    
      read(pid)



        
          
        

    

  


  

      

          @spec read(pos_integer() | :self) ::
  {:ok, Linx.Capabilities.State.t()} | {:error, Linx.Capabilities.Error.t()}


      


Reads a process's capability sets from /proc/<pid>/status.
Accepts a positive integer pid, or :self as a convenience for
the BEAM's own status. Returns
{:ok, %Linx.Capabilities.State{}} on success, or
{:error, %Linx.Capabilities.Error{}} if the procfs read failed
or the file didn't contain the five Cap*: lines we expected.
Examples
iex> {:ok, %Linx.Capabilities.State{} = state} = Linx.Capabilities.read(:self)
iex> is_struct(state.effective, MapSet) and is_struct(state.bounding, MapSet)
true

# Bogus pid -> structured error.
iex> {:error, %Linx.Capabilities.Error{errno: :enoent}} =
...>   Linx.Capabilities.read(1_234_567_890)
iex> true
true
Forward compatibility
If the kernel reports a bit that isn't in Linx's 41-entry table
(a newer kernel adding caps Linx hasn't catalogued), the bit is
silently dropped from the returned MapSets and a single
Logger.warning/1 is emitted. The returned %State{} is still
valid for every cap Linx does know about.

  



  
    
      
    
    
      set_ambient(session, caps)



        
          
        

    

  


  

      

          @spec set_ambient(Linx.Process.t(), Enumerable.t()) ::
  :ok
  | {:error, :not_ready | :running | :no_process | {:bad_capability, term()}}


      


Sets the child thread's ambient capability set on a parked
Linx.Process session.
caps is a MapSet or list of :cap_* atoms. The ambient set
is replaced (the kernel only exposes per-cap RAISE/LOWER plus
a global CLEAR_ALL, so the natural shape is "clear then raise
each requested cap").
Ambient caps are the mechanism that lets a non-root, no-file-cap
binary still inherit capabilities across execve — useful when
you want a workload to start with e.g. :cap_net_bind_service
but don't want to put file caps on the binary or run it as root.
See capabilities(7) "Ambient capabilities" for the full rules
(notably: every ambient cap must also be in the permitted and
inheritable sets, or the raise fails).
Errors
Same shape as drop_bounding/2. Kernel failures (a raise that
fails because the cap isn't in permitted+inheritable, etc.)
arrive as {:linx_process, :error, errno, :cap_set_ambient}.

  



  
    
      
    
    
      set_thread_sets(session, opts)



        
          
        

    

  


  

      

          @spec set_thread_sets(
  Linx.Process.t(),
  keyword()
) ::
  :ok
  | {:error,
     :not_ready
     | :running
     | :no_process
     | {:bad_capability, term()}
     | {:bad_thread_sets, {:missing, atom()}}}


      


Sets the child thread's effective, permitted, and inheritable
capability sets on a parked Linx.Process session.
opts is a keyword list with all three required keys:
:effective, :permitted, :inheritable. Each value is a
MapSet or list of :cap_* atoms (use [] or MapSet.new()
to clear a set).
Implemented via capset(2) in the agent. The kernel enforces the
invariants documented in capabilities(7) — notably that
:effective ⊆ :permitted and :inheritable ⊆ :permitted ∪ I_old.
Violations arrive as {:linx_process, :error, :einval, :cap_set_thread} on the owner mailbox.
"Leave unchanged" not yet supported
A future revision will accept missing keys as "leave this set
as-is" (the agent would read its own /proc/self/status to
fill in). For now, callers that want one set unchanged must
read it first via Linx.Capabilities.read(host_pid) and pass
it back through here.
Errors
Same shape as drop_bounding/2. Additional caller-side errors:
	{:error, {:bad_thread_sets, {:missing, key}}} — one of
:effective, :permitted, :inheritable was omitted.
	{:error, {:bad_capability, atom}} — any of the three
values contained an unknown cap atom.


  



  
    
      
    
    
      supported?()



        
          
        

    

  


  

      

          @spec supported?() :: boolean()


      


Returns true iff Linux capabilities are inspectable on this
host — i.e. /proc/self/status contains a CapBnd: line.
True on every Linux ≥ 2.6.25 (every kernel Linx targets).
Useful as a precondition guard or in setup checks; this module's
verbs don't gate on it themselves.
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Linx.Capabilities.Error exception
    



      
An error returned by a Linx.Capabilities read operation.
Built from a failed File.read/1 against /proc/<pid>/status,
or from a parser that couldn't make sense of the contents. The
shape:
	:path — the procfs path the operation targeted.
	:operation — what we were trying to do, as an atom. The
read path uses :read; future operations would extend this.
	:errno — the POSIX errno as an atom (:enoent, :eacces,
…), or :bad_status if the file existed but didn't contain
the five Cap*: lines we expected.
	:code — the matching positive errno integer, or nil for
atoms outside the POSIX table (:bad_status has code: nil).

Pattern-match on :errno and :operation to handle specific
failures:
case Linx.Capabilities.read(pid) do
  {:ok, state} ->
    inspect(state)

  {:error, %Linx.Capabilities.Error{errno: :enoent}} ->
    # Target pid is gone.
    :pid_dead

  {:error, %Linx.Capabilities.Error{errno: :eacces}} ->
    # No permission to read /proc/<pid>/status — should be
    # rare; status is usually world-readable.
    :no_perm

  {:error, %Linx.Capabilities.Error{errno: :bad_status}} ->
    # The file existed but didn't have the expected Cap*:
    # lines. Should never happen on a real Linux kernel.
    :unparseable
end
Pre-exec failures from the write side don't surface as
%Linx.Capabilities.Error{} — they come through
Linx.Process's {:linx_process, :error, errno, stage} shape
with stage atoms like :cap_drop_bounding. This struct is for
the host-side read path only.
Implements Exception, so an error can be raised or rendered
with Exception.message/1.

      


      
        Summary


  
    Types
  


    
      
        operation()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_posix(errno, path, operation)

      


        Builds a %Linx.Capabilities.Error{} from a posix-atom errno,
the procfs path that failed, and the operation we attempted.



    





      


      
        Types


        


  
    
      
    
    
      operation()



        
          
        

    

  


  

      

          @type operation() :: :read


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Capabilities.Error{
  __exception__: true,
  code: pos_integer() | nil,
  errno: atom(),
  operation: operation(),
  path: Path.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_posix(errno, path, operation)



        
          
        

    

  


  

      

          @spec from_posix(atom(), Path.t(), operation()) :: t()


      


Builds a %Linx.Capabilities.Error{} from a posix-atom errno,
the procfs path that failed, and the operation we attempted.
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Linx.Capabilities.State 
    



      
A snapshot of a process's five Linux capability sets.
Returned by Linx.Capabilities.read/1. Mirrors the kernel's
per-process cap sets exactly:
	:effective — caps the kernel checks on this thread's
privileged-operation attempts right now.
	:permitted — the upper bound on what the thread can raise
into :effective (or pass to a child via :inheritable).
	:inheritable — caps that survive execve(2), subject to
the executed file's own cap policy.
	:bounding — the hard ceiling on what :permitted can ever
contain on this thread or any of its descendants. Drops are
one-way.
	:ambient — Linux 4.3+; the "no file caps, no setuid"
equivalent of :inheritable that does land in
:effective after execve.

Each field is a MapSet of :cap_* atoms — never nil and
never an integer bitmask (that representation belongs to
Linx.Capabilities.Constants and the agent's syscalls).
See capabilities(7) for the full semantics, especially
"Transformation of capabilities during execve()".
Inspect
Compact rendering shows the count of each set, not the contents —
useful at-a-glance when most caps are dropped:
#Linx.Capabilities.State<eff=2 prm=2 inh=0 bnd=41 amb=0>
IO.inspect/2 with :limit or :pretty won't expand it;
pattern-match on the struct fields directly to inspect the
contents.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Capabilities.State{
  ambient: MapSet.t(atom()),
  bounding: MapSet.t(atom()),
  effective: MapSet.t(atom()),
  inheritable: MapSet.t(atom()),
  permitted: MapSet.t(atom())
}
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Linx.Seccomp 
    



      
Linux seccomp ("SECure COMPuting") primitives — per-thread cBPF
syscall-filter facilities exposed as Elixir verbs.
What seccomp is
A seccomp filter is a small cBPF program the kernel runs on every
syscall entry. Its return value tells the kernel whether to allow
the syscall, return an errno, kill the calling process or thread,
raise SIGSYS, or log and proceed. Filters install per-thread; they
never come off once on; and they only get looser via reset, never
tighter, after install. Together those properties let a workload
drop its syscall envelope to a small documented set before
execve, so a 0-day in the kernel's capability check still can't
reach the relevant code path if the syscall is gated.
See seccomp(2) and the kernel's
Documentation/userspace-api/seccomp_filter.rst for the canonical
reference.
What Linx exposes — and what it doesn't
This module is a primitive. It exposes:
	Detection. supported?/0 (whether the kernel has the
facility at all) and arch/0 (which architecture we're
building filters for).

	Filter construction. Two layers:
	Sugar: allow_list/2 ("only these syscalls"),
deny_list/2 ("not these"), and the fluent
Linx.Seccomp.Builder DSL.

	Data: from_rules/1 for consumers that translate
external policies — Docker
seccomp.json, custom DSLs, runtime policy — into a
plain [{action, syscall_atom}, ...] Elixir list and hand
it to Linx. to_rules/1 is the inverse for filters Linx
itself built.



	Install. install/2 is checkpoint-bound, the same shape
as Linx.Capabilities.drop_bounding/2 — the same commit
pattern, because the kernel forbids cross-thread seccomp
installation. The child agent in linx_process.c does the
actual seccomp(2) call at the parked checkpoint.


Higher-level concerns — parsing JSON profiles, looking up which
syscalls nginx 1.24 needs, tracking workload-to-filter mappings —
are policy and orchestration. Those live in consumers that
build on Linx.
Motivating composition
{:ok, c} = Linx.Process.spawn(argv: ["/usr/sbin/nginx"],
                              no_new_privs: true)
receive do {:linx_process, :ready, _} -> :ok end

{:ok, filter} = Linx.Seccomp.allow_list(
  ~w(read write openat close fstat brk mmap munmap mprotect
     accept4 bind listen socket connect setsockopt
     rt_sigaction rt_sigprocmask rt_sigreturn exit_group)a,
  default: :kill_process
)

:ok = Linx.Seccomp.install(c, filter)
:ok = Linx.Process.proceed(c)
After proceed/1, nginx runs with that exact syscall envelope.
A bug that tries execve(2) (not on the list) kills the process;
the kernel never enters do_execve.
Forward compatibility
Linx.Seccomp.Syscalls.from_number/2 returns :unknown for a syscall
number outside Linx's per-arch table rather than crashing, so decoding
a filter that references a newer syscall degrades gracefully.
Construction is strict the other way: an unknown syscall atom is
rejected at build time, since a typo must never silently widen a filter.
Per-argument matching (allow_if/3), multi-arch routing, and
SECCOMP_USER_NOTIF are deferred to future work.

      


      
        Summary


  
    Types
  


    
      
        arch()

      


        An architecture atom. Linx v1 supports :x86_64 and :aarch64;
any other host arch yields :unsupported and the filter-build
verbs reject it.



    





  
    Functions
  


    
      
        allow_list(syscalls, opts \\ [])

      


        Build an allow-list filter: every listed syscall gets :allow,
every other syscall gets the default action.



    


    
      
        arch()

      


        The current host architecture as an atom — :x86_64, :aarch64,
or :unsupported.



    


    
      
        builder()

      


        Convenience for Linx.Seccomp.Builder.new/0 — start an empty
builder pipeline.



    


    
      
        deny_list(syscalls, opts \\ [])

      


        Build a deny-list filter: every listed syscall gets the deny
action, every other syscall gets the default action.



    


    
      
        from_rules(other)

      


        Build a filter from a normalised rules list — the data-layer API.



    


    
      
        install(session, filter)

      


        Install a compiled filter on a parked Linx.Process session.



    


    
      
        supported?()

      


        Returns true iff the running kernel exposes seccomp filtering —
i.e. /proc/self/status contains a Seccomp: line.



    


    
      
        to_rules(filter)

      


        Inverse of from_rules/1 — extract the rules list from a filter
Linx itself built.



    





      


      
        Types


        


  
    
      
    
    
      arch()



        
          
        

    

  


  

      

          @type arch() :: :x86_64 | :aarch64 | :unsupported


      


An architecture atom. Linx v1 supports :x86_64 and :aarch64;
any other host arch yields :unsupported and the filter-build
verbs reject it.

  


        

      

      
        Functions


        


    

  
    
      
    
    
      allow_list(syscalls, opts \\ [])



        
          
        

    

  


  

      

          @spec allow_list(
  Enumerable.t(),
  keyword()
) :: {:ok, Linx.Seccomp.Filter.t()} | {:error, term()}


      


Build an allow-list filter: every listed syscall gets :allow,
every other syscall gets the default action.
Options:
	:default — the action for non-listed syscalls. Defaults to
:kill_process — allow-lists are
contracts ("I have enumerated what's safe"); a syscall outside
is a bug or attack and should fail loudly.

Errors
Same shape as from_rules/1. See its docs for the full list.
Examples
{:ok, filter} = Linx.Seccomp.allow_list(
  ~w(read write openat close exit_group)a,
  default: :kill_process
)

# Looser default — useful when the goal is to log unlisted
# syscalls for profiling rather than killing the workload.
{:ok, filter} = Linx.Seccomp.allow_list([:read, :write],
                                        default: :log)

  



  
    
      
    
    
      arch()



        
          
        

    

  


  

      

          @spec arch() :: arch()


      


The current host architecture as an atom — :x86_64, :aarch64,
or :unsupported.
Resolved on first call from
:erlang.system_info(:system_architecture) and cached in
:persistent_term for the rest of the VM's life (the host arch
can't change). Cheap on every subsequent call.
Examples
iex> Linx.Seccomp.arch() in [:x86_64, :aarch64, :unsupported]
true

  



  
    
      
    
    
      builder()



        
          
        

    

  


  

      

          @spec builder() :: Linx.Seccomp.Builder.t()


      


Convenience for Linx.Seccomp.Builder.new/0 — start an empty
builder pipeline.
Example
Linx.Seccomp.builder()
|> Linx.Seccomp.Builder.allow(:read)
|> Linx.Seccomp.Builder.deny(:ptrace)
|> Linx.Seccomp.Builder.build(default: :kill_process)

  



    

  
    
      
    
    
      deny_list(syscalls, opts \\ [])



        
          
        

    

  


  

      

          @spec deny_list(
  Enumerable.t(),
  keyword()
) :: {:ok, Linx.Seccomp.Filter.t()} | {:error, term()}


      


Build a deny-list filter: every listed syscall gets the deny
action, every other syscall gets the default action.
Options:
	:default — the action for non-listed syscalls. Defaults to
:allow — deny-lists are
graceful-degradation shapes (Docker's default profile).

	:deny_action — the action for listed syscalls. Defaults to
{:errno, :eperm}.


Errors
Same shape as from_rules/1.
Examples
# Docker-style: deny the dangerous syscalls, allow the rest.
{:ok, filter} = Linx.Seccomp.deny_list(
  ~w(kexec_load init_module delete_module ptrace mount)a
)

# Same denies but with a sharper edge — kill instead of EPERM.
{:ok, filter} = Linx.Seccomp.deny_list(
  [:kexec_load, :init_module],
  deny_action: :kill_process
)

  



  
    
      
    
    
      from_rules(other)



        
          
        

    

  


  

      

          @spec from_rules({[Linx.Seccomp.Filter.rule()], Linx.Seccomp.Filter.action()}) ::
  {:ok, Linx.Seccomp.Filter.t()} | {:error, term()}


      


Build a filter from a normalised rules list — the data-layer API.
Accepts {rules, default_action} where rules is a list of
{action, syscall_atom} tuples and default_action is the
fallthrough verdict. The seam external consumers (a
seccomp.json adapter, custom DSLs, runtime policy) use to hand
fully-resolved policy to Linx — the consumer's job is "translate
JSON to this list shape"; Linx's job starts here.
The filter targets the current host architecture (see arch/0).
Filters built for one arch don't install on another; multi-arch
filters are deferred.
Returns
	{:ok, %Linx.Seccomp.Filter{}} on success — the filter's
:rules field carries the normalised {rules, default} so
to_rules/1 can introspect it later.

	{:error, {:unsupported_arch, arch}} — the host arch isn't
in Linx's supported list (:x86_64, :aarch64).

	{:error, {:bad_action, term}} — the default or one of the
per-rule actions isn't a recognised verdict.

	{:error, {:unknown_syscall, atom}} — a rule names a syscall
atom that isn't in the per-arch table. See
Linx.Seccomp.Syscalls "Extending this table" for how to
add one.

	{:error, {:duplicate_rule, atom}} — the same syscall
appears in more than one rule.

	{:error, {:bad_rule, term}} — an element of the rules list
isn't a {action, syscall_atom} tuple.

	{:error, %Linx.Seccomp.Error{operation: :build, errno: :e2big}}
— the filter would need a jump > 255 instructions
(jump-trampoline support is deferred; the current
~150-syscall table fits comfortably under this limit).


Examples
rules = [
  {:allow, :read},
  {:allow, :write},
  {{:errno, :eperm}, :ptrace},
  {:kill_process, :kexec_load}
]
{:ok, filter} = Linx.Seccomp.from_rules({rules, :allow})

# Errors are caller-actionable atoms:
Linx.Seccomp.from_rules({[{:allow, :not_a_real_syscall}], :allow})
# => {:error, {:unknown_syscall, :not_a_real_syscall}}

  



  
    
      
    
    
      install(session, filter)



        
          
        

    

  


  

      

          @spec install(Linx.Process.t(), Linx.Seccomp.Filter.t()) ::
  :ok | {:error, :not_ready | :running | :no_process}


      


Install a compiled filter on a parked Linx.Process session.
Checkpoint-bound — the same shape as
Linx.Capabilities.drop_bounding/2. The kernel forbids
cross-thread seccomp(2), so the child agent in linx_process.c
does the actual install at the checkpoint window before
execve.
If PR_SET_NO_NEW_PRIVS isn't already on (either because the
caller didn't pass no_new_privs: true to Linx.Process.spawn/1
or because the workload isn't privileged enough to install
without NNP), the agent sets it automatically before the
seccomp(2) call — the "be helpful" path. Callers who want the principled
posture should still pass the spawn opt; the auto-set is just a
fallback so an unprivileged caller who forgot doesn't get a
confusing EPERM.
Errors
	{:error, :not_ready} — session hasn't reached the checkpoint
yet. Wait for {:linx_process, :ready, _} first.
	{:error, :running} — past proceed/1, the child has
execve'd; installing now is too late.
	{:error, :no_process} — the session emitted its
terminal event.

Kernel-level install failures arrive asynchronously as
{:linx_process, :error, errno, :seccomp_install} or
{:linx_process, :error, errno, :seccomp_no_new_privs} on the
session's owner mailbox, the same shape as other pre-execve
failures.
Examples
{:ok, c} = Linx.Process.spawn(argv: ["/usr/sbin/nginx"],
                              no_new_privs: true)
receive do {:linx_process, :ready, _} -> :ok end

{:ok, filter} = Linx.Seccomp.allow_list(~w(read write …)a)
:ok = Linx.Seccomp.install(c, filter)
:ok = Linx.Process.proceed(c)

  



  
    
      
    
    
      supported?()



        
          
        

    

  


  

      

          @spec supported?() :: boolean()


      


Returns true iff the running kernel exposes seccomp filtering —
i.e. /proc/self/status contains a Seccomp: line.
True on every Linux ≥ 3.5, which is every kernel Linx targets.
Useful as a precondition guard in setup checks; this module's
build verbs don't gate on it themselves (a missing line would
manifest as an install-time ENOSYS from the agent).

  



  
    
      
    
    
      to_rules(filter)



        
          
        

    

  


  

      

          @spec to_rules(Linx.Seccomp.Filter.t()) ::
  {:ok, {[Linx.Seccomp.Filter.rule()], Linx.Seccomp.Filter.action()}}
  | {:error, :no_rules}


      


Inverse of from_rules/1 — extract the rules list from a filter
Linx itself built.
Filters whose :rules field is nil (which would arise from a
consumer path that loads externally-supplied raw BPF blobs)
return {:error, :no_rules}. The current build verbs always
populate :rules, so this is reliable for any filter Linx
itself produced.
Examples
iex> {:ok, f} = Linx.Seccomp.allow_list([:read, :write])
iex> {:ok, {rules, default}} = Linx.Seccomp.to_rules(f)
iex> rules
[{:allow, :read}, {:allow, :write}]
iex> default
:kill_process
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Linx.Seccomp.Builder 
    



      
Fluent builder DSL for %Linx.Seccomp.Filter{}.
Sugar over Linx.Seccomp.from_rules/1 — the rules are accumulated
in the builder and compiled to BPF on build/1. The same
validation paths (unknown syscalls, malformed actions, duplicate
rules) apply.
Example
Linx.Seccomp.builder()
|> Linx.Seccomp.Builder.allow(:read)
|> Linx.Seccomp.Builder.allow(:write)
|> Linx.Seccomp.Builder.deny(:ptrace, errno: :eperm)
|> Linx.Seccomp.Builder.deny(:kexec_load, action: :kill_process)
|> Linx.Seccomp.Builder.build(default: :allow)
# => {:ok, %Linx.Seccomp.Filter{}}

      


      
        Summary


  
    Types
  


    
      
        t()

      


        Internal accumulator type for the builder. The :rules field is
a reversed list of {action, syscall_atom} tuples; build/1
reverses it back to source order before handing off.



    





  
    Functions
  


    
      
        allow(b, syscall)

      


        Adds an :allow rule for syscall to the builder.



    


    
      
        build(builder, opts \\ [])

      


        Compiles the accumulated rules to a %Linx.Seccomp.Filter{}.



    


    
      
        deny(b, syscall, opts \\ [])

      


        Adds a deny rule for syscall to the builder.



    


    
      
        new()

      


        An empty builder — the starting point for the pipeline.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Seccomp.Builder{rules: [{Linx.Seccomp.Filter.action(), atom()}]}


      


Internal accumulator type for the builder. The :rules field is
a reversed list of {action, syscall_atom} tuples; build/1
reverses it back to source order before handing off.

  


        

      

      
        Functions


        


  
    
      
    
    
      allow(b, syscall)



        
          
        

    

  


  

      

          @spec allow(t(), atom()) :: t()


      


Adds an :allow rule for syscall to the builder.
Rules accumulate in source order — duplicate-detection happens
at build/1 time, the same place from_rules/1 does its
validation.

  



    

  
    
      
    
    
      build(builder, opts \\ [])



        
          
        

    

  


  

      

          @spec build(
  t(),
  keyword()
) :: {:ok, Linx.Seccomp.Filter.t()} | {:error, term()}


      


Compiles the accumulated rules to a %Linx.Seccomp.Filter{}.
Options:
	:default — the fallthrough action for syscalls no rule
matched. Defaults to :kill_process, matching
Linx.Seccomp.allow_list/2's default — builders are
typically used for tight filters where unknown syscalls
should fail loudly.

Errors mirror Linx.Seccomp.from_rules/1: {:bad_action, _},
{:unknown_syscall, _}, {:duplicate_rule, _},
{:unsupported_arch, _}, and the jump-overflow
%Linx.Seccomp.Error{}.

  



    

  
    
      
    
    
      deny(b, syscall, opts \\ [])



        
          
        

    

  


  

      

          @spec deny(t(), atom(), keyword()) :: t()


      


Adds a deny rule for syscall to the builder.
Options:
	:errno — short form for {:errno, atom_or_int}. The
default deny action is {:errno, :eperm}.
	:action — pass a full action verdict (:kill_process,
:kill_thread, :trap, :log, {:errno, _}). Wins over
:errno if both are given.

Examples
builder |> deny(:ptrace)                       # → {:errno, :eperm}
builder |> deny(:ptrace, errno: :eacces)        # → {:errno, :eacces}
builder |> deny(:kexec_load, action: :kill_process)

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          @spec new() :: t()


      


An empty builder — the starting point for the pipeline.
Equivalent to Linx.Seccomp.builder/0; the latter is the form
in the headline example.
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Linx.Seccomp.Error exception
    



      
A structured error returned by Linx.Seccomp operations.
Used for two distinct classes of failure:
	Caller-side build failures from Linx.Seccomp.from_rules/1 /
allow_list/2 / deny_list/2 / Linx.Seccomp.Builder.build/1
— :operation is :build. Most build failures use tagged
tuples ({:error, {:unknown_syscall, _}},
{:error, {:bad_action, _}}, {:error, {:duplicate_rule, _}},
{:error, {:unsupported_arch, _}}); the struct is the home for
build failures that don't fit those categories (notably
:errno :e2big for filters that overflow the 255-instruction
jump limit; trampoline-based splitting is deferred).

	Kernel-side install failures from Linx.Seccomp.install/2
that come back through Linx.Process as
{:linx_process, :error, errno, stage} where stage is
:seccomp_install or :seccomp_no_new_privs. The struct is
used to normalise those errno-bearing tuples for callers that
prefer one error type. :operation is :install or
:set_no_new_privs.


Fields
	:operation — what we were trying to do, as an atom:
:build | :install | :set_no_new_privs.
	:errno — a POSIX errno as an atom (:einval, :eperm, …),
or a Linx-specific atom (:e2big for the jump-overflow
build failure) when nothing in the POSIX table fits.
	:code — the matching positive errno integer, or nil for
atoms outside the POSIX table.

Implements Exception, so an error can be raised or rendered
with Exception.message/1.

      


      
        Summary


  
    Types
  


    
      
        operation()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_posix(errno, operation)

      


        Builds a %Linx.Seccomp.Error{} from an errno atom and the
operation that failed.
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          @type operation() :: :build | :install | :set_no_new_privs


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Seccomp.Error{
  __exception__: true,
  code: pos_integer() | nil,
  errno: atom(),
  operation: operation()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_posix(errno, operation)



        
          
        

    

  


  

      

          @spec from_posix(atom(), operation()) :: t()


      


Builds a %Linx.Seccomp.Error{} from an errno atom and the
operation that failed.
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A compiled seccomp filter — what Linx.Seccomp.allow_list/2,
deny_list/2, from_rules/1, and Linx.Seccomp.Builder.build/1
produce, and what Linx.Seccomp.install/2 consumes.
Fields
	:arch — the target architecture atom (:x86_64, :aarch64).
A filter is single-arch: installing it on a different arch is
a programmer error.

	:bpf — the raw cBPF program as a binary, ready to be packed
into a struct sock_fprog and handed to
seccomp(SECCOMP_SET_MODE_FILTER, …). Each instruction is 8
bytes (struct sock_filter: u16 code, u8 jt, u8 jf, u32 k).

	:rules — the normalised rules list the filter was built
from: [{action, syscall_atom}, ...] plus a default action.
Kept around so Linx.Seccomp.to_rules/1 can introspect a
filter Linx itself built; lost when the filter comes from a
raw BPF blob.

	:summary (optional) — a free-form summary string for
humans. Useful when filters are constructed by builders that
want to attach a "what this filter is for" hint to the
struct.


Inspect
The struct's Inspect impl is compact on purpose — a typical
filter carries a multi-KB binary in :bpf that would drown a
REPL. We render the arch, the syscall count, and the BPF
instruction count instead:
#Linx.Seccomp.Filter<x86_64 41 syscalls, 12 BPF insns>
Pattern-match on the struct fields directly if you need to
inspect the raw BPF or the rules list.
Construction
Don't construct %Linx.Seccomp.Filter{} by hand — the BPF blob
has to match the rules and the arch, and getting that wrong
either silently allows dangerous syscalls or kills the workload.
Use Linx.Seccomp.allow_list/2, deny_list/2, from_rules/1,
or the Linx.Seccomp.Builder DSL.
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        action()

      


        Action verdicts a rule can carry. The {:errno, _} form's data
payload is either a POSIX atom Linx knows (e.g. :eperm) or a
raw non-negative integer for errnos outside Linx's table.



    


    
      
        rule()

      


        A single rule — an action verdict paired with the syscall atom it
fires on.
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          @type action() ::
  :allow
  | :kill_process
  | :kill_thread
  | :trap
  | :log
  | {:errno, atom() | non_neg_integer()}


      


Action verdicts a rule can carry. The {:errno, _} form's data
payload is either a POSIX atom Linx knows (e.g. :eperm) or a
raw non-negative integer for errnos outside Linx's table.

  



  
    
      
    
    
      rule()



        
          
        

    

  


  

      

          @type rule() :: {action(), atom()}


      


A single rule — an action verdict paired with the syscall atom it
fires on.

  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Seccomp.Filter{
  arch: atom(),
  bpf: binary(),
  rules: {[rule()], action()} | nil,
  summary: String.t() | nil
}
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Linx.Sysctl 
    



      
Linux kernel tunable parameters — the /proc/sys/ surface, the same
knobs sysctl(8) reads and writes.
Why a separate subsystem
Sysctls are a coherent kernel concept (~1500 named scalar tunables
spanning networking, VM, filesystem, IPC, and kernel-wide policy)
with their own procfs surface and their own per-namespace routing
rules. Reading net.ipv4.ip_forward from inside a container
doesn't yield the host's value — it yields the container's
network namespace's value. Wrapping the surface as its own module
keeps that routing model explicit instead of scattering procfs
paths through every caller.
Driving use cases:
	Host-side, from a Nerves application or a normal release —
flip a knob like net.ipv4.ip_forward programmatically.
	Container-side, at the Linx.Process checkpoint — set
kernel.hostname, enable per-netns net.* knobs, configure
kernel.shm* IPC limits, before the workload execves.
	Container-side, at runtime — same verbs against a fully
running namespace via the :in option.

procfs is the API
Every sysctl is a file under /proc/sys/. Dots in the key map to
slashes in the path:
net.ipv4.ip_forward  ->  /proc/sys/net/ipv4/ip_forward
kernel.hostname      ->  /proc/sys/kernel/hostname
vm.swappiness        ->  /proc/sys/vm/swappiness
Reads return the file's contents (kernel always appends a \n,
which we trim). Writes accept integers, strings, and lists of
integers (for space-separated tuple-shaped knobs like
kernel.printk or net.ipv4.tcp_rmem).
The legacy sysctl(2) syscall was removed from Linux in 5.5 and
has been deprecated since 2.6.24; we don't expose it. procfs is
the only API.
Primitives, not a config applier
Linx.Sysctl reads, writes, and lists knobs; it is deliberately
not a sysctl.conf parser or applier. Parsing /etc/sysctl.d/*.conf,
apply ordering, and reload policy belong to a consumer built on
these primitives, not to Linx.
Single-shot declarative reconciliation — observe a desired
%{key => value} map against the kernel, diff, and converge in one
caller-driven pass — is mechanism and lives in
Linx.Sysctl.Reconcile. It holds no long-lived state and owns no
process; the loop that calls it on a cadence remains the consumer's.
Per-namespace vs global
The kernel routes each read or write through the calling task's
namespace context:
	Subtree	Owning namespace
	net.*	network
	kernel.hostname, kernel.domainname	UTS
	kernel.shm*, kernel.msg*, kernel.sem, fs.mqueue.*	IPC
	user.max_*_namespaces	user
	vm.*, fs.file-max, kernel.printk, most else	global (host-only)

Trying to traverse /proc/<pid>/root/proc/sys/... to "see another
namespace's value" does not work — the kernel resolves the
value against the reader's namespace, not the path. The :in
option is the supported way to read or write a non-host value:
Linx.Sysctl.Native opens the target's namespace stack (user,
mount, UTS, IPC, net) and setns(2)s into all five on a throwaway
pthread, then performs the file I/O, then exits. Global sysctls
return the same value from any namespace regardless of :in.
The :in option
Every verb in this module accepts an :in option, mirroring
Linx.Mount's shape:
	:self (default) — the BEAM's namespaces. Pure-Elixir file
I/O over /proc/sys/; no NIF, no thread.
	{:pid, n} — the namespace stack of pid n. Joins
/proc/<n>/ns/{user,mnt,uts,ipc,net} on a throwaway pthread.
	{:path, p} — a single explicit nsfd file path (less common;
primarily for testing or for callers that already hold a
pinned-namespace bind mount).

:in is lifecycle-agnostic: it works equally well between
Linx.Process's :ready event and proceed/1 (the checkpoint
window) and against a fully running container post-proceed/1.
Composition with Linx.Process
Same shape as Linx.Mount's :in: {:pid, _} — write knobs into
a child's namespace while it's parked at the checkpoint, then
proceed:
{:ok, c} =
  Linx.Process.spawn(argv: ["/bin/bash"], namespaces: [:net, :uts])

receive do {:linx_process, :ready, _} -> :ok end
{:ok, host_pid} = Linx.Process.host_pid(c)

:ok = Linx.Sysctl.write("net.ipv4.ip_forward", 1, in: {:pid, host_pid})
:ok = Linx.Sysctl.write("kernel.hostname", "ct0", in: {:pid, host_pid})

:ok = Linx.Process.proceed(c)
Linx.Process has zero awareness of sysctls; the checkpoint
between :ready and proceed/1 is the only coupling, exactly
the way Linx.Netlink / Linx.Cgroup / Linx.Mount / Linx.User
integration works.
Forward compatibility
list/0..1 silently skip nodes they can't read
(EACCES/EPERM/EIO) — the intent is "everything visible", not
"everything that exists". An errno Linx hasn't catalogued surfaces as
errno: :unknown with the raw integer preserved in :code.
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        in_target()

      


        Target namespace for an operation



    


    
      
        key()

      


        A sysctl key in dot form, e.g. "net.ipv4.ip_forward" or
"kernel.hostname". Maps internally to a /proc/sys/<slashed>
path.



    


    
      
        opts()

      


        Options accepted by every verb in this module.



    


    
      
        value()

      


        A value to write to a sysctl. Integers and binaries cover the
vast majority of knobs; lists of integers cover the
space-separated tuple shapes (kernel.printk,
net.ipv4.tcp_rmem, etc.).



    





  
    Functions
  


    
      
        list()

      


        Walks /proc/sys/ and returns every readable scalar as a list of
%Linx.Sysctl.Entry{} structs, sorted by key.



    


    
      
        list(arg)

      


        Either list(prefix) to walk a subtree of /proc/sys/, or
list(opts) to walk all of /proc/sys/ with options.



    


    
      
        list(prefix, opts)

      


        Walks the subtree of /proc/sys/ named by prefix with options.



    


    
      
        read(key, opts \\ [])

      


        Reads a sysctl as a trimmed binary.



    


    
      
        read_int(key, opts \\ [])

      


        Reads a sysctl and parses it as a single integer.



    


    
      
        read_ints(key, opts \\ [])

      


        Reads a sysctl and parses it as a list of integers, split on
whitespace.



    


    
      
        supported?()

      


        Returns true iff the kernel exposes a /proc/sys/ tree on this
host.



    


    
      
        write(key, value, opts \\ [])

      


        Writes a value to a sysctl.
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      in_target()



        
          
        

    

  


  

      

          @type in_target() :: :self | {:pid, pos_integer()} | {:path, String.t()}


      


Target namespace for an operation:
	:self (default) — the BEAM's namespaces.
	{:pid, n} — the namespace stack of pid n.
	{:path, p} — an explicit nsfd path.


  



  
    
      
    
    
      key()



        
          
        

    

  


  

      

          @type key() :: String.t()


      


A sysctl key in dot form, e.g. "net.ipv4.ip_forward" or
"kernel.hostname". Maps internally to a /proc/sys/<slashed>
path.
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          @type opts() :: [{:in, in_target()}]


      


Options accepted by every verb in this module.
	:in — target namespace, default :self. See in_target/0.
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          @type value() :: integer() | binary() | [integer()]


      


A value to write to a sysctl. Integers and binaries cover the
vast majority of knobs; lists of integers cover the
space-separated tuple shapes (kernel.printk,
net.ipv4.tcp_rmem, etc.).
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          @spec list() :: {:ok, [Linx.Sysctl.Entry.t()]} | {:error, term()}


      


Walks /proc/sys/ and returns every readable scalar as a list of
%Linx.Sysctl.Entry{} structs, sorted by key.
Unreadable nodes (some sysctls return EACCES / EPERM for
unprivileged callers, write-only knobs return EIO) are silently
skipped — the returned list is "everything I could see", not
"everything that exists". On a typical Linux host expect ~1500
entries.
See list/1 for the prefix-or-options variant, and list/2 for
the explicit prefix-plus-options form. Walking another process's
namespace stack is list(in: {:pid, n}) or
list("net.ipv4", in: {:pid, n}).
Examples
iex> {:ok, all} = Linx.Sysctl.list()
iex> Enum.find(all, & &1.key == "kernel.ostype")
#Linx.Sysctl.Entry<kernel.ostype = "Linux">
Note: a few sysctl files have dots in their leaf names (interface
names like eth0.10 for VLANs). For those entries the dot-form
key isn't unambiguously round-trippable back to a single procfs
path. The string is still a faithful representation of where the
value came from; consumers that need to act on those should keep
the procfs path side-channel.
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          @spec list(key() | opts()) ::
  {:ok, [Linx.Sysctl.Entry.t()]}
  | {:error, Linx.Sysctl.Error.t() | {:bad_key, term()} | {:bad_in, term()}}


      


Either list(prefix) to walk a subtree of /proc/sys/, or
list(opts) to walk all of /proc/sys/ with options.
Dispatch is by argument type: a binary is a dot-form prefix,
a keyword list is an options list.
list(prefix) — subtree walk
list("net.ipv4") returns every readable scalar under
/proc/sys/net/ipv4/, sorted by key. The trailing * is implicit;
globs are not accepted. If the prefix names a leaf rather than a
subtree (e.g. list("kernel.ostype")), the result is a
single-element list containing that entry.
iex> {:ok, net} = Linx.Sysctl.list("net.ipv4")
iex> Enum.all?(net, &String.starts_with?(&1.key, "net.ipv4."))
true

iex> Linx.Sysctl.list("kernel.ostype")  # leaf, not subtree
{:ok, [#Linx.Sysctl.Entry<kernel.ostype = "Linux">]}
list(opts) — full walk with options
list(in: {:pid, n}) walks all of /proc/sys/ in the target's
namespace stack. Equivalent to list("/", in: {:pid, n}) if such
a "root prefix" were allowed.
iex> Linx.Sysctl.list(in: {:pid, container_pid})
{:ok, [...]}

  



  
    
      
    
    
      list(prefix, opts)



        
          
        

    

  


  

      

          @spec list(key(), opts()) ::
  {:ok, [Linx.Sysctl.Entry.t()]}
  | {:error, Linx.Sysctl.Error.t() | {:bad_key, term()} | {:bad_in, term()}}


      


Walks the subtree of /proc/sys/ named by prefix with options.
Same prefix semantics as list/1 (subtree → walk, leaf → single
entry); same :in option as the other verbs.
Examples
# Read every net.ipv4 knob the container sees.
iex> Linx.Sysctl.list("net.ipv4", in: {:pid, container_pid})
{:ok, [...]}

# The container's view of its own hostname (a single-leaf prefix).
iex> Linx.Sysctl.list("kernel.hostname", in: {:pid, container_pid})
{:ok, [#Linx.Sysctl.Entry<kernel.hostname = "ct0">]}

  



    

  
    
      
    
    
      read(key, opts \\ [])



        
          
        

    

  


  

      

          @spec read(key(), opts()) ::
  {:ok, binary()}
  | {:error, Linx.Sysctl.Error.t() | {:bad_key, term()} | {:bad_in, term()}}


      


Reads a sysctl as a trimmed binary.
Returns {:ok, value} where value is the file's contents with
trailing whitespace stripped (the kernel always appends a \n).
Options
	:in — :self (default), {:pid, n}, or {:path, p}.
Routes the read through the target's namespace stack on a
throwaway pthread.

Examples
iex> Linx.Sysctl.read("kernel.ostype")
{:ok, "Linux"}

iex> Linx.Sysctl.read("net.ipv4.ip_forward")
{:ok, "0"}

# Read the value the container sees, not the host's:
iex> Linx.Sysctl.read("net.ipv4.ip_forward", in: {:pid, container_pid})
{:ok, "1"}
Errors
	{:error, {:bad_key, reason}} — caller-side input mistake.
	{:error, {:bad_in, reason}} — malformed :in value.
	{:error, %Linx.Sysctl.Error{}} — kernel-level failure.
Common: :enoent (no such sysctl), :eacces (procfs denied
the read), or — with :in: {:pid, _} — :open_ns / :setns
/ :unshare / :thread from the namespace-acquisition path.


  



    

  
    
      
    
    
      read_int(key, opts \\ [])



        
          
        

    

  


  

      

          @spec read_int(key(), opts()) ::
  {:ok, integer()}
  | {:error,
     Linx.Sysctl.Error.t()
     | {:bad_key, term()}
     | {:bad_in, term()}
     | {:bad_value, term()}}


      


Reads a sysctl and parses it as a single integer.
Convenience for the common case (net.ipv4.ip_forward,
vm.swappiness, every *_max / *_min knob).
Accepts the same :in option as read/2.
Examples
iex> Linx.Sysctl.read_int("net.ipv4.ip_forward")
{:ok, 0}

iex> Linx.Sysctl.read_int("kernel.hostname")  # not an integer
{:error, {:bad_value, {:not_an_integer, "fry"}}}

  



    

  
    
      
    
    
      read_ints(key, opts \\ [])



        
          
        

    

  


  

      

          @spec read_ints(key(), opts()) ::
  {:ok, [integer()]}
  | {:error,
     Linx.Sysctl.Error.t()
     | {:bad_key, term()}
     | {:bad_in, term()}
     | {:bad_value, term()}}


      


Reads a sysctl and parses it as a list of integers, split on
whitespace.
Convenience for the tuple-shaped knobs: kernel.printk is four
ints, net.ipv4.tcp_rmem / tcp_wmem are three each.
Accepts the same :in option as read/2.
Examples
iex> Linx.Sysctl.read_ints("kernel.printk")
{:ok, [4, 4, 1, 7]}

iex> Linx.Sysctl.read_ints("net.ipv4.tcp_rmem")
{:ok, [4096, 131072, 6291456]}
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          @spec supported?() :: boolean()


      


Returns true iff the kernel exposes a /proc/sys/ tree on this
host.
Canonical check: /proc/sys/kernel/ostype exists. The knob has
been present since before namespaces existed; on any Linux kernel
with procfs mounted at /proc, this is true.

  



    

  
    
      
    
    
      write(key, value, opts \\ [])



        
          
        

    

  


  

      

          @spec write(key(), value(), opts()) ::
  :ok
  | {:error,
     Linx.Sysctl.Error.t()
     | {:bad_key, term()}
     | {:bad_in, term()}
     | {:bad_value, term()}}


      


Writes a value to a sysctl.
value may be:
	an integer — rendered with Integer.to_string/1.
	a binary — written verbatim. Must not contain \n or \0:
the kernel's sysctl parser treats newlines as end-of-input
and would silently truncate a multi-line string. We reject
these before the write so the failure is loud.
	a list of integers — rendered space-separated. For the
tuple-shaped knobs like kernel.printk, net.ipv4.tcp_rmem,
net.ipv4.tcp_wmem.

We don't append a trailing \n — the kernel accepts either form.
Options
	:in — :self (default), {:pid, n}, or {:path, p}.
With {:pid, _}, the write lands in the target's namespace
stack via the same setns dance as read/2.

Examples
iex> Linx.Sysctl.write("net.ipv4.ip_forward", 1)
:ok

iex> Linx.Sysctl.write("kernel.printk", [4, 4, 1, 7])
:ok

# Set the container's hostname without touching the host's.
iex> Linx.Sysctl.write("kernel.hostname", "ct0", in: {:pid, container_pid})
:ok
Errors
	{:error, {:bad_key, reason}} — malformed key.
	{:error, {:bad_value, reason}} — bad value shape or content.
	{:error, {:bad_in, reason}} — malformed :in value.
	{:error, %Linx.Sysctl.Error{}} — kernel-level failure.
Common: :eacces / :eperm (need root), :enoent (no such
sysctl), :einval (value out of range / wrong shape).
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A single sysctl read by Linx.Sysctl.list/0 or
Linx.Sysctl.list/1 — one key/value pair from the /proc/sys/
tree.
	:key — the dot-form sysctl key, e.g. "net.ipv4.ip_forward".
	:value — the file's contents with the kernel's trailing
newline trimmed.

Both fields are @enforce_keys-required; an %Entry{} always
represents a real read.
Inspect
Renders compactly:
#Linx.Sysctl.Entry<net.ipv4.ip_forward = "0">
Values over 60 bytes are truncated with "..." for legibility when
inspecting large lists (the kernel.printk / tcp_* tuple-shaped
knobs stay well under the limit; the occasional pathological knob
like kernel.version would hit it). The :value field always
carries the full untruncated string — pattern-match on it directly
if you need the whole thing.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Sysctl.Entry{key: String.t(), value: binary()}
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An error returned by a Linx.Sysctl operation.
Built from a failed File.read/1 / File.write/2 against a
/proc/sys/... path, or — for the cross-namespace verbs —
from a failure during the setns dance the NIF performs on a
throwaway pthread.
The shape:
	:key — the dot-form sysctl key the caller passed in, e.g.
"net.ipv4.ip_forward".
	:path — the resolved procfs path the operation targeted,
e.g. "/proc/sys/net/ipv4/ip_forward".
	:operation — what we were trying to do, as an atom:	:read, :write, :list — the procfs I/O itself failed.
	:open_ns, :unshare, :setns, :chdir, :thread —
namespace-acquisition failures from the cross-namespace NIF (only seen
when a cross-namespace :in option was used).


	:errno — the POSIX errno as an atom (:enoent, :eperm,
:eacces, :einval, …).
	:code — the matching positive errno integer, or nil if we
don't have a mapping for this atom. Included for symmetry with
Linx.Mount.Error / Linx.User.Error / Linx.Cgroup.Error.

Pattern-match on :errno and :operation to handle specific
failures:
case Linx.Sysctl.write("net.ipv4.ip_forward", 1) do
  :ok ->
    :ok

  {:error, %Linx.Sysctl.Error{errno: :eacces}} ->
    # Needs root.
    :no_perm

  {:error, %Linx.Sysctl.Error{errno: :enoent}} ->
    # No such sysctl on this kernel.
    :unknown_knob
end
Implements Exception, so an error can be raised or rendered
with Exception.message/1.
Caller-side input mistakes (a malformed key, a multi-line value
the kernel would silently truncate) surface as
{:error, {:bad_key, reason}} / {:error, {:bad_value, reason}}
instead — distinct from kernel rejections, mirroring
Linx.User's :bad_map / %Error{} split.
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        operation()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_posix(errno, key, path, operation)

      


        Builds a %Linx.Sysctl.Error{} from a posix-atom errno, the
dot-form key, the resolved procfs path, and the operation we
attempted.
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          @type operation() ::
  :read | :write | :list | :open_ns | :unshare | :setns | :chdir | :thread


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Sysctl.Error{
  __exception__: true,
  code: pos_integer() | nil,
  errno: atom(),
  key: String.t(),
  operation: operation(),
  path: Path.t()
}
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      from_posix(errno, key, path, operation)



        
          
        

    

  


  

      

          @spec from_posix(atom(), String.t(), Path.t(), operation()) :: t()


      


Builds a %Linx.Sysctl.Error{} from a posix-atom errno, the
dot-form key, the resolved procfs path, and the operation we
attempted.
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NIF binding for Linx.Sysctl's cross-namespace verbs. Loads
priv/linx_sysctl.so (built by the :linx_sysctl Mix compiler).
Production callers should not use this module directly — go through
Linx.Sysctl, which handles key validation, value rendering, the
:in option, and %Linx.Sysctl.Error{} wrapping.
The ns_paths argument
Each fallible function takes an ns_paths argument: a list of
binaries naming /proc/<pid>/ns/<kind> files (or any other
pinned-namespace file). The NIF opens every fd FIRST in the BEAM's
own namespace (so the paths resolve correctly), then spawns a
throwaway pthread that unshare(CLONE_FS)s + setns(2)s each fd
in order, then performs the I/O, then exits the thread. The BEAM's
own scheduler threads never enter the target namespaces.
An empty list ([]) skips the setns dance — useful for testing
the NIF in isolation, though the public Linx.Sysctl verbs use
the pure-Elixir host path in that case.
Error shape
Every fallible function returns :ok / {:ok, ...} or
{:error, {stage_atom, errno_atom_or_int}}. Stages:
	:read / :write / :list — the I/O itself failed.
	:open_ns — couldn't open one of the namespace files
(target process gone, BEAM lacks read access).
	:unshare — unshare(CLONE_FS) failed (vanishingly rare).
	:setns — couldn't enter one of the target namespaces
(typically EPERM in the rootless case).
	:thread — couldn't create the worker thread.


      


      
        Summary


  
    Types
  


    
      
        error()

      


    


    
      
        stage()

      


        Native error shape: {stage_atom, errno_atom_or_int}.



    





  
    Functions
  


    
      
        list_in_ns(root, ns_paths)

      


        Recursively walks the directory tree rooted at root from inside
the target namespace stack named by ns_paths, returning every
readable regular file as a {path_binary, value_binary} tuple.



    


    
      
        read_in_ns(path, ns_paths)

      


        Reads the procfs file at path from inside the target namespace
stack named by ns_paths.



    


    
      
        version()

      


        Returns the NIF identifier string.



    


    
      
        write_in_ns(path, data, ns_paths)

      


        Writes data to the procfs file at path from inside the target
namespace stack named by ns_paths. One write call; no \n is
appended.



    





      


      
        Types


        


  
    
      
    
    
      error()



        
          
        

    

  


  

      

          @type error() :: {:error, {stage(), atom() | pos_integer()}}


      



  



  
    
      
    
    
      stage()



        
          
        

    

  


  

      

          @type stage() :: :read | :write | :list | :open_ns | :unshare | :setns | :thread


      


Native error shape: {stage_atom, errno_atom_or_int}.

  


        

      

      
        Functions


        


  
    
      
    
    
      list_in_ns(root, ns_paths)



        
          
        

    

  


  

      

          @spec list_in_ns(binary(), [binary()]) :: {:ok, [{binary(), binary()}]} | error()


      


Recursively walks the directory tree rooted at root from inside
the target namespace stack named by ns_paths, returning every
readable regular file as a {path_binary, value_binary} tuple.
Unreadable directories and unreadable files are silently skipped
(matches the pure-Elixir walker behaviour). A non-existent or
non-directory root returns {:error, {:list, errno}}.
The returned list is in walker-discovery order; callers sort by
whatever key they want.

  



  
    
      
    
    
      read_in_ns(path, ns_paths)



        
          
        

    

  


  

      

          @spec read_in_ns(binary(), [binary()]) :: {:ok, binary()} | error()


      


Reads the procfs file at path from inside the target namespace
stack named by ns_paths.
Returns {:ok, binary} with the file's untrimmed bytes (callers
trim) or {:error, {stage, errno}}.

  



  
    
      
    
    
      version()



        
          
        

    

  


  

      

          @spec version() :: charlist()


      


Returns the NIF identifier string.

  



  
    
      
    
    
      write_in_ns(path, data, ns_paths)



        
          
        

    

  


  

      

          @spec write_in_ns(binary(), binary(), [binary()]) :: :ok | error()


      


Writes data to the procfs file at path from inside the target
namespace stack named by ns_paths. One write call; no \n is
appended.
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Linux netfilter primitives — modern firewall (nf_tables) via the
NETLINK_NETFILTER netlink protocol family, plus live ruleset
monitoring and packet-event capture (NFLOG).
Why a separate subsystem
Netfilter is a coherent kernel concept (firewall + connection
tracking + packet event streams) with its own netlink protocol
family (NETLINK_NETFILTER = 12) and a sprawling but consistent
surface. Wrapping it as its own concept module — peer to
Linx.Process, Linx.Cgroup, Linx.Mount, Linx.User,
Linx.Capabilities, Linx.Seccomp, Linx.Sysctl — keeps the
firewall mental model explicit. The underlying transport,
Linx.Netlink.Nfnl, mirrors Linx.Netlink.Rtnl's shape.
Value, not handle
%Linx.Netfilter.Ruleset{} is plain data: tables containing chains
containing ordered rules, plus sets/maps/vmaps and named objects.
Pure Elixir values, freely composable and inspectable. Four verbs:
	build — construct via pipeline DSL or ~NFT sigil.
	push/2 — write to the kernel atomically (:replace rebuilds,
:reconcile computes the minimal diff).
	pull/1..2 — read kernel state into a ruleset value.
	diff/2 — compute the patch between two rulesets.

Kernel state lives in the kernel; the Elixir value is the Elixir
value. Mirrors %Linx.Seccomp.Filter{} scaled to a larger surface.
Transactions are mandatory
Every mutation goes through a NFNL_MSG_BATCH_BEGIN /
NFNL_MSG_BATCH_END envelope; the kernel applies the whole batch
atomically or rejects it whole. push/2 is the only mutator,
batch-shaped from the outside in.
Modes:
	:replace (default) — tear down and rebuild the named tables.
Simple, brief disruption.
	:reconcile — compute the minimal patch between current kernel
state and the desired Ruleset, emit as one batch.
LiveView-of-firewalls; no service interruption when only
adding/removing rules at the margins.

Optimistic concurrency via NFTA_BATCH_GENID
:reconcile mode threads the kernel's generation counter through
the batch: "I computed this against generation N; reject if N has
moved". The kernel returns ERESTART on mismatch — push/2
retries with bounded attempts, surfacing
{:error, %Error{errno: :erestart, ruleset_gen: gen}} on
exhaustion. Lets Linx cooperate cleanly with nft CLI / firewalld /
any other writer in the same netns.
Owner flag is the default
create_table/2 sets NFT_TABLE_F_OWNER by default: the table is
destroyed when the creating netlink socket closes. The supervisor
that opens the Nfnl socket owns the firewall; if it dies, rules
vanish. No other firewall management tool exposes this naturally.
Opt out with persist: true (uses NFT_TABLE_F_PERSIST, 6.9+) for
policies that should survive the BEAM. Older kernels fall back to
no-flags, table survives socket close until explicitly deleted.
Per-namespace isolation
Each netns has fully independent nftables state — own tables, own
generation counter, own commit mutex, own multicast group.
Linx.Netlink.Nfnl.open({:pid, child_pid}) opens the socket inside
that netns for its whole life; reads/writes through that socket
land in the child's nftables instance. Same value type, same
verbs.
Authoring surfaces: peers, not layers
Two authoring surfaces produce the same %Ruleset{}:
	Pipeline DSL —
Ruleset.new() |> Ruleset.add_table(...) |> Table.add_chain(...) |> Chain.add_rule(...) —
for runtime-shaped rulesets (interfaces discovered at boot,
IPs from config).
	~NFT sigil — ~NFT"table inet myapp { chain ... }" —
for compile-time-authored rulesets with safe Elixir
interpolation and lossless round-trip to nftables.conf
files. Modelled on Phoenix LiveView's HEEx.

Both call the same validator-setter functions; both produce the
same value.
The setters use add_* (add_table / add_chain / add_rule), not
the create_* of Linx.Cgroup or Linx.Netlink.Rtnl, deliberately:
add_* inserts into a value, while create materialises a kernel
object — different acts, different verbs.
Composition with Linx.Process
Same shape as every other Linx subsystem: configure the child's
network and firewall at the checkpoint between :ready and
proceed/1, then release the workload with everything in force:
{:ok, c} = Linx.Process.spawn(argv: [...], namespaces: [:net])
receive do {:linx_process, :ready, _} -> :ok end
{:ok, host_pid} = Linx.Process.host_pid(c)

{:ok, ct_nfnl} = Linx.Netlink.Nfnl.open({:pid, host_pid})
:ok = Linx.Netfilter.push(ct_nfnl, container_ruleset())

:ok = Linx.Process.proceed(c)
Linx.Process has zero awareness of netfilter; the checkpoint is
the only coupling, exactly the way Linx.Sysctl / Linx.Mount /
every other subsystem composes.
See docs/netfilter/DESIGN.md for design work intentionally deferred.
References
	include/uapi/linux/netfilter/nf_tables.h
	include/uapi/linux/netfilter/nfnetlink.h
	wiki.nftables.org
	Documentation/networking/netlink_spec/nftables
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    Functions
  


    
      
        create_table(sock, name, opts \\ [])

      


        Creates a new table in the kernel's nftables instance.



    


    
      
        diff(from, to)

      


        Computes the minimum-mutation %Linx.Netfilter.Patch{} between
two Rulesets — the operations that turn from into to.



    


    
      
        dry_run(from, to)

      


        Alias for diff/2 — return the patch without sending it. The
name reads better at call sites where the intent is "show me
what would change".



    


    
      
        log_listen(owner_pid \\ self(), opts \\ [])

      


        Opens an NFLOG listener bound to :group. The owner receives
{:linx_netfilter, :log, %Linx.Netfilter.Log.Event{}} per
logged packet.



    


    
      
        pull(sock, opts_or_scope \\ [])

      


        Pulls the kernel's nftables state into a Ruleset value.



    


    
      
        pull(sock, arg, opts)

      


        Scoped pull — fetches one table by (family, name) plus its
chains, rules, and sets.



    


    
      
        push(sock, ruleset, opts \\ [])

      


        Pushes a Ruleset to the kernel atomically as one batched
transaction.



    


    
      
        subscribe(owner_pid \\ self(), opts \\ [])

      


        Subscribes owner_pid to multicast nfnetlink events for ruleset
changes in the current netns.



    


    
      
        supported?()

      


        Returns true iff the kernel supports nfnetlink (i.e., a
NETLINK_NETFILTER socket can be opened in the current netns).



    


    
      
        unlog_listen(listener)

      


        Stops a Log listener returned by log_listen/2. The kernel-side
group binding is dropped before the socket is closed.



    


    
      
        unsubscribe(monitor)

      


        Unsubscribes by stopping the Monitor returned from subscribe/2.



    





      


      
        Functions


        


    

  
    
      
    
    
      create_table(sock, name, opts \\ [])



        
          
        

    

  


  

      

          @spec create_table(Linx.Netlink.Socket.t(), String.t(), keyword()) ::
  {:ok, Linx.Netfilter.Ruleset.t()}
  | {:error, Linx.Netfilter.Error.t() | term()}


      


Creates a new table in the kernel's nftables instance.
Options
	:family — :ip | :ip6 | :inet | :arp | :bridge |
:netdev. Default: :inet (the firewall sweet spot — one
table covers both IPv4 and IPv6).

	:persist — true to disable the owner flag, leaving the
table behind when the socket closes. Default false (table
auto-destroys with the socket; see Owner flag is the default
in the moduledoc).

Returns {:ok, %Ruleset{}} — the ruleset has just this one
table, ready for chains / rules to be added with the
Linx.Netfilter.Ruleset pipeline DSL and then pushed back with
push/2.
Wire-level failures come back as {:error, %Linx.Netfilter.Error{}}
with the operation set to :create_table and the kernel's
errno / extended-ack message attached. EEXIST means the table
was already present (pass through Ruleset.pull/2 first if you
want a "create-or-fetch" pattern).

  



  
    
      
    
    
      diff(from, to)



        
          
        

    

  


  

      

          @spec diff(Linx.Netfilter.Ruleset.t(), Linx.Netfilter.Ruleset.t()) ::
  Linx.Netfilter.Patch.t()


      


Computes the minimum-mutation %Linx.Netfilter.Patch{} between
two Rulesets — the operations that turn from into to.
Identity rules:
	Tables / chains / sets / maps — name (within the relevant
scope: tables within family, the rest within their table).
	Rules within a chain — :tag when set, positional index
otherwise. Mixed-tag chains fall back to a full rebuild.
	Set elements — the element value itself.

Rule attribute changes use NLM_F_REPLACE over the
kernel-assigned handle carried by from's rule (so you must
diff against a Ruleset pulled from the kernel, not against a
freshly-built one — otherwise handles are nil).
Patches are topologically sorted: deletes before creates of
their dependencies (see Linx.Netfilter.Patch).
See Linx.Netfilter.Diff for the underlying implementation.

  



  
    
      
    
    
      dry_run(from, to)



        
          
        

    

  


  

      

          @spec dry_run(Linx.Netfilter.Ruleset.t(), Linx.Netfilter.Ruleset.t()) ::
  Linx.Netfilter.Patch.t()


      


Alias for diff/2 — return the patch without sending it. The
name reads better at call sites where the intent is "show me
what would change".

  



    

    

  
    
      
    
    
      log_listen(owner_pid \\ self(), opts \\ [])



        
          
        

    

  


  

      

          @spec log_listen(
  pid(),
  keyword()
) :: {:ok, pid()} | {:error, term()}


      


Opens an NFLOG listener bound to :group. The owner receives
{:linx_netfilter, :log, %Linx.Netfilter.Log.Event{}} per
logged packet.
Required option:
	:group — NFLOG group (1..65535) the rule's
Linx.Netfilter.Expr.log/1 directs packets to. Linx
convention: use 5000 if you don't care which group.

Optional:
	:netns — namespace; default :host.
	:copy_mode — :none | :meta | :packet |
{:packet, snaplen}. Default :meta (header info only,
no payload).

	:qthresh — kernel-side queue threshold; default 1.
	:timeout_ms — kernel-side batching timeout; default 0
(no time-based batching).
	:flags — [:seq, :seq_global, :conntrack].
	:families — protocol families to bind; default
[:ipv4, :ipv6].
	:rcvbuf — SO_RCVBUF bytes; default 4 MiB.

Returns {:ok, listener_pid}. Close with unlog_listen/1.
See Linx.Netfilter.Log for the GenServer's full surface and
Linx.Netfilter.Log.Event for the packet-event shape.
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          @spec pull(Linx.Netlink.Socket.t(), keyword() | {atom(), String.t()}) ::
  {:ok, Linx.Netfilter.Ruleset.t()}
  | {:error, Linx.Netfilter.Error.t() | term()}


      


Pulls the kernel's nftables state into a Ruleset value.
No-arg form dumps the entire netns — every table, every chain,
every rule the caller can see. Pass a {family, name} tuple to
scope the dump to one table (or pull/3 with options).
Options (no-arg form):
	:subscribe_first — pid of a Linx.Netfilter.Monitor to
handshake against. Captures the current gen via GETGEN
and tells the monitor to drop events at or below it.
Subsequent multicast events with gen_id > captured are
guaranteed not to be in the returned snapshot (snapshot+tail
pattern).

Implementation: three sequential dumps (GETTABLE, GETCHAIN,
GETRULE) plus per-set GETSETELEM, then Decoder.from_msgs/5
assembles them. Dumps are not atomic across types — for full
consistency under churn, combine with :subscribe_first and the
Monitor.

  



  
    
      
    
    
      pull(sock, arg, opts)



        
          
        

    

  


  

      

          @spec pull(Linx.Netlink.Socket.t(), {atom(), String.t()}, keyword()) ::
  {:ok, Linx.Netfilter.Ruleset.t()}
  | {:error, Linx.Netfilter.Error.t() | term()}


      


Scoped pull — fetches one table by (family, name) plus its
chains, rules, and sets.
Accepts the same options as the no-arg pull/2 (currently
:subscribe_first).
Returns {:ok, %Ruleset{}} containing just that table, or
{:error, %Linx.Netfilter.Error{errno: :enoent}} if the table
doesn't exist.

  



    

  
    
      
    
    
      push(sock, ruleset, opts \\ [])



        
          
        

    

  


  

      

          @spec push(Linx.Netlink.Socket.t(), Linx.Netfilter.Ruleset.t(), keyword()) ::
  :ok | {:error, Linx.Netfilter.Error.t() | term()}


      


Pushes a Ruleset to the kernel atomically as one batched
transaction.
Modes:
	:replace (default) — for each table in ruleset, the
kernel sees DESTROYTABLE (silent-if-missing, 6.3+) then
NEWTABLE plus all its chains and rules. Other tables in
the netns are untouched.
	:reconcile — minimal-diff push with NFTA_BATCH_GENID
CAS for cooperative concurrency.

Returns :ok on success, or {:error, %Linx.Netfilter.Error{}}
carrying the first inner-message rejection (with :batch_seq
pointing at the offending message position).

  



    

    

  
    
      
    
    
      subscribe(owner_pid \\ self(), opts \\ [])



        
          
        

    

  


  

      

          @spec subscribe(
  pid(),
  keyword()
) :: {:ok, pid()} | {:error, term()}


      


Subscribes owner_pid to multicast nfnetlink events for ruleset
changes in the current netns.
Returns {:ok, monitor_pid}. The owner then receives:
	{:linx_netfilter, :event, %Linx.Netfilter.Event{}} per
committed change (one :new_gen followed by one event per
mutated entity).
	{:linx_netfilter, :resync_needed} when the monitor socket
overflows (ENOBUFS) — the owner should re-pull state.

Options:
	:netns — namespace to monitor. Defaults to :host.
	:since_gen — initial floor; events at or below this gen
are dropped. Use in tandem with pull/1..2's
:subscribe_first for snapshot+tail.
	:rcvbuf — multicast socket receive buffer size in bytes;
default 4 MiB.

See Linx.Netfilter.Monitor for the GenServer's full surface.

  



  
    
      
    
    
      supported?()



        
          
        

    

  


  

      

          @spec supported?() :: boolean()


      


Returns true iff the kernel supports nfnetlink (i.e., a
NETLINK_NETFILTER socket can be opened in the current netns).
Opening the socket verifies the kernel was built with
CONFIG_NETFILTER_NETLINK=y (universal in modern Linux) — every
real operation against it (GETGEN, mutations) requires
CAP_NET_ADMIN, but the socket open itself is unprivileged. So
this probe answers "would Linx.Netfilter work if I had the right
capabilities", not "do I have the right capabilities" — the latter
surfaces as a :eperm error from the actual verb call when the
time comes.
Returns false if the kernel module is missing or the BEAM
process can't allocate a socket. Doesn't distinguish between
those.

  



  
    
      
    
    
      unlog_listen(listener)



        
          
        

    

  


  

      

          @spec unlog_listen(pid()) :: :ok


      


Stops a Log listener returned by log_listen/2. The kernel-side
group binding is dropped before the socket is closed.

  



  
    
      
    
    
      unsubscribe(monitor)



        
          
        

    

  


  

      

          @spec unsubscribe(pid()) :: :ok


      


Unsubscribes by stopping the Monitor returned from subscribe/2.
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Linx.Netfilter.Chain 
    



      
An nftables chain — a named container of rules within a table.
Chains come in two flavours:
	Base chains carry a :type + :hook + :priority and
(optionally) a :policy. The kernel attaches them to the
hook point so packets actually flow through them.

	Regular chains have none of those — they are jump/goto
targets reachable from base chains via verdicts. Pure
organisational tools.


Fields
	:name — chain name (unique within the table).
	:table — name of the owning table; nil for free-standing
chains, populated when added to a table.
	:type — :filter | :nat | :route for base chains, nil
for regular chains.

	:hook — :prerouting | :input | :forward | :output |
:postrouting | :ingress | :egress for base chains, nil
for regular chains.

	:priority — integer | atom (named priority) |
{atom, integer} (named-with-offset, e.g. {:filter, -10}).
Required for base chains; nil for regular chains.

	:policy — :accept | :drop; default verdict when no rule
matches. Only meaningful on base chains. nil means "no
explicit policy" (kernel defaults to :accept).

	:device — interface name (string). Required for :ingress
and :egress hooks; nil otherwise.
	:flags — list (advanced): :hw_offload enables hardware
offload (kernel + driver permitting); other flags reserved
for future use.
	:handle — kernel-assigned handle; nil until pushed.
	:rules — ordered list of %Linx.Netfilter.Rule{}.

Validation
new/2 validates the chain's intrinsic shape (base-vs-regular
consistency, required fields). Family-specific validation (e.g.
:nat type only valid in ip/ip6/inet families, :ingress
hook only valid in certain families) lives in validate_for_family/2
and runs when the chain is added to a table (Linx.Netfilter.Ruleset.add_chain/4).
Construction
iex> Chain.new("input", type: :filter, hook: :input, priority: 0, policy: :accept)
{:ok, %Linx.Netfilter.Chain{name: "input", type: :filter, hook: :input, ...}}

iex> Chain.new("ingress_drop", type: :filter, hook: :ingress, priority: -500, device: "eth0")
{:ok, %Linx.Netfilter.Chain{hook: :ingress, device: "eth0", ...}}

iex> Chain.new("input_extras")
{:ok, %Linx.Netfilter.Chain{type: nil, hook: nil, ...}}  # regular chain
Errors come back as {:error, {:bad_chain, reason}}.
References
	enum nf_inet_hooks
	wiki.nftables.org — Configuring chains
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        chain_type()

      


    


    
      
        hook()

      


    


    
      
        policy()

      


    


    
      
        priority()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        add_rule(chain, rule)

      


        Returns a new chain with rule appended to its rules list.



    


    
      
        base?(chain)

      


        Returns true iff chain is a base chain (has :type, :hook,
and :priority set).



    


    
      
        new(name, opts \\ [])

      


        Builds a chain. Validates intrinsic shape; family-specific
validation happens at validate_for_family/2.



    


    
      
        new!(name, opts \\ [])

      


        Bang variant of new/2 — returns the chain or raises
ArgumentError.



    


    
      
        validate_for_family(chain, family)

      


        Validates the chain against the given family — checks family-specific
rules that new/2 can't (since it doesn't know the family).
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      chain_type()



        
          
        

    

  


  

      

          @type chain_type() :: :filter | :nat | :route


      



  



  
    
      
    
    
      hook()



        
          
        

    

  


  

      

          @type hook() ::
  :prerouting | :input | :forward | :output | :postrouting | :ingress | :egress


      



  



  
    
      
    
    
      policy()



        
          
        

    

  


  

      

          @type policy() :: :accept | :drop


      



  



  
    
      
    
    
      priority()



        
          
        

    

  


  

      

          @type priority() :: integer() | atom() | {atom(), integer()}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Netfilter.Chain{
  device: String.t() | nil,
  flags: [atom()],
  handle: pos_integer() | nil,
  hook: hook() | nil,
  name: String.t(),
  policy: policy() | nil,
  priority: priority() | nil,
  rules: [Linx.Netfilter.Rule.t()],
  table: String.t() | nil,
  type: chain_type() | nil
}
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      add_rule(chain, rule)



        
          
        

    

  


  

      

          @spec add_rule(t(), Linx.Netfilter.Rule.t()) ::
  {:ok, t()} | {:error, {:bad_chain, term()}}


      


Returns a new chain with rule appended to its rules list.
This is a pure data operation — no validation beyond ensuring
rule is a %Rule{}. Higher-level validation (tag uniqueness
within chain) lives in Linx.Netfilter.Ruleset.add_rule/4.
The added rule's :chain field is set to the chain's name (so
free-standing rules pick up their context when inserted).

  



  
    
      
    
    
      base?(chain)



        
          
        

    

  


  

      

          @spec base?(t()) :: boolean()


      


Returns true iff chain is a base chain (has :type, :hook,
and :priority set).

  



    

  
    
      
    
    
      new(name, opts \\ [])



        
          
        

    

  


  

      

          @spec new(
  String.t(),
  keyword()
) :: {:ok, t()} | {:error, {:bad_chain, term()}}


      


Builds a chain. Validates intrinsic shape; family-specific
validation happens at validate_for_family/2.

  



    

  
    
      
    
    
      new!(name, opts \\ [])



        
          
        

    

  


  

      

          @spec new!(
  String.t(),
  keyword()
) :: t()


      


Bang variant of new/2 — returns the chain or raises
ArgumentError.

  



  
    
      
    
    
      validate_for_family(chain, family)



        
          
        

    

  


  

      

          @spec validate_for_family(t(), atom()) :: :ok | {:error, {:bad_chain, term()}}


      


Validates the chain against the given family — checks family-specific
rules that new/2 can't (since it doesn't know the family).
Rules enforced:
	Family-allowed chain types (e.g. :nat invalid in arp,
bridge, netdev; :route only in ip/ip6).
	Family-allowed hooks (e.g. arp only has :input/:output;
netdev only has :ingress/:egress).
	:nat chains restricted to NAT-applicable hooks.
	:route chains restricted to :output hook.
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Linx.Netfilter.Decoder 
    



      
Converts kernel-side %Linx.Netlink.Message{} payloads back into
%Linx.Netfilter.*{} value structs.
The shape mirrors Linx.Netfilter.Encoder — one decode function
per entity. from_msgs/3 groups a stream of decoded entities
into a %Ruleset{}.
Wire format quirks
Same as Linx.Netfilter.Encoder: nftables NLA_U32 / NLA_U64 are
big-endian, attribute IDs are namespaced.

      


      
        Summary


  
    Functions
  


    
      
        chain(body)

      


        Decodes a NEWCHAIN message body into a %Linx.Netfilter.Chain{}.



    


    
      
        event(message)

      


        Decodes a NFNLGRP_NFTABLES multicast message into a partial
%Linx.Netfilter.Event{} — gen_id / proc_pid / proc_name
are left nil; the Monitor GenServer fills them in from the most
recent NEW_GEN event.



    


    
      
        from_msgs(tables, chains, rules, sets \\ [], set_elements \\ [])

      


        Builds a %Ruleset{} from separate lists of decoded entries.



    


    
      
        materialize_elements(elements, key_type, data_type)

      


        Materialises a raw set-element list (from set_elements/1) into
the value shape the parent set expects. Plain sets keep raw key
binaries (the codec doesn't know to expand <<10, 0, 0, 5>> back
to {10, 0, 0, 5} without context). Maps preserve {key, value}.



    


    
      
        rule(body)

      


        Decodes a NEWRULE message body into a %Linx.Netfilter.Rule{}.



    


    
      
        set(body)

      


        Decodes a NEWSET body into either a %Linx.Netfilter.Set{}
(plain set — no NFT_SET_F_MAP flag) or a %Linx.Netfilter.Map{}
(map / vmap).



    


    
      
        set_elements(body)

      


        Decodes a NEWSETELEM body into a list of elements attached to
a (family, table_name, set_name).



    


    
      
        table(body)

      


        Decodes a NEWTABLE message body into a %Linx.Netfilter.Table{}.



    





      


      
        Functions


        


  
    
      
    
    
      chain(body)



        
          
        

    

  


  

      

          @spec chain(binary()) :: {Linx.Netfilter.Table.family(), Linx.Netfilter.Chain.t()}


      


Decodes a NEWCHAIN message body into a %Linx.Netfilter.Chain{}.
The chain's :family comes from the nfgenmsg header in the same
message; it isn't stored on the Chain struct (it lives on the
enclosing Table) but is needed here to map the wire hook number
back to the family-specific hook atom.
Returns {family, chain} so the caller (typically from_msgs/3)
can attach the chain to the right table.

  



  
    
      
    
    
      event(message)



        
          
        

    

  


  

      

          @spec event(Linx.Netlink.Message.t()) :: Linx.Netfilter.Event.t()


      


Decodes a NFNLGRP_NFTABLES multicast message into a partial
%Linx.Netfilter.Event{} — gen_id / proc_pid / proc_name
are left nil; the Monitor GenServer fills them in from the most
recent NEW_GEN event.
For NEW_GEN events, the gen / pid / name come from the body
itself.
Dispatches on the low byte of nlmsghdr.type (the per-subsys
message opcode).

  



    

    

  
    
      
    
    
      from_msgs(tables, chains, rules, sets \\ [], set_elements \\ [])



        
          
        

    

  


  

      

          @spec from_msgs(
  [Linx.Netfilter.Table.t()],
  [{Linx.Netfilter.Table.family(), Linx.Netfilter.Chain.t()}],
  [
    {Linx.Netfilter.Table.family(), String.t(), String.t(),
     Linx.Netfilter.Rule.t()}
  ],
  [
    {Linx.Netfilter.Table.family(),
     Linx.Netfilter.Set.t() | Linx.Netfilter.Map.t()}
  ],
  [{Linx.Netfilter.Table.family(), String.t(), String.t(), [term()]}]
) :: Linx.Netfilter.Ruleset.t()


      


Builds a %Ruleset{} from separate lists of decoded entries.
	tables — [%Table{}] from a NFT_MSG_GETTABLE dump.
	chains — [{family, %Chain{}}] from a NFT_MSG_GETCHAIN dump.
	rules — [{family, table_name, chain_name, %Rule{}}] from
a NFT_MSG_GETRULE dump.
	sets — [{family, %Set{} | %Map{}}] from a
NFT_MSG_GETSET dump.

	set_elements — [{family, table_name, set_name, [elem]}]
from per-set NFT_MSG_GETSETELEM calls.

Chains, sets, and rules are attached to their parents by
(family, table_name). Set elements are materialised against
the parent set's key_type / data_type and attached to the
set in dump order.
Entities that reference a missing parent are silently dropped.

  



  
    
      
    
    
      materialize_elements(elements, key_type, data_type)



        
          
        

    

  


  

      

          @spec materialize_elements([{binary(), term()} | binary()], atom(), atom() | nil) :: [
  term()
]


      


Materialises a raw set-element list (from set_elements/1) into
the value shape the parent set expects. Plain sets keep raw key
binaries (the codec doesn't know to expand <<10, 0, 0, 5>> back
to {10, 0, 0, 5} without context). Maps preserve {key, value}.

  



  
    
      
    
    
      rule(body)



        
          
        

    

  


  

      

          @spec rule(binary()) ::
  {Linx.Netfilter.Table.family(), String.t(), String.t(),
   Linx.Netfilter.Rule.t()}


      


Decodes a NEWRULE message body into a %Linx.Netfilter.Rule{}.
Returns {family, table_name, chain_name, rule} so the caller
can attach to the right table+chain.

  



  
    
      
    
    
      set(body)



        
          
        

    

  


  

      

          @spec set(binary()) ::
  {Linx.Netfilter.Table.family(),
   Linx.Netfilter.Set.t() | Linx.Netfilter.Map.t()}


      


Decodes a NEWSET body into either a %Linx.Netfilter.Set{}
(plain set — no NFT_SET_F_MAP flag) or a %Linx.Netfilter.Map{}
(map / vmap).
Returns {family, set_or_map} for downstream assembly.

  



  
    
      
    
    
      set_elements(body)



        
          
        

    

  


  

      

          @spec set_elements(binary()) ::
  {Linx.Netfilter.Table.family(), String.t(), String.t(),
   [{binary(), term()} | binary()]}


      


Decodes a NEWSETELEM body into a list of elements attached to
a (family, table_name, set_name).
Returns {family, table_name, set_name, elements} where
elements is a list of either raw key terms or {key, value}
tuples (the caller resolves which based on whether the parent
set is plain or a map).
For now we return the elements with KEY binary unparsed (raw
binary) and DATA either a raw binary or a %Verdict{} for
verdict data. Higher-level conversion (binary → tuple, etc.)
happens at assembly time when we know the parent set's
key_type.

  



  
    
      
    
    
      table(body)



        
          
        

    

  


  

      

          @spec table(binary()) :: Linx.Netfilter.Table.t()


      


Decodes a NEWTABLE message body into a %Linx.Netfilter.Table{}.
body is %Message{payload: body}'s payload — nfgenmsg header
followed by NLAs.

  


        

      


  

  
    
    Linx.Netfilter.Diff - Linx v0.2.0
    
    

    


  
  

    
Linx.Netfilter.Diff 
    



      
Structural diff between two %Linx.Netfilter.Ruleset{} values,
producing a %Linx.Netfilter.Patch{} of the minimum mutations
that turn one into the other.
Identity rules
	Tables, chains, sets, maps: identity is name (within
family for tables, within table for everything else).
	Rules within a chain: identity is :tag when set; for
untagged rules the diff falls back to positional index.
	Set elements: identity is the element value itself (set
semantics — no "modified", just add and remove).

In-place vs delete+recreate
An entity attribute change is rendered as an in-place op when
the kernel supports it, otherwise as a delete+create pair:
	Rules: any structural change → :replace_rule
(NLM_F_REPLACE over the kernel-assigned handle from the
current state). Requires the rule to have a :tag (or
stable positional position with no neighbour changes).
	Chains: most attribute changes (type, hook, priority)
can't be replaced — emit :delete_chain + :create_chain.
We conservatively delete+create on any difference.
	Tables: flags / use_count differences → no-op (the
diff treats tables as opaque containers; their lifecycle is
managed via the :owner flag).
	Sets / maps: declaration changes (key_type, data_type,
flags) → delete+create. Element changes → element-level
add/remove ops.

Untagged rules
When a chain's rule list differs and any of its rules is
untagged, the diff cannot use :tag-based identity. It falls
back to: if the lists are identical → no-op; otherwise emit
:delete_rule for every current rule and :create_rule for
every desired rule (full chain rebuild). The :reconcile push
mode rejects this case at its entry point — see
Linx.Netfilter.Diff.validate_for_reconcile/1.

      


      
        Summary


  
    Functions
  


    
      
        diff(from, to)

      


        Returns the %Patch{} that transforms from into to. Both
inputs are %Ruleset{} values — the same shape pull/1 returns
and push/2 consumes.



    


    
      
        validate_for_reconcile(ruleset)

      


        Validates that desired is reconcile-safe: every chain with
more than one rule has tags on all of its rules.



    





      


      
        Functions


        


  
    
      
    
    
      diff(from, to)



        
          
        

    

  


  

      

          @spec diff(Linx.Netfilter.Ruleset.t(), Linx.Netfilter.Ruleset.t()) ::
  Linx.Netfilter.Patch.t()


      


Returns the %Patch{} that transforms from into to. Both
inputs are %Ruleset{} values — the same shape pull/1 returns
and push/2 consumes.
The patch is topologically sorted (deletes before creates of
their dependencies). Patch.empty?/1 is true iff the rulesets
are structurally equal modulo handle / kernel-assigned values.

  



  
    
      
    
    
      validate_for_reconcile(ruleset)



        
          
        

    

  


  

      

          @spec validate_for_reconcile(Linx.Netfilter.Ruleset.t()) ::
  :ok | {:error, {:tag_required, {atom(), String.t(), String.t()}}}


      


Validates that desired is reconcile-safe: every chain with
more than one rule has tags on all of its rules.
Returns :ok or {:error, {:tag_required, {family, table, chain}}}.

  


        

      


  

  
    
    Linx.Netfilter.Encoder - Linx v0.2.0
    
    

    


  
  

    
Linx.Netfilter.Encoder 
    



      
Converts %Linx.Netfilter.*{} value structs into the
%Linx.Netlink.Message{} shapes that ride inside a
NFNL_MSG_BATCH_BEGIN / NFNL_MSG_BATCH_END envelope.
Each public function returns a single %Message{} (or a list,
for entities that map to multiple wire messages). to_batch/2
walks a full %Ruleset{} and produces the ordered message list
for a :replace-mode push. Linx.Netlink.Nfnl.batch/2 wraps the
envelope and drives the transaction.
Wire format quirks
	Every nftables NLA_U32 / NLA_U64 is big-endian on the
wire — opposite to rtnetlink. Linx.Netfilter.Wire.u32_be/1
/ u64_be/1 do the conversion.
	The nfgenmsg.family byte carries the family this message
applies to (NFPROTO_INET, etc.); res_id is 0 for most
ops, the batch target's subsys id only for BATCH_BEGIN/END.
	Attribute IDs are netfilter-namespaced (NFTATABLE,
NFTACHAIN, etc.) — the same numeric ID can mean different
things in different attribute sets.

References
	nft_table.c
— kernel-side parser; canonical authority on attribute order
and required fields.


      


      
        Summary


  
    Functions
  


    
      
        chain(chain, family, opts \\ [])

      


        Builds a NEWCHAIN message for chain within family.



    


    
      
        delete_chain(family, table_name, chain_name)

      


        Builds a DELCHAIN message — removes a chain by name.



    


    
      
        delete_rule(family, table_name, chain_name, handle)

      


        Builds a DELRULE message — removes a single rule by its
kernel-assigned handle.



    


    
      
        delete_set(family, table_name, set_name)

      


        Builds a DELSET message — removes a named set by (family, table, name). Returns :enoent from the kernel if missing.



    


    
      
        delete_set_elements(family, table_name, set_name, elements, key_type, data_type)

      


        Builds a DELSETELEM message that removes the given elements
from a set by raw element values.



    


    
      
        deltable(family, name)

      


        Builds a DELTABLE message for the given table.



    


    
      
        destroytable(family, name)

      


        Builds a DESTROYTABLE message — silently a no-op if the table
doesn't exist. Used by :replace-mode push to clear pre-existing
state before re-creating it.



    


    
      
        from_patch(patch)

      


        Encodes a %Linx.Netfilter.Patch{} into the ordered list of
%Message{}s to send inside a single BATCH transaction.



    


    
      
        gettable(family, name)

      


        Builds a GETTABLE request — for fetching one table by
(family, name) from the kernel.



    


    
      
        gettable_dump(family \\ :unspec)

      


        Builds a GETTABLE dump request — returns every table in the
netns. Filtering by family is optional (:unspec returns all
families).



    


    
      
        rule(rule, family, table_name, chain_name, opts \\ [])

      


        Builds a NEWRULE message for rule inside the (family, table, chain)
scope.



    


    
      
        set(set_or_map, family, opts \\ [])

      


        Builds a NEWSET message. Accepts either a %Linx.Netfilter.Set{}
(plain set) or a %Linx.Netfilter.Map{} (typed map, including
vmaps — data_type: :verdict).



    


    
      
        set_elements(set_or_map, family, opts \\ [])

      


        Builds a NEWSETELEM message — adds one or more elements to a
named set.



    


    
      
        table(table, opts \\ [])

      


        Builds a single-table NEWTABLE message. The result is a
%Message{} ready to drop into a batch.



    


    
      
        to_batch(ruleset, opts \\ [])

      


        Builds the ordered message list for a :replace-mode push of
ruleset.



    





      


      
        Functions


        


    

  
    
      
    
    
      chain(chain, family, opts \\ [])



        
          
        

    

  


  

      

          @spec chain(Linx.Netfilter.Chain.t(), Linx.Netfilter.Table.family(), keyword()) ::
  Linx.Netlink.Message.t()


      


Builds a NEWCHAIN message for chain within family.
Required at construction:
	NFTA_CHAIN_TABLE (string) — taken from chain.table.
	NFTA_CHAIN_NAME (string).

Base-chain attributes (set together when chain is a base chain):
	NFTA_CHAIN_HOOK (nested) — NFTA_HOOK_HOOKNUM (u32 BE),
NFTA_HOOK_PRIORITY (s32 BE), and NFTA_HOOK_DEV (string)
for :ingress/:egress.
	NFTA_CHAIN_TYPE (string: "filter" | "nat" | "route").

	NFTA_CHAIN_POLICY (u32 BE, NF_ACCEPT=1 / NF_DROP=0) — only
when chain.policy is set.
	NFTA_CHAIN_FLAGS (u32 BE) — when chain.flags is non-empty.

Regular chains skip the HOOK / TYPE / POLICY attributes entirely.

  



  
    
      
    
    
      delete_chain(family, table_name, chain_name)



        
          
        

    

  


  

      

          @spec delete_chain(Linx.Netfilter.Table.family(), String.t(), String.t()) ::
  Linx.Netlink.Message.t()


      


Builds a DELCHAIN message — removes a chain by name.

  



  
    
      
    
    
      delete_rule(family, table_name, chain_name, handle)



        
          
        

    

  


  

      

          @spec delete_rule(
  Linx.Netfilter.Table.family(),
  String.t(),
  String.t(),
  pos_integer()
) ::
  Linx.Netlink.Message.t()


      


Builds a DELRULE message — removes a single rule by its
kernel-assigned handle.

  



  
    
      
    
    
      delete_set(family, table_name, set_name)



        
          
        

    

  


  

      

          @spec delete_set(Linx.Netfilter.Table.family(), String.t(), String.t()) ::
  Linx.Netlink.Message.t()


      


Builds a DELSET message — removes a named set by (family, table, name). Returns :enoent from the kernel if missing.

  



  
    
      
    
    
      delete_set_elements(family, table_name, set_name, elements, key_type, data_type)



        
          
        

    

  


  

      

          @spec delete_set_elements(
  Linx.Netfilter.Table.family(),
  String.t(),
  String.t(),
  [term()],
  atom(),
  atom() | nil
) :: Linx.Netlink.Message.t()


      


Builds a DELSETELEM message that removes the given elements
from a set by raw element values.

  



  
    
      
    
    
      deltable(family, name)



        
          
        

    

  


  

      

          @spec deltable(Linx.Netfilter.Table.family(), String.t()) :: Linx.Netlink.Message.t()


      


Builds a DELTABLE message for the given table.
Returns :enoent from the kernel if the table doesn't exist —
use destroytable/2 for silent-if-missing semantics (6.3+).

  



  
    
      
    
    
      destroytable(family, name)



        
          
        

    

  


  

      

          @spec destroytable(Linx.Netfilter.Table.family(), String.t()) ::
  Linx.Netlink.Message.t()


      


Builds a DESTROYTABLE message — silently a no-op if the table
doesn't exist. Used by :replace-mode push to clear pre-existing
state before re-creating it.
Requires kernel ≥ 6.3 (where DESTROY* messages were added).

  



  
    
      
    
    
      from_patch(patch)



        
          
        

    

  


  

      

          @spec from_patch(Linx.Netfilter.Patch.t()) :: [Linx.Netlink.Message.t()]


      


Encodes a %Linx.Netfilter.Patch{} into the ordered list of
%Message{}s to send inside a single BATCH transaction.
Sets need their NFTA_SET_ID generated per-batch; this function
assigns ids in patch order so element-add ops can later
reference them by name (the kernel resolves by name regardless,
but libnftnl convention is to also send the id).

  



  
    
      
    
    
      gettable(family, name)



        
          
        

    

  


  

      

          @spec gettable(Linx.Netfilter.Table.family(), String.t()) :: Linx.Netlink.Message.t()


      


Builds a GETTABLE request — for fetching one table by
(family, name) from the kernel.
No NLM_F_DUMP — that's gettable_dump/1 (for listing all
tables in the netns).

  



    

  
    
      
    
    
      gettable_dump(family \\ :unspec)



        
          
        

    

  


  

      

          @spec gettable_dump(atom()) :: Linx.Netlink.Message.t()


      


Builds a GETTABLE dump request — returns every table in the
netns. Filtering by family is optional (:unspec returns all
families).

  



    

  
    
      
    
    
      rule(rule, family, table_name, chain_name, opts \\ [])



        
          
        

    

  


  

      

          @spec rule(
  Linx.Netfilter.Rule.t(),
  Linx.Netfilter.Table.family(),
  String.t(),
  String.t(),
  keyword()
) ::
  Linx.Netlink.Message.t()


      


Builds a NEWRULE message for rule inside the (family, table, chain)
scope.
Attribute payload:
	NFTA_RULE_TABLE (string).
	NFTA_RULE_CHAIN (string).
	NFTA_RULE_EXPRESSIONS (nested list of NFTA_LIST_ELEMs)
— each list element wraps NFTA_EXPR_NAME (string) plus
NFTA_EXPR_DATA (nested, per-expression attribute set).

Comment / tag round-trip via NFTA_RULE_USERDATA.

  



    

  
    
      
    
    
      set(set_or_map, family, opts \\ [])



        
          
        

    

  


  

      

          @spec set(
  Linx.Netfilter.Set.t() | Linx.Netfilter.Map.t(),
  Linx.Netfilter.Table.family(),
  keyword()
) ::
  Linx.Netlink.Message.t()


      


Builds a NEWSET message. Accepts either a %Linx.Netfilter.Set{}
(plain set) or a %Linx.Netfilter.Map{} (typed map, including
vmaps — data_type: :verdict).
The encoder auto-derives the NFT_SET_F_MAP flag for maps and
NFT_SET_F_EVAL for :dynamic sets; callers shouldn't include
them in :flags directly (but set_flags_int/1 accepts them
for round-trip purposes).

  



    

  
    
      
    
    
      set_elements(set_or_map, family, opts \\ [])



        
          
        

    

  


  

      

          @spec set_elements(
  Linx.Netfilter.Set.t() | Linx.Netfilter.Map.t(),
  Linx.Netfilter.Table.family(),
  keyword()
) :: Linx.Netlink.Message.t() | nil


      


Builds a NEWSETELEM message — adds one or more elements to a
named set.
Elements is a list of either:
	raw key terms (for plain sets) — [{10,0,0,1}, "1.2.3.4", ...].
	{key, data} tuples (for maps and vmaps) — [{22, %Verdict{...}}, ...].

The encoder normalises each into the wire form using
key_type / data_type from the parent set.

  



    

  
    
      
    
    
      table(table, opts \\ [])



        
          
        

    

  


  

      

          @spec table(
  Linx.Netfilter.Table.t(),
  keyword()
) :: Linx.Netlink.Message.t()


      


Builds a single-table NEWTABLE message. The result is a
%Message{} ready to drop into a batch.
Default flags: NLM_F_CREATE — creates the table if missing,
updates flags otherwise. Pass excl: true for create-or-fail
(NLM_F_EXCL).
Attribute payload:
	NFTA_TABLE_NAME (string)
	NFTA_TABLE_FLAGS (u32 BE) — :dormant | :owner |
:persist flags OR'd via Wire.table_flags_int/1. Omitted
when zero (libnftnl convention).

	NFTA_TABLE_USERDATA (binary) — omitted when nil.


  



    

  
    
      
    
    
      to_batch(ruleset, opts \\ [])



        
          
        

    

  


  

      

          @spec to_batch(
  Linx.Netfilter.Ruleset.t(),
  keyword()
) :: [Linx.Netlink.Message.t()]


      


Builds the ordered message list for a :replace-mode push of
ruleset.
For each table in ruleset, the batch contains:
	DESTROYTABLE — silently destroys any existing table by the
same (family, name), ensuring fresh state.
	NEWTABLE — recreate with the desired flags.
	NEWCHAIN for each chain in the table (in map iteration
order; the kernel doesn't care about chain order).
	NEWRULE for each rule in each chain, in rule-list
order — rule ordering matters at runtime, the kernel
preserves the batch order via NLM_F_APPEND.

Objects and flowtables are not yet emitted. The batch shape
supports them by interleaving in step 3.
This list is intended to drop straight into
Linx.Netlink.Nfnl.batch/2; it does not include the
BATCH_BEGIN / BATCH_END envelope (that's batch/2's job).

  


        

      


  

  
    
    Linx.Netfilter.Error - Linx v0.2.0
    
    

    


  
  

    
Linx.Netfilter.Error exception
    



      
An error returned by a Linx.Netfilter operation.
Built from a failed netlink request or a rejected batch (NLMSG_ERROR
reply from the kernel). The shape mirrors Linx.Mount.Error /
Linx.User.Error / Linx.Sysctl.Error for :operation, :errno,
:code, and :message, plus netfilter-specific context fields
that are populated when the kernel surfaces them:
	:operation — what we were trying to do, as an atom. Covers
every public verb and every wire-level stage:
	Public-API stages: :open, :close, :get_gen, :push,
:pull, :diff, :subscribe, :log_listen.
	Wire-level batch stages: :batch_begin, :batch_end,
:newtable, :newchain, :newrule, :newset,
:newsetelem, :newobj, :newflowtable, :delgen.
	Namespace-acquisition stages (when opening a socket in
another netns): :open_ns, :setns, :unshare, :thread.


	:errno — the POSIX errno as an atom (:enoent, :eperm,
:eacces, :einval, :erestart, :eopnotsupp, …).

	:code — the matching positive errno integer, or nil if we
don't have a mapping for this atom. Symmetric with the other
Linx error structs.

	:message — kernel's extended-ack message (NLMSGERR_ATTR_MSG),
a human-readable string explaining what was wrong with the
offending message. nil when the kernel didn't include one.

	:subsys — :nftables | :ctnetlink | :queue | :ulog |
nil. Which nfnetlink sub-subsystem the failure was for.

	:msg_type — the low-byte nfnetlink message type that
failed, when the error came from a specific inner message
(e.g. 0x06 for NFT_MSG_NEWRULE). nil for non-batch
failures.

	:batch_seq — sequence number of the offending inner message
within the batch. nil for non-batch failures.

	:attr_offset — byte offset into the offending message at
which the kernel detected the problem (from
NLMSGERR_ATTR_OFFS, kernel ≥ 4.12). nil when not provided.

	:ruleset_gen — the ruleset generation at which the error
occurred. Useful for ERESTART (BATCH_GENID mismatch)
diagnostics. nil when not relevant.


Pattern-match on :errno and :operation to handle specific
failures:
case Linx.Netfilter.push(nfnl, ruleset) do
  :ok ->
    :ok

  {:error, %Linx.Netfilter.Error{errno: :eacces}} ->
    # No CAP_NET_ADMIN; can't mutate the kernel's nftables.
    :no_perm

  {:error, %Linx.Netfilter.Error{errno: :erestart, ruleset_gen: gen}} ->
    # BATCH_GENID mismatch — another writer committed between
    # our pull and our push. Re-pull, recompute, retry.
    {:concurrent_modification, gen}

  {:error, %Linx.Netfilter.Error{errno: :eopnotsupp, msg_type: t}} ->
    # The kernel doesn't support this op on this entity —
    # typically an in-place modification that requires
    # delete+recreate.
    {:not_supported, t}
end
Implements Exception, so an error can be raised or rendered
with Exception.message/1.
Caller-side input mistakes (invalid Ruleset shape, bad opts) come
back as tagged tuples ({:error, {:bad_chain, _}},
{:error, {:bad_rule, _}}, {:error, {:bad_set_element, _}},
{:error, {:tag_required, _}}) — distinct from kernel rejections,
matching the convention every other Linx subsystem uses.

      


      
        Summary


  
    Types
  


    
      
        operation()

      


    


    
      
        subsys()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_posix(errno, operation, opts \\ [])

      


        Builds a %Linx.Netfilter.Error{} from a posix-atom errno and the
operation we attempted.



    





      


      
        Types


        


  
    
      
    
    
      operation()



        
          
        

    

  


  

      

          @type operation() ::
  :open
  | :close
  | :get_gen
  | :push
  | :pull
  | :diff
  | :subscribe
  | :log_listen
  | :batch_begin
  | :batch_end
  | :newtable
  | :newchain
  | :newrule
  | :newset
  | :newsetelem
  | :newobj
  | :newflowtable
  | :delgen
  | :open_ns
  | :setns
  | :unshare
  | :thread


      



  



  
    
      
    
    
      subsys()



        
          
        

    

  


  

      

          @type subsys() :: :nftables | :ctnetlink | :queue | :ulog | nil


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Netfilter.Error{
  __exception__: true,
  attr_offset: non_neg_integer() | nil,
  batch_seq: non_neg_integer() | nil,
  code: pos_integer() | nil,
  errno: atom(),
  message: String.t() | nil,
  msg_type: 0..255 | nil,
  operation: operation(),
  ruleset_gen: non_neg_integer() | nil,
  subsys: subsys()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      from_posix(errno, operation, opts \\ [])



        
          
        

    

  


  

      

          @spec from_posix(atom(), operation(), keyword()) :: t()


      


Builds a %Linx.Netfilter.Error{} from a posix-atom errno and the
operation we attempted.
Optional opts populate the netfilter-specific context fields when
the caller has them (typically populated from decoded NLMSG_ERROR
attributes by the request engine).
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Linx.Netfilter.Event 
    



      
A single multicast event from NFNLGRP_NFTABLES — a
notification the kernel broadcasts after every successful
ruleset commit.
Each committed transaction generates a sequence of events on
the multicast group:
	One NFT_MSG_NEWGEN with the new generation id and the
committing process's pid / name.
	One event per entity created, modified, or deleted in the
commit (NFT_MSG_NEWTABLE, NFT_MSG_DELRULE, …).

Linx.Netfilter.Monitor walks this stream, attaching the most
recent NEWGEN's gen_id / proc_pid / proc_name to every
subsequent entity event, so each %Event{} carries the full
context of "who changed this and when".
Fields
	:gen_id — the ruleset generation this event belongs to
(matches the gen returned by Linx.Netlink.Nfnl.Codec.get_gen/1
at the moment of the commit). Nil only for :new_gen events
that precede any committed change in the stream — rare.
	:proc_pid — pid of the process that committed; nil if the
kernel didn't include it (some configs / older kernels).
	:proc_name — comm string of the committer (e.g. "nft",
"beam.smp").
	:op — what happened. One of:	:new_gen — the commit itself (gen-bump). entity is
%{id, proc_pid, proc_name} redundantly.
	:new_table / :del_table — table created / destroyed.
	:new_chain / :del_chain — chain created / destroyed.
	:new_rule / :del_rule — rule appended / removed.
	:new_set / :del_set.
	:new_set_element / :del_set_element.
	:new_obj / :del_obj.
	:new_flowtable / :del_flowtable.


	:entity — the decoded value. The shape depends on :op:	:new_table / :del_table → %Linx.Netfilter.Table{}.
	:new_chain / :del_chain → {family, %Linx.Netfilter.Chain{}}.
	:new_rule / :del_rule → {family, table_name, chain_name, %Linx.Netfilter.Rule{}}.
	:new_set / :del_set → {family, %Set{} | %Map{}}.

	:new_set_element / :del_set_element →
{family, table_name, set_name, [elements]}.
	:new_gen → %{id, proc_pid, proc_name}.
	Other ops → opaque binary payload (decoder fallback).



Inspect
#Linx.Netfilter.Event<gen=1247 nft new_rule inet/myapp/input>
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          @type op() ::
  :new_gen
  | :new_table
  | :del_table
  | :new_chain
  | :del_chain
  | :new_rule
  | :del_rule
  | :new_set
  | :del_set
  | :new_set_element
  | :del_set_element
  | :new_obj
  | :del_obj
  | :new_flowtable
  | :del_flowtable
  | {:unknown, non_neg_integer()}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Netfilter.Event{
  entity: term(),
  gen_id: non_neg_integer() | nil,
  op: op(),
  proc_name: String.t() | nil,
  proc_pid: non_neg_integer() | nil
}


      



  


        

      


  

  
    
    Linx.Netfilter.Expr - Linx v0.2.0
    
    

    


  
  

    
Linx.Netfilter.Expr 
    



      
A single netfilter expression — one node in a rule's expression
list.
Expressions are the kernel's per-rule building blocks: a payload
extraction, a comparison, a lookup, a verdict load. Each carries
a :name (the kernel's expression-type string, e.g. "payload",
"cmp", "immediate", "lookup") and :data (kind-specific
arguments — a keyword list, a map, a verdict, …).
Constructors
	immediate/1 — load a verdict (or a constant) into the
kernel's register 0.
	new/2 — generic constructor for arbitrary (name, data)
pairs. Useful for callers building expressions Linx doesn't
yet have a dedicated helper for.

There are also kind-specific helpers (cmp/3, payload/3,
meta/2, bitwise/3, ct/2, lookup/2, reject/2,
counter/1, NAT helpers). They are extra entry points over the
same struct shape, not extra fields.
Inspect
iex> Expr.immediate(Verdict.accept())
#Linx.Netfilter.Expr<immediate accept>

iex> Expr.new(:counter, %{packets: 0, bytes: 0})
#Linx.Netfilter.Expr<counter>
References
	Documentation/networking/netlink_spec/nftables — Expression
types
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        addr_input()

      


        Address-input forms accepted by dnat_to/3 / snat_to/3.



    


    
      
        t()

      


    





  
    Functions
  


    
      
        bitwise(mask, xor, opts \\ [])

      


        Bitwise AND-with-mask expression. Used most commonly to mask
CIDR-shaped addresses before a cmp comparison.



    


    
      
        cmp(op, value, opts \\ [])

      


        Comparison expression. Compares the value in sreg against
value using op.



    


    
      
        counter(opts \\ [])

      


        Counter expression. Per-rule packet + byte counter; the kernel
increments it on every match. Reads back via pull/1..2.



    


    
      
        ct(key, opts \\ [])

      


        Connection-tracking load expression. Reads key (:state,
:mark, etc.) from conntrack state into dreg.



    


    
      
        dnat_to(addr, port \\ nil, opts \\ [])

      


        Builds a DNAT statement — destination NAT to addr (and
optionally port).



    


    
      
        immediate(v)

      


        An immediate expression — load a verdict into register 0.



    


    
      
        log(opts \\ [])

      


        Log expression — emits a per-packet event to the NFLOG
subsystem (NFNL_SUBSYS_ULOG) on the named group. Combine with
Linx.Netfilter.log_listen/2 for in-BEAM packet observability.



    


    
      
        lookup(set_name, opts \\ [])

      


        Set-lookup expression. Looks up sreg's value in the named set;
emits a verdict on hit (for plain sets) or loads associated data
into dreg (for maps and vmaps).



    


    
      
        masquerade(opts \\ [])

      


        Masquerade expression — SNAT to the outgoing interface's primary
address. The kernel resolves the address at packet-traversal
time, which makes this the right choice for setups where the
outbound IP isn't known at rule-write time (DHCP-assigned WAN,
PPP links).



    


    
      
        meta(key, opts \\ [])

      


        Metadata-load expression. Reads key from the packet's metadata
into dreg.



    


    
      
        nat(type, opts \\ [])

      


        Low-level NAT expression. Most callers want dnat_to/2 or
snat_to/2 — those construct the accompanying immediate-load
expressions automatically. Use nat/2 directly when you need
fine control over register choices, ranges, or flags.



    


    
      
        new(name, data \\ nil)

      


        Generic constructor: an expression named name carrying data.



    


    
      
        payload(field, opts \\ [])

      


        Named-shortcut variant of payload/4 for common header fields.



    


    
      
        payload(base, offset, len, opts \\ [])

      


        Payload-extraction expression. Reads len bytes at offset into
base-anchored header data and stores in dreg.



    


    
      
        redirect(opts \\ [])

      


        Redirect expression — DNAT to the local machine, optionally
changing the destination port. The kernel uses the input
interface's address as the new destination, which makes this
the right choice for transparent proxies / port-shifting on a
single host.



    


    
      
        reject(type \\ :icmp_unreach, opts \\ [])

      


        Reject expression. Produces an explicit rejection response then
drops the packet.



    


    
      
        set_literal(values, key_type, opts \\ [])

      


        Anonymous-set lookup — tcp dport { 22, 80, 443 } accept.



    


    
      
        snat_to(addr, port \\ nil, opts \\ [])

      


        Builds an SNAT statement — source NAT to addr (and optionally
port). Same shape as dnat_to/3.



    


    
      
        verdict?(expr)

      


        Returns true if expr is an immediate expression carrying a
%Verdict{} — i.e. a terminal expression in a rule.
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          @type addr_input() ::
  {0..255, 0..255, 0..255, 0..255}
  | {0..65535, 0..65535, 0..65535, 0..65535, 0..65535, 0..65535, 0..65535,
     0..65535}
  | <<_::32>>
  | <<_::128>>
  | String.t()
  | Linx.IP.t()


      


Address-input forms accepted by dnat_to/3 / snat_to/3.

  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Netfilter.Expr{data: term(), name: atom() | String.t()}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      bitwise(mask, xor, opts \\ [])



        
          
        

    

  


  

      

          @spec bitwise(binary(), binary(), keyword()) :: t()


      


Bitwise AND-with-mask expression. Used most commonly to mask
CIDR-shaped addresses before a cmp comparison.
mask and xor must be the same length; len is that length
in bytes (defaults to byte_size(mask)).

  



    

  
    
      
    
    
      cmp(op, value, opts \\ [])



        
          
        

    

  


  

      

          @spec cmp(atom(), binary(), keyword()) :: t()


      


Comparison expression. Compares the value in sreg against
value using op.
op is one of :eq, :neq, :lt, :lte, :gt, :gte.
value is a raw binary of the right length (1/2/4/16 bytes
depending on what was loaded into sreg).
Most callers don't construct cmp/3 directly — the high-level
~NFT sigil and pipeline helpers compose payload + cmp
into the natural "tcp dport 22" shape.
iex> Expr.cmp(:eq, <<22::big-16>>)
#Linx.Netfilter.Expr<cmp>

  



    

  
    
      
    
    
      counter(opts \\ [])



        
          
        

    

  


  

      

          @spec counter(keyword()) :: t()


      


Counter expression. Per-rule packet + byte counter; the kernel
increments it on every match. Reads back via pull/1..2.

  



    

  
    
      
    
    
      ct(key, opts \\ [])



        
          
        

    

  


  

      

          @spec ct(
  atom(),
  keyword()
) :: t()


      


Connection-tracking load expression. Reads key (:state,
:mark, etc.) from conntrack state into dreg.
CT-state matching uses the bitmask integers — wrap the state
atom(s) with
Linx.Netfilter.Wire.ct_state_bits/1 to produce the comparison
value:
[Expr.ct(:state), Expr.cmp(:neq, <<Wire.ct_state_bits(:invalid)::big-32>>)]

  



    

    

  
    
      
    
    
      dnat_to(addr, port \\ nil, opts \\ [])



        
          
        

    

  


  

      

          @spec dnat_to(addr_input(), pos_integer() | nil, keyword()) :: [t()]


      


Builds a DNAT statement — destination NAT to addr (and
optionally port).
Returns a list of %Expr{}: an immediate-load of the
address into a register, an optional immediate-load of the port,
then the nat expression itself. Rule.build/2 flattens nested
lists, so this composes naturally:
Rule.build([
  Expr.payload(:tcp_dport),
  Expr.cmp(:eq, <<8080::big-16>>),
  Expr.dnat_to({10, 0, 0, 5}, 80)
])
addr may be:
	an IPv4 4-tuple — {10, 0, 0, 5}.
	an IPv6 8-tuple — {0xfc00, 0, 0, 0, 0, 0, 0, 1}.
	a raw binary — 4 bytes for IPv4, 16 for IPv6.
	a %Linx.IP{} struct.
	a string — "10.0.0.5" / "fc00::1" (parsed via Linx.IP.parse/1).

port is a non-negative integer (encoded big-endian 16-bit), or
nil for address-only NAT.
Options:
	:flags — passed through to nat/2 (:random, :persistent, …).
	:reg_addr / :reg_port — override the default register
choice (1 for addr, 2 for port).


  



  
    
      
    
    
      immediate(v)



        
          
        

    

  


  

      

          @spec immediate(Linx.Netfilter.Verdict.input()) :: t()


      


An immediate expression — load a verdict into register 0.
The data is the verdict struct itself. Accepts a %Verdict{} or
any input form Verdict.new!/1 understands.
This constructor also accepts a constant (a binary or integer)
for loading a value into a register prior to a cmp — the kernel
uses the same expression for both forms.
iex> Expr.immediate(Verdict.accept())
#Linx.Netfilter.Expr<immediate accept>

iex> Expr.immediate(:drop)
#Linx.Netfilter.Expr<immediate drop>

  



    

  
    
      
    
    
      log(opts \\ [])



        
          
        

    

  


  

      

          @spec log(keyword()) :: t()


      


Log expression — emits a per-packet event to the NFLOG
subsystem (NFNL_SUBSYS_ULOG) on the named group. Combine with
Linx.Netfilter.log_listen/2 for in-BEAM packet observability.
Options (all optional):
	:group — NFLOG group (1..65535). Defaults to 5000 (the
Linx convention for "I don't care which group").
	:prefix — string label that shows up in Event.prefix;
useful for tagging rules ("blocked", "audit", …). Max 127
bytes.
	:snaplen — bytes of packet payload to copy (overrides the
consumer's copy_mode/snaplen if set on the rule). 0 = no
packet data.
	:qthreshold — kernel-side queue threshold; packets are
batched into multipart netlink messages up to this count.
	:flags — :tcp_seq / :tcp_opt / :ip_opt / :uid /
:macdecode (NFLOG*). Most callers want them set at the
Log listener side via :flags there instead.


  



    

  
    
      
    
    
      lookup(set_name, opts \\ [])



        
          
        

    

  


  

      

          @spec lookup(
  String.t(),
  keyword()
) :: t()


      


Set-lookup expression. Looks up sreg's value in the named set;
emits a verdict on hit (for plain sets) or loads associated data
into dreg (for maps and vmaps).
Options:
	:sreg — register to look up from (default 1).
	:dreg — register to store the map's data value in (for
maps / vmaps). Omitted for plain sets.
	:flags — [:inv] to invert match (NFT_LOOKUP_F_INV).


  



    

  
    
      
    
    
      masquerade(opts \\ [])



        
          
        

    

  


  

      

          @spec masquerade(keyword()) :: t() | [t()]


      


Masquerade expression — SNAT to the outgoing interface's primary
address. The kernel resolves the address at packet-traversal
time, which makes this the right choice for setups where the
outbound IP isn't known at rule-write time (DHCP-assigned WAN,
PPP links).
Only valid in postrouting chains.
Options:
	:flags — [:random, :fully_random, :persistent].
	:port_min / :port_max — masquerade with a specific
port-range remap (rare; kernel default reuses the original
source port).


  



    

  
    
      
    
    
      meta(key, opts \\ [])



        
          
        

    

  


  

      

          @spec meta(
  atom(),
  keyword()
) :: t()


      


Metadata-load expression. Reads key from the packet's metadata
into dreg.
Keys: :len, :protocol, :mark, :iif, :oif, :iifname,
:oifname, :nfproto, :l4proto, etc. (see
Linx.Netfilter.Wire.meta_key_int/1 for the full list).

  



    

  
    
      
    
    
      nat(type, opts \\ [])



        
          
        

    

  


  

      

          @spec nat(
  atom(),
  keyword()
) :: t()


      


Low-level NAT expression. Most callers want dnat_to/2 or
snat_to/2 — those construct the accompanying immediate-load
expressions automatically. Use nat/2 directly when you need
fine control over register choices, ranges, or flags.
Required:
	:type — :dnat or :snat.
	:family — :ip | :ip6. Required even in an :inet
table; the NAT expression needs to know the address size.


Optional:
	:reg_addr_min — register holding the min (or only) target
address. Defaults to nil (no address remap — only
meaningful for SNAT in some configs).
	:reg_addr_max — register holding the max address of a
range. nil for single-address NAT.
	:reg_proto_min / :reg_proto_max — port range registers.
	:flags — [:random, :fully_random, :persistent, :netmap].
The encoder automatically sets :map_ips when address regs
are present and :proto_specified when port regs are
present.


  



    

  
    
      
    
    
      new(name, data \\ nil)



        
          
        

    

  


  

      

          @spec new(atom() | String.t(), term()) :: t()


      


Generic constructor: an expression named name carrying data.
Most callers want one of the kind-specific helpers (immediate/1,
cmp/3, payload/3, etc.). Use new/2 when you're constructing
an expression Linx doesn't yet have a dedicated helper for.

  



    

  
    
      
    
    
      payload(field, opts \\ [])



        
          
        

    

  


  

      

          @spec payload(
  atom(),
  keyword()
) :: t()


      


Named-shortcut variant of payload/4 for common header fields.
Supported aliases:
	:ip_saddr / :ip_daddr — IPv4 source / dest address
(network base, offsets 12 / 16, length 4).
	:ip6_saddr / :ip6_daddr — IPv6 source / dest address
(network base, offsets 8 / 24, length 16).
	:ip_protocol — IPv4 protocol byte (network base, offset 9,
length 1).
	:tcp_sport / :tcp_dport — TCP source / dest port
(transport base, offsets 0 / 2, length 2). Same wire form as
:udp_sport / :udp_dport.
	:udp_sport / :udp_dport.
	:icmp_type / :icmp_code — (transport base, offsets 0 / 1,
length 1).


  



    

  
    
      
    
    
      payload(base, offset, len, opts \\ [])



        
          
        

    

  


  

      

          @spec payload(atom(), non_neg_integer(), pos_integer(), keyword()) :: t()


      


Payload-extraction expression. Reads len bytes at offset into
base-anchored header data and stores in dreg.
base is :link / :network / :transport / :inner. Use
the named shortcuts (payload(:tcp_dport), etc.) for the common
cases.
iex> Expr.payload(:transport, 2, 2)
#Linx.Netfilter.Expr<payload>

iex> Expr.payload(:tcp_dport)  # equivalent to (:transport, 2, 2)
#Linx.Netfilter.Expr<payload>

  



    

  
    
      
    
    
      redirect(opts \\ [])



        
          
        

    

  


  

      

          @spec redirect(keyword()) :: t() | [t()]


      


Redirect expression — DNAT to the local machine, optionally
changing the destination port. The kernel uses the input
interface's address as the new destination, which makes this
the right choice for transparent proxies / port-shifting on a
single host.
Only valid in prerouting / output chains.
Options:
	:port — redirect to this port (16-bit). Omit to keep the
original port.
	:flags — [:random, :fully_random].


  



    

    

  
    
      
    
    
      reject(type \\ :icmp_unreach, opts \\ [])



        
          
        

    

  


  

      

          @spec reject(
  atom(),
  keyword()
) :: t()


      


Reject expression. Produces an explicit rejection response then
drops the packet.
Types:
	:icmp_unreach — ICMP destination-unreachable (default for
:ip / :ip6 / :inet families). :icmp_code opt sets
the ICMP code (defaults to 3 — port-unreachable).
	:tcp_reset — TCP RST (only valid for TCP packets).
	:icmpx_unreach — family-agnostic ICMP-unreach (kernel
picks ICMP vs ICMPv6 based on packet family).


  



    

  
    
      
    
    
      set_literal(values, key_type, opts \\ [])



        
          
        

    

  


  

      

          @spec set_literal([term()], atom(), keyword()) :: t()


      


Anonymous-set lookup — tcp dport { 22, 80, 443 } accept.
Returns a sentinel %Expr{name: :__anon_set} that the encoder
expands at to_batch/2 time into an auto-generated
NFT_SET_F_ANONYMOUS | NFT_SET_F_CONSTANT set plus a regular
lookup expression referencing it. The anonymous-set lifecycle
is tied to the rule — it lives and dies with it.
values is the same shape as a Linx.Netfilter.Set's elements
list. key_type is the same set of atoms Linx.Netfilter.Set.new!/2 accepts.
Rule.build([
  Expr.payload(:tcp_dport),
  Expr.set_literal([22, 80, 443], :inet_service),
  Verdict.accept()
])
Options:
	:flags — passed to the auto-generated set (:interval,
:constant, etc.). :anonymous is always added; :constant
is added by default (anonymous sets are constant unless
explicitly otherwise).


  



    

    

  
    
      
    
    
      snat_to(addr, port \\ nil, opts \\ [])



        
          
        

    

  


  

      

          @spec snat_to(addr_input(), pos_integer() | nil, keyword()) :: [t()]


      


Builds an SNAT statement — source NAT to addr (and optionally
port). Same shape as dnat_to/3.
SNAT is meaningful in postrouting chains; the kernel rejects
SNAT in prerouting / output.
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          @spec verdict?(t()) :: boolean()


      


Returns true if expr is an immediate expression carrying a
%Verdict{} — i.e. a terminal expression in a rule.
Also recognises wrapped immediate-verdict in the
%{dreg: 0, value: %Verdict{}} shape that the codec uses.
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Linx.Netfilter.Flowtable 
    



      
An nftables flowtable — a connection-offload fast path that
shortcuts the netfilter hooks for established flows.
A flowtable is attached to a base chain (forward hook,
family-dependent) and lists devices on which to offload. Once a
flow is in the table, subsequent packets bypass the rest of
netfilter — software offload by default; hardware offload with
:hw_offload flag if the NIC supports it.
Fields
	:name — flowtable name (unique within the table).
	:table — owning table's name.
	:hook — kernel-side, flowtables can only attach to the
forward / ingress hooks; Linx stores whatever you set.
	:priority — integer or named atom; same shape as Chain's
priority.
	:devices — list of interface name strings.
	:flags — list. :hw_offload is the common one.
	:handle — kernel-assigned handle; nil until pushed.

Construction
iex> Flowtable.new("ft1", hook: :ingress, priority: 0,
...>                devices: ["eth0", "eth1"])
{:ok, %Linx.Netfilter.Flowtable{name: "ft1", ...}}
Errors: {:error, {:bad_flowtable, reason}}.
References
	Documentation/networking/nf_flowtable
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        new(name, opts \\ [])

      


        Builds a flowtable.



    


    
      
        new!(name, opts \\ [])

      


        Bang variant.
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      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Netfilter.Flowtable{
  devices: [String.t()],
  flags: [atom()],
  handle: pos_integer() | nil,
  hook: atom() | nil,
  name: String.t(),
  priority: integer() | atom() | {atom(), integer()} | nil,
  table: String.t() | nil
}
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      new(name, opts \\ [])



        
          
        

    

  


  

      

          @spec new(
  String.t(),
  keyword()
) :: {:ok, t()} | {:error, {:bad_flowtable, term()}}


      


Builds a flowtable.

  



    

  
    
      
    
    
      new!(name, opts \\ [])



        
          
        

    

  


  

      

          @spec new!(
  String.t(),
  keyword()
) :: t()


      


Bang variant.
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Linx.Netfilter.Log 
    



      
NFLOG listener — receives per-packet events from the kernel's
NFNL_SUBSYS_ULOG (sub-subsystem 4) for rules that include
Linx.Netfilter.Expr.log/1.
Lifecycle
{:ok, listener} = Linx.Netfilter.log_listen(self(),
  group: 5000,
  copy_mode: {:packet, 256},
  flags: [:seq])

receive do
  {:linx_netfilter, :log, %Linx.Netfilter.Log.Event{} = ev} ->
    IO.inspect(ev.prefix, label: "log")
end

:ok = Linx.Netfilter.unlog_listen(listener)
Group binding
Each NFLOG group is independent. On start, the listener sends:
	NFULNL_CFG_CMD_BIND for the chosen group.
	NFULNL_CFG_CMD_PF_BIND for each address family in
:families (default [:ipv4, :ipv6]). Required so the
kernel actually invokes the NFLOG hook for matching
packets.
	NFULA_CFG_MODE for the copy mode.
	NFULA_CFG_FLAGS for the flag bitmask.
	Optional NFULA_CFG_TIMEOUT and NFULA_CFG_QTHRESH for
batching.

Linx convention: group 5000
Group ids 1..65535 are caller-supplied. Linx reserves group
5000 as the recommended default for "I don't care which group
as long as it's mine" — documented as convention, not a
hard-coded default for the API.
ENOBUFS recovery
Same shape as Linx.Netfilter.Monitor: a :resync_needed
message tells the owner that messages were dropped at the
kernel-socket boundary. The owner can choose to ignore (the
next event will still arrive) or re-bind for a clean slate.
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        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(opts)

      


        Starts a Log listener linked to the caller.



    


    
      
        stop(listener)

      


        Stops the listener (also sends NFULNL_CFG_CMD_UNBIND).



    





      


      
        Types


        


  
    
      
    
    
      opt()



        
          
        

    

  


  

      

          @type opt() ::
  {:owner, pid()}
  | {:group, 1..65535}
  | {:netns, Linx.Netlink.Socket.netns()}
  | {:copy_mode, :none | :meta | :packet | {:packet, non_neg_integer()}}
  | {:qthresh, 1..1024}
  | {:timeout_ms, non_neg_integer()}
  | {:flags, [:seq | :seq_global | :conntrack]}
  | {:families, [:ipv4 | :ipv6 | :bridge | :arp]}
  | {:rcvbuf, pos_integer()}
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Returns a specification to start this module under a supervisor.
See Supervisor.
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          @spec start_link([opt()]) :: GenServer.on_start()


      


Starts a Log listener linked to the caller.
Required:
	:owner — pid that receives {:linx_netfilter, :log, %Event{}}
	:group — NFLOG group (1..65535)

Optional:
	:netns — namespace; default :host
	:copy_mode — :none | :meta | :packet (full packet, up
to default snaplen) | {:packet, snaplen_bytes}. Default :meta.

	:qthresh — kernel-side queue threshold (1..1024). Default
1 (forward each packet immediately).
	:timeout_ms — kernel-side batching timeout in ms; 0 means
no time-based batching. Default 0.
	:flags — :seq / :seq_global / :conntrack.
	:families — protocol families to bind via PF_BIND; default
[:ipv4, :ipv6].
	:rcvbuf — SO_RCVBUF size in bytes; default 4 MiB.
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          @spec stop(pid()) :: :ok


      


Stops the listener (also sends NFULNL_CFG_CMD_UNBIND).
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A decoded NFLOG packet event.
Fields populated from NFULA_* attributes. All optional —
the kernel only includes attributes it has data for, and
the consumer's :copy_mode controls whether :payload is
present.
	:group — NFLOG group the event came from (filled by
the listener, not the kernel).
	:prefix — string label from the rule's
Expr.log(prefix: ...). nil if the rule didn't set one.
	:hook — NF_INET_* hook number where the packet was
captured.
	:hw_protocol — Ethernet protocol (0x0800 = IPv4,
0x86dd = IPv6, etc.).
	:mark — packet mark, if meta mark was set on the path.
	:timestamp — {seconds, microseconds} since the epoch.
	:indev / :outdev — interface ifindex of arrival /
departure.
	:physindev / :physoutdev — for bridged packets.
	:hwaddr — source link-layer address (bytes).
	:payload — packet bytes from the network header down (or
nil if :copy_mode was :meta/:none).
	:uid / :gid — owner of the originating local socket,
if any (only meaningful for OUTPUT-hook captures).
	:seq / :seq_global — sequence numbers if :seq /
:seq_global flag was set on the listener.


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
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        Decodes a NFULNL_MSG_PACKET body into a %Log.Event{}.
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          @type t() :: %Linx.Netfilter.Log.Event{
  gid: non_neg_integer() | nil,
  group: 1..65535 | nil,
  hook: 0..255 | nil,
  hw_protocol: 0..65535 | nil,
  hwaddr: binary() | nil,
  indev: non_neg_integer() | nil,
  mark: non_neg_integer() | nil,
  outdev: non_neg_integer() | nil,
  payload: binary() | nil,
  physindev: non_neg_integer() | nil,
  physoutdev: non_neg_integer() | nil,
  prefix: String.t() | nil,
  seq: non_neg_integer() | nil,
  seq_global: non_neg_integer() | nil,
  timestamp: {non_neg_integer(), non_neg_integer()} | nil,
  uid: non_neg_integer() | nil
}
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          @spec decode(binary()) :: t()


      


Decodes a NFULNL_MSG_PACKET body into a %Log.Event{}.
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Linx.Netfilter.Map 
    



      
An nftables map — a set with associated data per element.
A map is a set where each element is {key, value}. The key
matches the set's :key_type and the value matches the map's
:data_type. When the :data_type is :verdict, the map is
what nft calls a verdict map (vmap) — rule dispatch by
lookup.
See Linx.Netfilter.Vmap for the verdict-map-specific constructor
helper that wraps Map.new/2 with data_type: :verdict.
Fields
Same as Linx.Netfilter.Set, plus:
	:data_type — value-type atom. The basic atomic types or
:verdict. Concatenations are not yet implemented.

Construction
iex> Map.new("port_to_chain", key_type: :inet_service, data_type: :verdict,
...>          elements: [{22, Linx.Netfilter.Verdict.jump("ssh_in")},
...>                     {80, Linx.Netfilter.Verdict.jump("http_in")}])
{:ok, %Linx.Netfilter.Map{name: "port_to_chain", data_type: :verdict, ...}}

iex> Map.new("dnat_targets", key_type: :inet_service, data_type: :ipv4_addr)
{:ok, %Linx.Netfilter.Map{...}}
Errors: {:error, {:bad_map, reason}}. Element-shape errors:
{:error, {:bad_map_element, reason}}.
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        add_elements(map, new_elements)

      


        Adds elements to a map, validating each {key, value} against
the map's :key_type / :data_type. For verdict maps, values
are accepted as %Verdict{} or any input form Verdict.new!/1
understands (and normalised to %Verdict{} in the result).



    


    
      
        delete_elements(map, to_remove)

      


        Removes elements from a map by key — both {key, value} and
bare key are accepted.



    


    
      
        new(name, opts)

      


        Builds a map.



    


    
      
        new!(name, opts)

      


        Bang variant of new/2.
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          @type data_type() :: Linx.Netfilter.Set.key_type() | :verdict
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          @type t() :: %Linx.Netfilter.Map{
  comment: String.t() | nil,
  data_type: data_type(),
  elements: [{term(), term()}],
  flags: [Linx.Netfilter.Set.flag()],
  gc_interval: pos_integer() | nil,
  handle: pos_integer() | nil,
  key_type: Linx.Netfilter.Set.key_type(),
  name: String.t(),
  size: pos_integer() | nil,
  table: String.t() | nil,
  timeout: pos_integer() | nil
}
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          @spec add_elements(t(), [{term(), term()}]) ::
  {:ok, t()} | {:error, {:bad_map_element, term()}}


      


Adds elements to a map, validating each {key, value} against
the map's :key_type / :data_type. For verdict maps, values
are accepted as %Verdict{} or any input form Verdict.new!/1
understands (and normalised to %Verdict{} in the result).
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          @spec delete_elements(t(), [term()]) :: {:ok, t()}


      


Removes elements from a map by key — both {key, value} and
bare key are accepted.

  



  
    
      
    
    
      new(name, opts)



        
          
        

    

  


  

      

          @spec new(
  String.t(),
  keyword()
) :: {:ok, t()} | {:error, {:bad_map, term()}}


      


Builds a map.

  



  
    
      
    
    
      new!(name, opts)



        
          
        

    

  


  

      

          @spec new!(
  String.t(),
  keyword()
) :: t()


      


Bang variant of new/2.
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A GenServer that owns a multicast nfnetlink socket subscribed to
NFNLGRP_NFTABLES, decodes each broadcast message into a
%Linx.Netfilter.Event{}, and forwards it to the owner pid.
Lifecycle
{:ok, monitor} = Linx.Netfilter.subscribe()
# → caller process receives:
#   {:linx_netfilter, :event, %Linx.Netfilter.Event{...}}
#   {:linx_netfilter, :resync_needed}    (on ENOBUFS)
:ok = Linx.Netfilter.unsubscribe(monitor)
Event grouping
The kernel broadcasts one NEW_GEN message at the start of each
committed transaction, then one event per entity in that commit.
The Monitor tracks the most recent NEW_GEN and attaches its
gen_id / proc_pid / proc_name to every subsequent entity
event, so each %Event{} carries full provenance.
ENOBUFS recovery
If the multicast traffic outpaces the consumer, the kernel
drops messages and the next recv returns :enobufs. The
Monitor emits {:linx_netfilter, :resync_needed} to the owner
and continues reading; the owner is responsible for re-running
pull/1..2 to re-sync state.
Default SO_RCVBUF is bumped to 4 MiB at start to reduce
the likelihood of overflow.
Snapshot+tail
subscribe/1 accepts a :since_gen option — events with
gen_id <= since_gen are silently dropped. The canonical
pattern (no race with the kernel):
{:ok, m} = Linx.Netfilter.subscribe()
{:ok, gen} = Linx.Netlink.Nfnl.Codec.get_gen(some_socket)
Linx.Netfilter.Monitor.set_min_gen(m, gen.id)
{:ok, snapshot} = Linx.Netfilter.pull(some_socket)
# → all events with gen_id > gen.id flow to the owner
#   (events already captured in the snapshot are filtered)
Linx.Netfilter.pull/1..2 exposes a :subscribe_first shortcut
that does this whole dance in one call.
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        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        set_min_gen(monitor, gen)

      


        Sets the minimum gen — subsequent events whose gen_id is
greater than this value will be delivered; events at or below
are filtered out. Used by pull(..., subscribe_first: monitor)
to drop events already captured in the snapshot.



    


    
      
        start_link(opts)

      


        Starts a Monitor linked to the caller, subscribed to
NFNLGRP_NFTABLES.



    


    
      
        stop(monitor)

      


        Stops the Monitor (closes its socket).
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          @type opt() ::
  {:owner, pid()}
  | {:netns, Linx.Netlink.Socket.netns()}
  | {:since_gen, non_neg_integer()}
  | {:rcvbuf, pos_integer()}
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Returns a specification to start this module under a supervisor.
See Supervisor.
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          @spec set_min_gen(pid(), non_neg_integer()) :: :ok


      


Sets the minimum gen — subsequent events whose gen_id is
greater than this value will be delivered; events at or below
are filtered out. Used by pull(..., subscribe_first: monitor)
to drop events already captured in the snapshot.
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          @spec start_link([opt()]) :: GenServer.on_start()


      


Starts a Monitor linked to the caller, subscribed to
NFNLGRP_NFTABLES.
Options:
	:owner (required) — pid that receives {:linx_netfilter, _}
messages.
	:netns — namespace to monitor; defaults to :host.
	:since_gen — initial floor; events with gen_id <=
this value are dropped. Defaults to 0 (everything flows).
	:rcvbuf — SO_RCVBUF size in bytes; default 4 MiB.
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          @spec stop(pid()) :: :ok


      


Stops the Monitor (closes its socket).
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An nftables named object — counters, quotas, limits, ct helpers,
ct timeouts, secmarks, synproxies.
Named objects are stateful primitives that rules reference. A
counter accumulates packet/byte counts across all rules that
reference it; a quota fires when its threshold is hit; a ct
helper enables an ALG (FTP, SIP, …) on specific traffic. The
value lives in the table; rules carry references.
Fields
	:name — object name (unique within the table for its kind).
	:table — owning table's name.
	:kind — object kind atom. The canonical kinds are accepted;
per-kind data shapes are not yet validated.
	:data — kind-specific value (map / keyword / struct).
Opaque to the validator; per-kind shape validation is not yet
implemented.
	:handle — kernel-assigned handle; nil until pushed.
	:comment — round-trips via object userdata.

Object kinds
	:counter — packet/byte counter. Data: %{packets: int, bytes: int}.
	:quota — quota object. Data: %{bytes: int, used: int, flags: [:inv]}.
	:limit — rate limit. Data: %{rate: int, unit: atom, ...}.
	:ct_helper — connection-tracking helper (ALG). Data:
%{type: "ftp", protocol: :tcp, l3proto: :inet}.
	:ct_timeout — per-flow timeout policy.
	:ct_expectation — explicit expected connection.
	:secmark — SELinux/SMACK label.
	:synproxy — SYN proxy parameters.

Construction
iex> Object.new(:counter, "ssh_attempts", %{packets: 0, bytes: 0})
{:ok, %Linx.Netfilter.Object{kind: :counter, name: "ssh_attempts", ...}}

iex> Object.new(:ct_helper, "ftp_helper",
...>             %{type: "ftp", protocol: :tcp, l3proto: :inet})
{:ok, %Linx.Netfilter.Object{kind: :ct_helper, ...}}
Errors: {:error, {:bad_object, reason}}.
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        Builds an object of the given kind.



    


    
      
        new!(kind, name, data \\ nil, opts \\ [])

      


        Bang variant.
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          @type kind() ::
  :counter
  | :quota
  | :limit
  | :ct_helper
  | :ct_timeout
  | :ct_expectation
  | :secmark
  | :synproxy


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Netfilter.Object{
  comment: String.t() | nil,
  data: term(),
  handle: pos_integer() | nil,
  kind: kind(),
  name: String.t(),
  table: String.t() | nil
}
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          @spec new(kind(), String.t(), term(), keyword()) ::
  {:ok, t()} | {:error, {:bad_object, term()}}


      


Builds an object of the given kind.
data is kind-specific; it's stored opaquely (per-kind shape
validation is not yet implemented).
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          @spec new!(kind(), String.t(), term(), keyword()) :: t()


      


Bang variant.
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Linx.Netfilter.Patch 
    



      
An ordered sequence of mutations that transforms one
%Linx.Netfilter.Ruleset{} into another.
Patches are produced by Linx.Netfilter.diff/2 and consumed by
Linx.Netfilter.push/2 (mode :reconcile) — together they
implement minimal-change updates: only the entities that actually
differ between current and desired state hit the wire.
Ops
A patch is a list of %Op{} values. Op kinds:
	{:create_table, family, %Table{}} — kernel doesn't have
this table.
	{:delete_table, family, name} — kernel has it, desired
doesn't.
	{:create_chain, family, table_name, %Chain{}}.
	{:delete_chain, family, table_name, chain_name}.
	{:create_set, family, %Set{} | %Map{}} — covers maps and
vmaps too (dispatch on struct).

	{:delete_set, family, table_name, set_name}.
	{:add_set_elements, family, table_name, set_name, [elem]}.
	{:delete_set_elements, family, table_name, set_name, [elem]}.
	{:create_rule, family, table_name, chain_name, %Rule{}, position}
— position is :append | {:after, handle} |
{:before, handle} | {:at_index, n}.
	{:replace_rule, family, table_name, chain_name, handle, %Rule{}}
— in-place replace via NLM_F_REPLACE. Requires the
kernel-assigned handle (carried by the rule pulled from
the current ruleset).
	{:delete_rule, family, table_name, chain_name, handle}.

Ordering
Patch ops are topologically sorted so creates of dependencies
come before creates of dependents, and deletes happen in
reverse:
1. delete rules
2. delete set elements
3. delete chains   (no orphan-rule reference issue)
4. delete sets
5. delete tables
6. create tables
7. create sets / maps
8. create chains
9. add set elements   (chain may be jump target)
	replace rules     (chains+sets already exist)
	create rules

This is the order from_patch/1 emits inside one BATCH.
Inspect
Renders compactly:
#Linx.Netfilter.Patch<7 ops: 2 creates, 4 replaces, 1 delete>
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        empty?(patch)

      


        Returns true iff the patch contains no ops.



    


    
      
        new(ops \\ [])

      


        An empty patch — same value as diff(r, r).



    


    
      
        sort(patch)

      


        Topologically sorts a patch's ops into the canonical create/
delete order (see moduledoc). Idempotent — sort/1 on an already-
sorted patch is a no-op.



    





      


      
        Types


        


  
    
      
    
    
      op()



        
          
        

    

  


  

      

          @type op() ::
  {:create_table, atom(), Linx.Netfilter.Table.t()}
  | {:delete_table, atom(), String.t()}
  | {:create_chain, atom(), String.t(), Linx.Netfilter.Chain.t()}
  | {:delete_chain, atom(), String.t(), String.t()}
  | {:create_set, atom(), Linx.Netfilter.Set.t() | Linx.Netfilter.Map.t()}
  | {:delete_set, atom(), String.t(), String.t()}
  | {:add_set_elements, atom(), String.t(), String.t(), [term()]}
  | {:delete_set_elements, atom(), String.t(), String.t(), [term()]}
  | {:create_rule, atom(), String.t(), String.t(), Linx.Netfilter.Rule.t(),
     position()}
  | {:replace_rule, atom(), String.t(), String.t(), pos_integer(),
     Linx.Netfilter.Rule.t()}
  | {:delete_rule, atom(), String.t(), String.t(), pos_integer()}
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          @type position() ::
  :append
  | {:after, pos_integer()}
  | {:before, pos_integer()}
  | {:at_index, non_neg_integer()}
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          @type t() :: %Linx.Netfilter.Patch{ops: [op()]}
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          @spec empty?(t()) :: boolean()


      


Returns true iff the patch contains no ops.
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          @spec new([op()]) :: t()


      


An empty patch — same value as diff(r, r).

  



  
    
      
    
    
      sort(patch)



        
          
        

    

  


  

      

          @spec sort(t()) :: t()


      


Topologically sorts a patch's ops into the canonical create/
delete order (see moduledoc). Idempotent — sort/1 on an already-
sorted patch is a no-op.
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Linx.Netfilter.Rule 
    



      
A single nftables rule — an ordered list of expressions that the
kernel evaluates against each packet visiting the rule's chain.
Fields
	:expressions — ordered list of %Linx.Netfilter.Expr{}.
The terminator is typically a verdict-bearing immediate
expression; if absent, falls through to the next rule.

	:chain — name (string) of the chain this rule belongs to.
nil for free-standing rules; populated when the rule is
inserted into a chain (and when pulled from the kernel).

	:handle — the kernel-assigned rule handle (positive
integer). nil for authoring-time rules; populated on the
first successful push/2 and round-tripped on pull/1..2.
Required for in-place :replace / :delete of rules without
a tag.

	:tag — Linx-side stable identity (atom). The basis of
:reconcile mode's diffing: a Rule keeps its identity across
pushes regardless of position or handle, as long as the tag
matches. nil is allowed; untagged rules fall back to
positional identity (and forfeit :reconcile diffability).

	:comment — a user-supplied comment string, round-tripped via
the kernel's NFTNL_RULE_USERDATA opaque slot.


Construction
Use build/1 or build/2 with an expression list. The list may
include verdict sugar — atoms (:accept), tuples ({:jump, name}),
or %Linx.Netfilter.Verdict{} values — which are normalised to
Expr.immediate/1 calls so the resulting Rule is uniform.
iex> Rule.build([Expr.immediate(:accept)])
{:ok, #Linx.Netfilter.Rule<[immediate accept]>}

iex> Rule.build([:drop], tag: :default_deny, comment: "block-all")
{:ok, #Linx.Netfilter.Rule<:default_deny [immediate drop]>}

iex> Rule.build([{:jump, "input_extras"}])
{:ok, #Linx.Netfilter.Rule<[immediate jump "input_extras"]>}
Bang variant build!/2 raises ArgumentError on validation
failure. The non-bang form returns {:error, {:bad_rule, reason}}.
Inspect
Compact: tag (if set) then bracketed expressions. Comment +
handle are omitted from the brief rendering; pattern-match on
the struct fields if you need the full detail.
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        build(expressions, opts \\ [])

      


        Builds a Rule from a list of expressions (or verdict-sugar).



    


    
      
        build!(expressions, opts \\ [])

      


        Bang variant of build/2 — returns the rule or raises
ArgumentError describing the failure.



    


    
      
        verdict(rule)

      


        Returns the rule's terminal verdict, if any — the trailing
verdict-bearing expression. nil for fall-through rules.
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          @type expression_input() ::
  Linx.Netfilter.Expr.t()
  | Linx.Netfilter.Verdict.t()
  | Linx.Netfilter.Verdict.input()
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          @type t() :: %Linx.Netfilter.Rule{
  chain: String.t() | nil,
  comment: String.t() | nil,
  expressions: [Linx.Netfilter.Expr.t()],
  handle: pos_integer() | nil,
  tag: atom() | nil
}
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          @spec build(
  [expression_input()],
  keyword()
) :: {:ok, t()} | {:error, {:bad_rule, term()}}


      


Builds a Rule from a list of expressions (or verdict-sugar).
Options:
	:chain — the owning chain's name; usually set by the
chain-level helpers, but allowed at build time for round-trip
from a pull/1..2.
	:handle — the kernel-assigned handle; usually nil until
the first push/2.
	:tag — atom identity (for :reconcile-mode diffing).
	:comment — round-trips via NFTNL_RULE_USERDATA.
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          @spec build!(
  [expression_input()],
  keyword()
) :: t()


      


Bang variant of build/2 — returns the rule or raises
ArgumentError describing the failure.

  



  
    
      
    
    
      verdict(rule)



        
          
        

    

  


  

      

          @spec verdict(t()) :: Linx.Netfilter.Verdict.t() | nil


      


Returns the rule's terminal verdict, if any — the trailing
verdict-bearing expression. nil for fall-through rules.
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Linx.Netfilter.Ruleset 
    



      
The top-level netfilter value type — a netns-shaped collection of
tables (and everything inside them) as plain data.
A %Ruleset{} is what push/2 writes to the kernel, what
pull/1..2 reads back, and what diff/2 takes pairs of. The
pipeline DSL — new/0, add_table/3, add_chain/4,
add_rule/4, add_set/3, add_map/3, add_object/3,
add_flowtable/3 — is how authoring-time code builds one. The
~NFT sigil compiles to the same DSL calls.
Fields
	:tables — %{{family, name} => %Linx.Netfilter.Table{}}.
Tables are uniquely identified by (family, name) at the
kernel level — inet mytable and ip mytable coexist as
distinct tables.

Pipeline DSL
Two flavours of every mutator:
	Plain (e.g. add_table/3) — returns
{:ok, Ruleset.t()} | {:error, {:bad_X, reason}}. Validator-
setter shape; compose via with.

	Bang (e.g. add_table!/3) — returns Ruleset.t() or raises
ArgumentError. Pipeline-friendly for inline construction.
ruleset =
  Ruleset.new()
  |> Ruleset.add_table!(:inet, "myapp")
  |> Ruleset.add_chain!("myapp", "input",
   type: :filter, hook: :input, priority: 0, policy: :drop)
  |> Ruleset.add_rule!("myapp", "input",
   Rule.build!([Expr.immediate(:accept)], tag: :allow_all))


Table references
Most mutators accept either a bare name string (when unambiguous)
or a {family, name} tuple. A bare name raises / errors with
:ambiguous_table_name if the ruleset has multiple tables of
that name across families.
add_chain!(rs, "myapp", "input", ...)          # name → unambiguous
add_chain!(rs, {:inet, "myapp"}, "input", ...) # tuple → explicit
Errors
Validator-setter functions return tagged-tuple errors so callers
can pattern-match on the kind of failure:
	{:bad_table, _} — bad family / flag / duplicate name.
	{:bad_chain, _} — bad hook/type, missing device on ingress,
etc. (from Chain.new/2 and Chain.validate_for_family/2).
	{:bad_rule, _} — bad expression list, duplicate tag.
	{:bad_set, _} / {:bad_set_element, _} — set shape /
element type mismatch.
	{:bad_map, _} / {:bad_map_element, _} — map shape /
element shape (including non-verdict data in vmaps).
	{:bad_object, _} / {:bad_flowtable, _}.
	{:no_such_table, ref} / {:no_such_chain, ref} /
{:ambiguous_table_name, name} — navigation failures.

Kernel-rejection errors come back as %Linx.Netfilter.Error{} —
always distinct from the value-type errors above.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    


    
      
        table_ref()

      


    





  
    Functions
  


    
      
        add_chain(rs, table_ref, chain_name, opts \\ [])

      


        Adds a chain to a table, building it inline via Chain.new/2.



    


    
      
        add_chain!(rs, table_ref, chain_name, opts \\ [])

      


        Bang variant.



    


    
      
        add_flowtable(rs, table_ref, ft)

      


        Adds a flowtable to a table.



    


    
      
        add_flowtable!(rs, table_ref, ft)

      


        Bang variant.



    


    
      
        add_map(rs, table_ref, map)

      


        Adds a map (or vmap) to a table.



    


    
      
        add_map!(rs, table_ref, map)

      


        Bang variant.



    


    
      
        add_object(rs, table_ref, obj)

      


        Adds an object to a table.



    


    
      
        add_object!(rs, table_ref, obj)

      


        Bang variant.



    


    
      
        add_rule(rs, table_ref, chain_name, rule_or_exprs, opts \\ [])

      


        Appends a rule to a chain inside a table.



    


    
      
        add_rule!(rs, table_ref, chain_name, rule_or_exprs, opts \\ [])

      


        Bang variant.



    


    
      
        add_set(rs, table_ref, set)

      


        Adds a set to a table.



    


    
      
        add_set!(rs, table_ref, set)

      


        Bang variant.



    


    
      
        add_table(rs, family, name, opts \\ [])

      


        Adds a new table to the ruleset. Builds the table via
Table.new/3, checks (family, name) uniqueness, inserts.



    


    
      
        add_table!(rs, family, name, opts \\ [])

      


        Bang variant of add_table/4.



    


    
      
        delete_table(rs, ref)

      


        Removes a table from the ruleset by reference. Returns
{:error, {:no_such_table, ref}} if absent.



    


    
      
        delete_table!(rs, ref)

      


        Bang variant of delete_table/2.



    


    
      
        fetch_table(rs, ref)

      


        Fetches a table by reference.



    


    
      
        new()

      


        An empty ruleset.



    


    
      
        put_chain(rs, table_ref, chain)

      


        Inserts a pre-built %Chain{} into a table.



    


    
      
        put_chain!(rs, table_ref, chain)

      


        Bang variant.



    


    
      
        tables(ruleset)

      


        Lists tables — [{family, name, %Table{}}, ...].



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Netfilter.Ruleset{
  tables: %{
    optional({Linx.Netfilter.Table.family(), String.t()}) =>
      Linx.Netfilter.Table.t()
  }
}


      



  



  
    
      
    
    
      table_ref()



        
          
        

    

  


  

      

          @type table_ref() :: String.t() | {Linx.Netfilter.Table.family(), String.t()}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      add_chain(rs, table_ref, chain_name, opts \\ [])



        
          
        

    

  


  

      

          @spec add_chain(t(), table_ref(), String.t(), keyword()) ::
  {:ok, t()} | {:error, term()}


      


Adds a chain to a table, building it inline via Chain.new/2.
table_ref is a bare name string (unambiguous case) or a
{family, name} tuple.

  



    

  
    
      
    
    
      add_chain!(rs, table_ref, chain_name, opts \\ [])



        
          
        

    

  


  

      

          @spec add_chain!(t(), table_ref(), String.t(), keyword()) :: t()


      


Bang variant.

  



  
    
      
    
    
      add_flowtable(rs, table_ref, ft)



        
          
        

    

  


  

      

          @spec add_flowtable(t(), table_ref(), Linx.Netfilter.Flowtable.t()) ::
  {:ok, t()} | {:error, term()}


      


Adds a flowtable to a table.

  



  
    
      
    
    
      add_flowtable!(rs, table_ref, ft)



        
          
        

    

  


  

      

          @spec add_flowtable!(t(), table_ref(), Linx.Netfilter.Flowtable.t()) :: t()


      


Bang variant.

  



  
    
      
    
    
      add_map(rs, table_ref, map)



        
          
        

    

  


  

      

          @spec add_map(t(), table_ref(), Linx.Netfilter.Map.t()) ::
  {:ok, t()} | {:error, term()}


      


Adds a map (or vmap) to a table.

  



  
    
      
    
    
      add_map!(rs, table_ref, map)



        
          
        

    

  


  

      

          @spec add_map!(t(), table_ref(), Linx.Netfilter.Map.t()) :: t()


      


Bang variant.

  



  
    
      
    
    
      add_object(rs, table_ref, obj)



        
          
        

    

  


  

      

          @spec add_object(t(), table_ref(), Linx.Netfilter.Object.t()) ::
  {:ok, t()} | {:error, term()}


      


Adds an object to a table.

  



  
    
      
    
    
      add_object!(rs, table_ref, obj)



        
          
        

    

  


  

      

          @spec add_object!(t(), table_ref(), Linx.Netfilter.Object.t()) :: t()


      


Bang variant.

  



    

  
    
      
    
    
      add_rule(rs, table_ref, chain_name, rule_or_exprs, opts \\ [])



        
          
        

    

  


  

      

          @spec add_rule(
  t(),
  table_ref(),
  String.t(),
  Linx.Netfilter.Rule.t() | [Linx.Netfilter.Rule.expression_input()],
  keyword()
) :: {:ok, t()} | {:error, term()}


      


Appends a rule to a chain inside a table.
rule_or_exprs is either a pre-built %Rule{} or a list of
expressions (passed to Rule.build/2). When rule_or_exprs is a
list, opts are forwarded to Rule.build/2 (tag / comment /
handle).
Tag uniqueness within the chain is enforced — a rule with a
duplicate tag returns {:error, {:bad_rule, {:duplicate_tag, _}}}.
Untagged rules are always accepted.

  



    

  
    
      
    
    
      add_rule!(rs, table_ref, chain_name, rule_or_exprs, opts \\ [])



        
          
        

    

  


  

      

          @spec add_rule!(
  t(),
  table_ref(),
  String.t(),
  Linx.Netfilter.Rule.t() | [Linx.Netfilter.Rule.expression_input()],
  keyword()
) :: t()


      


Bang variant.

  



  
    
      
    
    
      add_set(rs, table_ref, set)



        
          
        

    

  


  

      

          @spec add_set(t(), table_ref(), Linx.Netfilter.Set.t()) ::
  {:ok, t()} | {:error, term()}


      


Adds a set to a table.

  



  
    
      
    
    
      add_set!(rs, table_ref, set)



        
          
        

    

  


  

      

          @spec add_set!(t(), table_ref(), Linx.Netfilter.Set.t()) :: t()


      


Bang variant.

  



    

  
    
      
    
    
      add_table(rs, family, name, opts \\ [])



        
          
        

    

  


  

      

          @spec add_table(t(), Linx.Netfilter.Table.family(), String.t(), keyword()) ::
  {:ok, t()} | {:error, {:bad_table, term()}}


      


Adds a new table to the ruleset. Builds the table via
Table.new/3, checks (family, name) uniqueness, inserts.

  



    

  
    
      
    
    
      add_table!(rs, family, name, opts \\ [])



        
          
        

    

  


  

      

          @spec add_table!(t(), Linx.Netfilter.Table.family(), String.t(), keyword()) :: t()


      


Bang variant of add_table/4.

  



  
    
      
    
    
      delete_table(rs, ref)



        
          
        

    

  


  

      

          @spec delete_table(t(), table_ref()) :: {:ok, t()} | {:error, term()}


      


Removes a table from the ruleset by reference. Returns
{:error, {:no_such_table, ref}} if absent.

  



  
    
      
    
    
      delete_table!(rs, ref)



        
          
        

    

  


  

      

          @spec delete_table!(t(), table_ref()) :: t()


      


Bang variant of delete_table/2.

  



  
    
      
    
    
      fetch_table(rs, ref)



        
          
        

    

  


  

      

          @spec fetch_table(t(), table_ref()) ::
  {:ok, Linx.Netfilter.Table.t()} | {:error, term()}


      


Fetches a table by reference.

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          @spec new() :: t()


      


An empty ruleset.

  



  
    
      
    
    
      put_chain(rs, table_ref, chain)



        
          
        

    

  


  

      

          @spec put_chain(t(), table_ref(), Linx.Netfilter.Chain.t()) ::
  {:ok, t()} | {:error, term()}


      


Inserts a pre-built %Chain{} into a table.

  



  
    
      
    
    
      put_chain!(rs, table_ref, chain)



        
          
        

    

  


  

      

          @spec put_chain!(t(), table_ref(), Linx.Netfilter.Chain.t()) :: t()


      


Bang variant.

  



  
    
      
    
    
      tables(ruleset)



        
          
        

    

  


  

      

          @spec tables(t()) :: [
  {Linx.Netfilter.Table.family(), String.t(), Linx.Netfilter.Table.t()}
]


      


Lists tables — [{family, name, %Table{}}, ...].
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Linx.Netfilter.Set 
    



      
An nftables set — a named collection of elements with a uniform
key type, used for O(1) lookups in rules.
Sets are the kernel's high-performance match primitive: a rule
saying "if source IP is in @blocklist drop" hashes once into the
set rather than scanning a hundred individual rules.
Concatenations, dynamic sets, and intervals are not yet
implemented (see docs/netfilter/DESIGN.md).
Fields
	:name — set name (unique within the table).
	:table — owning table's name; nil for free-standing sets.
	:key_type — element-type atom. The basic atomic types are
accepted: :ipv4_addr, :ipv6_addr, :ether_addr,
:inet_proto, :inet_service, :mark, :ifname.
Concatenations ({:concat, [type1, type2, ...]}) are not yet
implemented.
	:flags — list. Currently accepted: :constant,
:interval, :timeout, :dynamic, :auto_merge,
:anonymous. The timeout / dynamic / interval flags are not
yet fully implemented; the value-type slot is here today.
	:elements — list of element values matching :key_type.
Element-type validation is a basic check; strict validation
is not yet implemented.
	:timeout — default element lifetime in ms; nil for no
timeout (default).
	:gc_interval — kernel's gc cadence in ms; nil to let the
kernel choose.
	:size — maximum element count; nil for unbounded.
	:handle — kernel-assigned handle; nil until pushed.
	:comment — round-trips via set userdata.

Construction
iex> Set.new("blocklist", key_type: :ipv4_addr)
{:ok, %Linx.Netfilter.Set{name: "blocklist", key_type: :ipv4_addr, ...}}

iex> Set.new("ssh_clients", key_type: :ipv4_addr,
...>          flags: [:timeout], timeout: 60_000)
{:ok, %Linx.Netfilter.Set{...}}
Errors come back as {:error, {:bad_set, reason}}.
Element-shape errors as {:error, {:bad_set_element, reason}}.
References
	wiki.nftables.org — Sets
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        flag()

      


    


    
      
        key_type()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        add_elements(set, new_elements)

      


        Adds elements to a set, validating each against the set's
:key_type. Returns the updated set or
{:error, {:bad_set_element, reason}}.



    


    
      
        delete_elements(set, to_remove)

      


        Removes elements from a set. No validation — removes whichever
elements match by equality.



    


    
      
        new(name, opts)

      


        Builds a set.



    


    
      
        new!(name, opts)

      


        Bang variant of new/2.
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      flag()



        
          
        

    

  


  

      

          @type flag() :: :constant | :interval | :timeout | :dynamic | :auto_merge | :anonymous


      



  



  
    
      
    
    
      key_type()



        
          
        

    

  


  

      

          @type key_type() ::
  :ipv4_addr
  | :ipv6_addr
  | :ether_addr
  | :inet_proto
  | :inet_service
  | :mark
  | :ifname


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Netfilter.Set{
  comment: String.t() | nil,
  elements: [term()],
  flags: [flag()],
  gc_interval: pos_integer() | nil,
  handle: pos_integer() | nil,
  key_type: key_type(),
  name: String.t(),
  size: pos_integer() | nil,
  table: String.t() | nil,
  timeout: pos_integer() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add_elements(set, new_elements)



        
          
        

    

  


  

      

          @spec add_elements(t(), [term()]) :: {:ok, t()} | {:error, {:bad_set_element, term()}}


      


Adds elements to a set, validating each against the set's
:key_type. Returns the updated set or
{:error, {:bad_set_element, reason}}.

  



  
    
      
    
    
      delete_elements(set, to_remove)



        
          
        

    

  


  

      

          @spec delete_elements(t(), [term()]) :: {:ok, t()}


      


Removes elements from a set. No validation — removes whichever
elements match by equality.

  



  
    
      
    
    
      new(name, opts)



        
          
        

    

  


  

      

          @spec new(
  String.t(),
  keyword()
) :: {:ok, t()} | {:error, {:bad_set, term()}}


      


Builds a set.

  



  
    
      
    
    
      new!(name, opts)



        
          
        

    

  


  

      

          @spec new!(
  String.t(),
  keyword()
) :: t()


      


Bang variant of new/2.

  


        

      


  

  
    
    Linx.Netfilter.Table - Linx v0.2.0
    
    

    


  
  

    
Linx.Netfilter.Table 
    



      
An nftables table — the top-level container for chains, sets,
maps, objects, and flowtables, scoped to one family.
Fields
	:family — :ip | :ip6 | :inet | :arp | :bridge |
:netdev.

	:name — table name (unique within the family in the netns).
	:flags — list. :owner enables NFT_TABLE_F_OWNER (the
table auto-destroys when the owning socket closes); :persist
sets NFT_TABLE_F_PERSIST (table survives even when
unreferenced — owner's opt-out, kernel 6.9+); :dormant
sets NFT_TABLE_F_DORMANT (table loaded but inactive).
	:use_count — kernel-reported reference count, only set on
pulled tables; nil for authoring-time tables.
	:handle — kernel handle; nil until pushed.
	:chains — %{chain_name => %Linx.Netfilter.Chain{}}.
	:sets — %{set_name => %Linx.Netfilter.Set{}}.
	:maps — %{map_name => %Linx.Netfilter.Map{}}.
	:objects — %{{kind, name} => %Linx.Netfilter.Object{}} —
objects are scoped by (kind, name) since kinds don't share
a namespace (a :counter and a :quota of the same name
coexist).
	:flowtables — %{ft_name => %Linx.Netfilter.Flowtable{}}.

Construction
iex> Table.new(:inet, "myapp")
{:ok, %Linx.Netfilter.Table{family: :inet, name: "myapp", flags: [], ...}}

iex> Table.new(:inet, "myapp", flags: [:owner])
{:ok, %Linx.Netfilter.Table{flags: [:owner], ...}}
Errors: {:error, {:bad_table, reason}}.
Container mutations (add_chain/2, add_set/2, …) come with
uniqueness checks and route the entity through its family's
validation. They return the updated table or
{:error, {:bad_table, …}} (for uniqueness collisions) /
{:error, {:bad_chain, …}} (for entity-shape failures).
References
	wiki.nftables.org — Configuring tables


      


      
        Summary


  
    Types
  


    
      
        family()

      


    


    
      
        flag()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        add_chain(table, chain)

      


        Adds a chain to the table. Validates the chain against the
table's family and that the chain name is unique within the
table.



    


    
      
        add_flowtable(table, ft)

      


        Adds a flowtable to the table. Validates name uniqueness.



    


    
      
        add_map(table, map)

      


        Adds a map (or vmap) to the table. Validates map name uniqueness
within the table (sets and maps share a namespace at the kernel
level — a set and a map of the same name collide).



    


    
      
        add_object(table, obj)

      


        Adds an object to the table. Uniqueness is by (kind, name) —
objects of different kinds may share a name.



    


    
      
        add_set(table, set)

      


        Adds a set to the table. Validates set name uniqueness within
the table.



    


    
      
        fetch_chain(table, name)

      


        Looks up a chain by name. Returns {:ok, chain} or
{:error, :no_such_chain}.



    


    
      
        new(family, name, opts \\ [])

      


        Builds a table.



    


    
      
        new!(family, name, opts \\ [])

      


        Bang variant.



    


    
      
        put_chain(table, chain)

      


        Replaces a chain in the table. The chain must already exist by
name (intended for use after mutating one with Chain.add_rule/2
or similar).
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      family()



        
          
        

    

  


  

      

          @type family() :: :ip | :ip6 | :inet | :arp | :bridge | :netdev


      



  



  
    
      
    
    
      flag()



        
          
        

    

  


  

      

          @type flag() :: :owner | :persist | :dormant


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Netfilter.Table{
  chains: %{optional(String.t()) => Linx.Netfilter.Chain.t()},
  family: family(),
  flags: [flag()],
  flowtables: %{optional(String.t()) => Linx.Netfilter.Flowtable.t()},
  handle: pos_integer() | nil,
  maps: %{optional(String.t()) => Linx.Netfilter.Map.t()},
  name: String.t(),
  objects: %{
    optional({Linx.Netfilter.Object.kind(), String.t()}) =>
      Linx.Netfilter.Object.t()
  },
  sets: %{optional(String.t()) => Linx.Netfilter.Set.t()},
  use_count: non_neg_integer() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add_chain(table, chain)



        
          
        

    

  


  

      

          @spec add_chain(t(), Linx.Netfilter.Chain.t()) ::
  {:ok, t()} | {:error, {:bad_table | :bad_chain, term()}}


      


Adds a chain to the table. Validates the chain against the
table's family and that the chain name is unique within the
table.
Sets the chain's :table field to this table's name (so
free-standing chains pick up their context when inserted).

  



  
    
      
    
    
      add_flowtable(table, ft)



        
          
        

    

  


  

      

          @spec add_flowtable(t(), Linx.Netfilter.Flowtable.t()) ::
  {:ok, t()} | {:error, {:bad_table, term()}}


      


Adds a flowtable to the table. Validates name uniqueness.

  



  
    
      
    
    
      add_map(table, map)



        
          
        

    

  


  

      

          @spec add_map(t(), Linx.Netfilter.Map.t()) ::
  {:ok, t()} | {:error, {:bad_table, term()}}


      


Adds a map (or vmap) to the table. Validates map name uniqueness
within the table (sets and maps share a namespace at the kernel
level — a set and a map of the same name collide).

  



  
    
      
    
    
      add_object(table, obj)



        
          
        

    

  


  

      

          @spec add_object(t(), Linx.Netfilter.Object.t()) ::
  {:ok, t()} | {:error, {:bad_table, term()}}


      


Adds an object to the table. Uniqueness is by (kind, name) —
objects of different kinds may share a name.

  



  
    
      
    
    
      add_set(table, set)



        
          
        

    

  


  

      

          @spec add_set(t(), Linx.Netfilter.Set.t()) ::
  {:ok, t()} | {:error, {:bad_table, term()}}


      


Adds a set to the table. Validates set name uniqueness within
the table.

  



  
    
      
    
    
      fetch_chain(table, name)



        
          
        

    

  


  

      

          @spec fetch_chain(t(), String.t()) ::
  {:ok, Linx.Netfilter.Chain.t()} | {:error, :no_such_chain}


      


Looks up a chain by name. Returns {:ok, chain} or
{:error, :no_such_chain}.

  



    

  
    
      
    
    
      new(family, name, opts \\ [])



        
          
        

    

  


  

      

          @spec new(family(), String.t(), keyword()) ::
  {:ok, t()} | {:error, {:bad_table, term()}}


      


Builds a table.

  



    

  
    
      
    
    
      new!(family, name, opts \\ [])



        
          
        

    

  


  

      

          @spec new!(family(), String.t(), keyword()) :: t()


      


Bang variant.

  



  
    
      
    
    
      put_chain(table, chain)



        
          
        

    

  


  

      

          @spec put_chain(t(), Linx.Netfilter.Chain.t()) ::
  {:ok, t()} | {:error, {:bad_table, term()}}


      


Replaces a chain in the table. The chain must already exist by
name (intended for use after mutating one with Chain.add_rule/2
or similar).
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Linx.Netfilter.Verdict 
    



      
A netfilter verdict — the terminal result of a rule's evaluation.
Verdicts are the kernel's per-packet decisions. The simple
verdicts (:accept, :drop, :continue, :return) take no
target; :jump and :goto target another chain by name;
:queue targets a userspace queue number.
Verdict kinds
	:accept — let the packet through; further chains may still
see it.
	:drop — silently drop the packet.
	:continue — fall through to the next rule (the implicit
default when no rule matches).
	:return — return from the current chain (only meaningful
inside a chain reached via :jump).
	:jump — call into another chain; control returns when that
chain :returns or runs out of rules.
	:goto — tail-call another chain; control does not return.
	:queue — hand the packet to a userspace queue (NFQUEUE
consumer — Linx.Netfilter.Queue is deferred post-v1).

:reject is not a verdict — it's a statement that constructs an
ICMP/TCP-RST/ICMPX response then drops. Construct it via
Linx.Netfilter.Expr.reject.
Construction
iex> Verdict.accept()
#Linx.Netfilter.Verdict<accept>

iex> Verdict.jump("input_extras")
#Linx.Netfilter.Verdict<jump "input_extras">

iex> Verdict.new(:drop)
#Linx.Netfilter.Verdict<drop>

iex> Verdict.new({:goto, "drop_quietly"})
#Linx.Netfilter.Verdict<goto "drop_quietly">
Validation
new/1 returns {:error, {:bad_verdict, reason}} for unknown
kinds, missing chain targets on :jump/:goto, or non-integer
queue numbers. The bang variant raises ArgumentError.
Wire encoding (the integer codes the kernel expects in
NFT_DATA_VERDICT) is handled elsewhere — this struct is pure
data.
References
	enum nft_verdicts
— kernel's verdict integers.
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        accept()

      


        Verdict: let the packet through.



    


    
      
        continue()

      


        Verdict: fall through to the next rule.



    


    
      
        drop()

      


        Verdict: silently drop the packet.



    


    
      
        goto(chain_name)

      


        Verdict: tail-call chain_name. Control does not return.



    


    
      
        jump(chain_name)

      


        Verdict: call into chain_name. Control returns when that chain
:returns or runs out of rules.



    


    
      
        new(v)

      


        Constructs a verdict from a user-friendly input form.



    


    
      
        new!(input)

      


        Bang variant of new/1 — returns the verdict or raises
ArgumentError describing the failure.
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        Verdict: hand the packet to userspace queue num.
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        Verdict: return from the current chain.
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        Returns true if v is a well-formed verdict.
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  :accept
  | :drop
  | :continue
  | :return
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  | t()


      


The user-facing input forms new/1 accepts.
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          @type t() :: %Linx.Netfilter.Verdict{kind: kind(), target: target()}
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          @type target() :: nil | String.t() | non_neg_integer()
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          @spec accept() :: t()


      


Verdict: let the packet through.
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          @spec continue() :: t()


      


Verdict: fall through to the next rule.
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Verdict: silently drop the packet.
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          @spec goto(String.t()) :: t()


      


Verdict: tail-call chain_name. Control does not return.
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          @spec jump(String.t()) :: t()


      


Verdict: call into chain_name. Control returns when that chain
:returns or runs out of rules.
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          @spec new(input()) :: {:ok, t()} | {:error, {:bad_verdict, term()}}


      


Constructs a verdict from a user-friendly input form.
Accepts an atom for simple verdicts, a {kind, target} tuple
for parameterised verdicts, or an existing %Verdict{} (returned
as-is — convenient for pipeline code that doesn't know which form
it was handed).
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          @spec new!(input()) :: t()


      


Bang variant of new/1 — returns the verdict or raises
ArgumentError describing the failure.
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          @spec queue(non_neg_integer()) :: t()


      


Verdict: hand the packet to userspace queue num.
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          @spec return() :: t()


      


Verdict: return from the current chain.
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Returns true if v is a well-formed verdict.
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Linx.Netfilter.Vmap 
    



      
Constructor sugar for verdict maps — a Linx.Netfilter.Map with
:data_type fixed to :verdict.
Verdict maps (vmaps) are the kernel's rule-dispatch primitive:
one lookup turns "if dport is 22 jump ssh, if 80 jump http, if
443 jump https, ..." from a wall of rules into a single hash
lookup. The Kubernetes kube-proxy nftables backend leans on this
shape; so does any non-trivial firewall.
Construction
iex> Vmap.new("port_dispatch", key_type: :inet_service,
...>          elements: [{22, :jump_ssh_in}, {80, :jump_http_in}])
In the example above the values are passed in the user-friendly
verdict-input form; Linx.Netfilter.Map normalises each to
%Linx.Netfilter.Verdict{} (the :verdict data_type accepts any
input Verdict.new!/1 understands).
Returns a %Linx.Netfilter.Map{} (with data_type: :verdict) —
there is no separate %Vmap{} struct, just this constructor and
the underlying map.
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        Builds a verdict map. Accepts the same options as
Linx.Netfilter.Map.new/2 except :data_type (which is forced
to :verdict).
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        Bang variant of new/2.
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          @spec new(
  String.t(),
  keyword()
) :: {:ok, Linx.Netfilter.Map.t()} | {:error, {:bad_map, term()}}


      


Builds a verdict map. Accepts the same options as
Linx.Netfilter.Map.new/2 except :data_type (which is forced
to :verdict).
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  String.t(),
  keyword()
) :: Linx.Netfilter.Map.t()


      


Bang variant of new/2.
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Linx.Netfilter.Wire 
    



      
Kernel-side numeric constants for Linx.Netfilter's wire codec —
message opcodes, attribute IDs, hook numbers, flag bitmasks,
named priorities.
All values come from include/uapi/linux/netfilter/nf_tables.h and
include/uapi/linux/netfilter.h. Kept in one module so the
Encoder/Decoder can import Linx.Netfilter.Wire and use them by
name without a long alias chain.
Byte order
nftables uses big-endian on the wire for its NLA_U16 /
NLA_U32 / NLA_U64 integers — opposite to rtnetlink (which uses
native byte order). The helpers u32_be/1 and u64_be/1 here
produce the right payload form; u32_be!/1 / u64_be!/1 decode.
String / binary attributes are byte-order agnostic.
References
	include/uapi/linux/netfilter/nf_tables.h
	include/uapi/linux/netfilter.h
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        Decodes a chain-flags integer into a list of atoms.
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        Maps a chain-flags list to the OR'd integer for NFTA_CHAIN_FLAGS.
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        Inverse of chain_type_string/1.
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        Maps a chain type atom to the kernel's string form for
NFTA_CHAIN_TYPE.
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        Maps a NFLOG copy-mode atom to the kernel's u8 value:
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        Inverse of family_num/1. Returns :unknown for unrecognised numbers.
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        NFPROTO_* — kernel address-family numbers used in nfgen_family
and in NF_INET_HOOKS indexing.
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        nfula_ifindex_physindev()

      


    


    
      
        nfula_ifindex_physoutdev()

      


    


    
      
        nfula_l2hdr()

      


    


    
      
        nfula_mark()

      


    


    
      
        nfula_packet_hdr()

      


    


    
      
        nfula_payload()

      


    


    
      
        nfula_prefix()

      


    


    
      
        nfula_seq()

      


    


    
      
        nfula_seq_global()

      


    


    
      
        nfula_timestamp()

      


    


    
      
        nfula_uid()

      


    


    
      
        nfula_vlan()

      


    


    
      
        nfulnl_cfg_cmd_bind()

      


    


    
      
        nfulnl_cfg_cmd_none()

      


    


    
      
        nfulnl_cfg_cmd_pf_bind()

      


    


    
      
        nfulnl_cfg_cmd_pf_unbind()

      


    


    
      
        nfulnl_cfg_cmd_unbind()

      


    


    
      
        nfulnl_cfg_f_conntrack()

      


    


    
      
        nfulnl_cfg_f_seq()

      


    


    
      
        nfulnl_cfg_f_seq_global()

      


    


    
      
        nfulnl_cfg_flags_int(flags)

      


        Maps a NFLOG-config-flags list to the u16 bitmask (BE on wire).



    


    
      
        nfulnl_copy_meta()

      


    


    
      
        nfulnl_copy_none()

      


    


    
      
        nfulnl_copy_packet()

      


    


    
      
        nfulnl_msg_config()

      


    


    
      
        nfulnl_msg_packet()

      


    


    
      
        payload_base_atom(int)

      


    


    
      
        payload_base_int(atom)

      


    


    
      
        policy_atom(int)

      


        Inverse of policy_int/1.



    


    
      
        policy_int(atom)

      


        Maps a chain policy atom to the kernel's u32 verdict integer
(NF_DROP = 0, NF_ACCEPT = 1).



    


    
      
        priority_int(family, n)

      


        Resolves a chain priority — integer, named atom, or
{atom, offset} — to a signed 32-bit integer per family.



    


    
      
        reject_type_atom(int)

      


    


    
      
        reject_type_int(atom)

      


    


    
      
        s32_be(v)

      


        Encodes an s32 as 4 big-endian bytes.



    


    
      
        s32_be!(arg)

      


        Decodes a 4-byte big-endian s32.



    


    
      
        set_flags_atoms(flags)

      


        Inverse: u32 bitmask → list of flag atoms.



    


    
      
        set_flags_int(flags)

      


        Maps a set-flags atom list to the u32 bitmask. The encoder may
add :map / :eval automatically based on the set's
:data_type / :dynamic shape.



    


    
      
        set_type_atom(id, len)

      


        Inverse: maps a libnftnl type id + length back to a key-type
atom. Returns {:unknown_type, id, len} for unrecognised pairs.



    


    
      
        set_type_info(atom)

      


        Maps a Linx key-type atom to its (libnftnl_type_id, byte_len)
pair for NFTA_SET_KEY_TYPE / NFTA_SET_KEY_LEN.



    


    
      
        table_flags_atoms(flags)

      


        Decodes a table-flags integer into a list of atoms.



    


    
      
        table_flags_int(flags)

      


        Maps a table-flags list to the OR'd integer for NFTA_TABLE_FLAGS.



    


    
      
        u32_be(v)

      


        Encodes a u32 as 4 big-endian bytes (nftables convention).



    


    
      
        u32_be!(arg)

      


        Decodes a 4-byte big-endian u32.



    


    
      
        u64_be(v)

      


        Encodes a u64 as 8 big-endian bytes.



    


    
      
        u64_be!(arg)

      


        Decodes an 8-byte big-endian u64.



    


    
      
        verdict_atom(arg1)

      


        Inverse of verdict_code/1.



    


    
      
        verdict_code(atom)

      


        Maps a %Linx.Netfilter.Verdict{} to its kernel verdict-code integer
(signed; some are negative).



    





      


      
        Functions


        


  
    
      
    
    
      chain_flags_atoms(flags)



        
          
        

    

  


  

      

          @spec chain_flags_atoms(non_neg_integer()) :: [atom()]


      


Decodes a chain-flags integer into a list of atoms.

  



  
    
      
    
    
      chain_flags_int(flags)



        
          
        

    

  


  

      

          @spec chain_flags_int([atom()]) :: non_neg_integer()


      


Maps a chain-flags list to the OR'd integer for NFTA_CHAIN_FLAGS.

  



  
    
      
    
    
      chain_type_atom(other)



        
          
        

    

  


  

      

          @spec chain_type_atom(binary()) :: atom()


      


Inverse of chain_type_string/1.

  



  
    
      
    
    
      chain_type_string(atom)



        
          
        

    

  


  

      

          @spec chain_type_string(atom()) :: String.t()


      


Maps a chain type atom to the kernel's string form for
NFTA_CHAIN_TYPE.

  



  
    
      
    
    
      cmp_op_atom(int)



        
          
        

    

  


  

      

          @spec cmp_op_atom(0..5) :: atom()


      



  



  
    
      
    
    
      cmp_op_int(atom)



        
          
        

    

  


  

      

          @spec cmp_op_int(atom()) :: 0..5


      



  



  
    
      
    
    
      copy_mode_int(arg1)



        
          
        

    

  


  

      

          @spec copy_mode_int(atom() | {:packet, non_neg_integer()}) :: 0..2


      


Maps a NFLOG copy-mode atom to the kernel's u8 value:
:none → 0, :meta → 1, :packet → 2.

  



  
    
      
    
    
      ct_key_atom(n)



        
          
        

    

  


  

      

          @spec ct_key_atom(non_neg_integer()) :: atom() | {:unknown_ct_key, non_neg_integer()}


      



  



  
    
      
    
    
      ct_key_int(atom)



        
          
        

    

  


  

      

          @spec ct_key_int(atom()) :: non_neg_integer()


      



  



  
    
      
    
    
      ct_state_bits(state)



        
          
        

    

  


  

      

          @spec ct_state_bits(atom() | [atom()]) :: non_neg_integer()


      


Maps a CT-state atom (or list of atoms) to the kernel's bitmask.
Multiple states OR together: [:new, :related] → 12.

  



  
    
      
    
    
      family_atom(arg1)



        
          
        

    

  


  

      

          @spec family_atom(0..255) :: atom()


      


Inverse of family_num/1. Returns :unknown for unrecognised numbers.

  



  
    
      
    
    
      family_num(atom)



        
          
        

    

  


  

      

          @spec family_num(atom()) :: 0..255


      


NFPROTO_* — kernel address-family numbers used in nfgen_family
and in NF_INET_HOOKS indexing.

  



  
    
      
    
    
      hook_atom(family, n)



        
          
        

    

  


  

      

          @spec hook_atom(atom(), 0..255) :: atom()


      


Inverse of hook_num/2. Decoded hook numbers are family-dependent.

  



  
    
      
    
    
      hook_num(family, arg2)



        
          
        

    

  


  

      

          @spec hook_num(atom(), atom()) :: 0..255


      


Maps (family, hook) to the kernel's per-family hook number.
The same atom (:input) corresponds to different integers
depending on family — NF_INET_LOCAL_IN = 1 for ip/ip6/inet,
NF_ARP_IN = 0 for arp, NF_BR_LOCAL_IN = 1 for bridge.

  



  
    
      
    
    
      lookup_flags_int(flags)



        
          
        

    

  


  

      

          @spec lookup_flags_int([atom()]) :: non_neg_integer()


      


Maps a lookup-flags list ([:inv]) to its u32 bitmask.

  



  
    
      
    
    
      meta_key_atom(n)



        
          
        

    

  


  

      

          @spec meta_key_atom(non_neg_integer()) ::
  atom() | {:unknown_meta_key, non_neg_integer()}


      



  



  
    
      
    
    
      meta_key_int(atom)



        
          
        

    

  


  

      

          @spec meta_key_int(atom()) :: non_neg_integer()


      



  



  
    
      
    
    
      nat_flags_atoms(flags)



        
          
        

    

  


  

      

          @spec nat_flags_atoms(non_neg_integer()) :: [atom()]


      


Decodes a NAT-flags u32 bitmask into a list of atoms.

  



  
    
      
    
    
      nat_flags_int(flags)



        
          
        

    

  


  

      

          @spec nat_flags_int([atom()]) :: non_neg_integer()


      


Maps a NAT-flags list to the u32 bitmask the kernel expects in
NFTA_NAT_FLAGS / NFTA_MASQ_FLAGS / NFTA_REDIR_FLAGS.
Accepted atoms:
	:random — randomize port selection (NF_NAT_RANGE_PROTO_RANDOM).
	:fully_random — fully randomize, including per-connection
(NF_NAT_RANGE_PROTO_RANDOM_FULLY).
	:persistent — same client gets same NAT mapping
(NF_NAT_RANGE_PERSISTENT).
	:netmap — preserve the host portion of the address while
remapping the network portion (NF_NAT_RANGE_NETMAP, 5.0+).

Note: :map_ips and :proto_specified are usually set by the
encoder based on whether addresses / ports are provided, not by
the caller.

  



  
    
      
    
    
      nf_accept()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nf_ct_state_established_bit()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nf_ct_state_invalid_bit()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nf_ct_state_new_bit()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nf_ct_state_related_bit()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nf_ct_state_untracked_bit()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nf_drop()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nf_nat_range_map_ips()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nf_nat_range_netmap()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nf_nat_range_persistent()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nf_nat_range_proto_offset()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nf_nat_range_proto_random()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nf_nat_range_proto_random_fully()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nf_nat_range_proto_specified()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nf_queue()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nf_stop()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_break()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_chain_f_base()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_chain_f_binding()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_chain_f_hw_offload()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_continue()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_goto()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_jump()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_lookup_f_inv()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_delchain()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_delflowtable()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_delobj()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_delrule()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_delset()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_delsetelem()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_deltable()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_destroychain()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_destroyflowtable()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_destroyobj()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_destroyrule()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_destroyset()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_destroysetelem()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_destroytable()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_getchain()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_getflowtable()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_getgen()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_getobj()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_getobj_reset()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_getrule()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_getrule_reset()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_getset()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_getsetelem()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_gettable()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_newchain()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_newflowtable()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_newgen()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_newobj()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_newrule()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_newset()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_newsetelem()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_newtable()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_msg_trace()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_nat_dnat()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_nat_snat()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_reg32_00()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_reg_1()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_reg_2()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_reg_3()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_reg_4()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_reg_verdict()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_return()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_set_anonymous()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_set_concat()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_set_constant()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_set_elem_catchall()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_set_elem_interval_end()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_set_eval()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_set_expr_flag()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_set_interval()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_set_map()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_set_object_flag()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_set_timeout_flag()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_table_f_dormant()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_table_f_owner()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nft_table_f_persist()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_bitwise_data()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_bitwise_dreg()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_bitwise_len()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_bitwise_mask()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_bitwise_op()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_bitwise_sreg()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_bitwise_xor()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_chain_counters()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_chain_flags()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_chain_handle()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_chain_hook()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_chain_id()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_chain_name()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_chain_pad()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_chain_policy()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_chain_table()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_chain_type()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_chain_use()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_chain_userdata()


        (macro)
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        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_cmp_sreg()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_counter_bytes()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_counter_packets()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_counter_pad()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_ct_direction()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_ct_dreg()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_ct_key()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_ct_sreg()
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      nfta_data_value()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_data_verdict()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_expr_data()


        (macro)
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        (macro)
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      nfta_immediate_data()
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      nfta_immediate_dreg()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_list_elem()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_log_flags()
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      nfta_log_level()
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      nfta_log_prefix()
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      nfta_log_qthreshold()
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      nfta_lookup_flags()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_lookup_set()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_lookup_set_id()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_lookup_sreg()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_masq_flags()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_masq_reg_proto_max()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_masq_reg_proto_min()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_meta_dreg()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_meta_key()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_meta_sreg()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_nat_family()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_nat_flags()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_nat_reg_addr_max()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_nat_reg_addr_min()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_nat_reg_proto_max()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_nat_reg_proto_min()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_nat_type()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_payload_base()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_payload_csum_flags()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_payload_csum_offset()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_payload_csum_type()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_payload_dreg()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_payload_len()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_payload_offset()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_payload_sreg()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_redir_flags()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_redir_reg_proto_max()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_redir_reg_proto_min()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_reject_icmp_code()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_reject_type()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_rule_chain()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_rule_chain_id()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_rule_compat()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_rule_expressions()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_rule_handle()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_rule_id()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_rule_pad()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_rule_position()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_rule_position_id()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_rule_table()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_rule_userdata()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_data_len()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_data_type()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_desc()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_desc_concat()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_desc_size()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_elem_data()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_elem_expiration()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_elem_expr()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_elem_expressions()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_elem_flags()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_elem_key()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_elem_key_end()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_elem_list_elements()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_elem_list_set()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_elem_list_set_id()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_elem_list_table()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_elem_objref()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_elem_pad()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_elem_timeout()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_elem_userdata()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_expr()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_expressions()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_flags()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_gc_interval()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_handle()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_id()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_key_len()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_key_type()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_name()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_obj_type()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_pad()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_policy()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_table()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_timeout()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_set_userdata()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_table_flags()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_table_handle()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_table_name()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_table_owner()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_table_pad()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_table_use()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_table_userdata()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_verdict_chain()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_verdict_chain_id()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfta_verdict_code()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nftnl_type_bitmask()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nftnl_type_etheraddr()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nftnl_type_ethertype()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nftnl_type_ifname()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nftnl_type_inet_protocol()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nftnl_type_inet_service()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nftnl_type_integer()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nftnl_type_invalid()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nftnl_type_ip6addr()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nftnl_type_ipaddr()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nftnl_type_lladdr()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nftnl_type_mark()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nftnl_type_nf_proto()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nftnl_type_string()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nftnl_type_verdict()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_cfg_cmd()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_cfg_flags()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_cfg_mode()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_cfg_nlbufsiz()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_cfg_qthresh()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_cfg_timeout()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_ct()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_ct_info()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_gid()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_hwaddr()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_hwheader()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_hwlen()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_hwtype()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_ifindex_indev()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_ifindex_outdev()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_ifindex_physindev()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_ifindex_physoutdev()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_l2hdr()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_mark()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_packet_hdr()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_payload()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_prefix()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_seq()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_seq_global()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_timestamp()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_uid()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfula_vlan()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfulnl_cfg_cmd_bind()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfulnl_cfg_cmd_none()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfulnl_cfg_cmd_pf_bind()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfulnl_cfg_cmd_pf_unbind()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfulnl_cfg_cmd_unbind()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfulnl_cfg_f_conntrack()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfulnl_cfg_f_seq()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfulnl_cfg_f_seq_global()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfulnl_cfg_flags_int(flags)



        
          
        

    

  


  

      

          @spec nfulnl_cfg_flags_int([atom()]) :: non_neg_integer()


      


Maps a NFLOG-config-flags list to the u16 bitmask (BE on wire).

  



  
    
      
    
    
      nfulnl_copy_meta()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfulnl_copy_none()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfulnl_copy_packet()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfulnl_msg_config()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      nfulnl_msg_packet()


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      payload_base_atom(int)



        
          
        

    

  


  

      

          @spec payload_base_atom(0..3) :: atom()


      



  



  
    
      
    
    
      payload_base_int(atom)



        
          
        

    

  


  

      

          @spec payload_base_int(atom()) :: 0..3


      



  



  
    
      
    
    
      policy_atom(int)



        
          
        

    

  


  

      

          @spec policy_atom(0 | 1) :: atom()


      


Inverse of policy_int/1.

  



  
    
      
    
    
      policy_int(atom)



        
          
        

    

  


  

      

          @spec policy_int(atom()) :: 0 | 1


      


Maps a chain policy atom to the kernel's u32 verdict integer
(NF_DROP = 0, NF_ACCEPT = 1).

  



  
    
      
    
    
      priority_int(family, n)



        
          
        

    

  


  

      

          @spec priority_int(atom(), integer() | atom() | {atom(), integer()}) :: integer()


      


Resolves a chain priority — integer, named atom, or
{atom, offset} — to a signed 32-bit integer per family.
Standard nft names map to standard integer priorities. Bridge
family has its own table (with :filter = -200 vs ip's :filter
= 0); netdev / arp have effectively just :filter = 0.

  



  
    
      
    
    
      reject_type_atom(int)



        
          
        

    

  


  

      

          @spec reject_type_atom(0..2) :: atom()


      



  



  
    
      
    
    
      reject_type_int(atom)



        
          
        

    

  


  

      

          @spec reject_type_int(atom()) :: 0..2


      



  



  
    
      
    
    
      s32_be(v)



        
          
        

    

  


  

      

          @spec s32_be(integer()) :: binary()


      


Encodes an s32 as 4 big-endian bytes.

  



  
    
      
    
    
      s32_be!(arg)



        
          
        

    

  


  

      

          @spec s32_be!(binary()) :: integer()


      


Decodes a 4-byte big-endian s32.

  



  
    
      
    
    
      set_flags_atoms(flags)



        
          
        

    

  


  

      

          @spec set_flags_atoms(non_neg_integer()) :: [atom()]


      


Inverse: u32 bitmask → list of flag atoms.

  



  
    
      
    
    
      set_flags_int(flags)



        
          
        

    

  


  

      

          @spec set_flags_int([atom()]) :: non_neg_integer()


      


Maps a set-flags atom list to the u32 bitmask. The encoder may
add :map / :eval automatically based on the set's
:data_type / :dynamic shape.

  



  
    
      
    
    
      set_type_atom(id, len)



        
          
        

    

  


  

      

          @spec set_type_atom(non_neg_integer(), pos_integer()) :: atom() | tuple()


      


Inverse: maps a libnftnl type id + length back to a key-type
atom. Returns {:unknown_type, id, len} for unrecognised pairs.

  



  
    
      
    
    
      set_type_info(atom)



        
          
        

    

  


  

      

          @spec set_type_info(atom()) :: {non_neg_integer(), pos_integer()}


      


Maps a Linx key-type atom to its (libnftnl_type_id, byte_len)
pair for NFTA_SET_KEY_TYPE / NFTA_SET_KEY_LEN.

  



  
    
      
    
    
      table_flags_atoms(flags)



        
          
        

    

  


  

      

          @spec table_flags_atoms(non_neg_integer()) :: [atom()]


      


Decodes a table-flags integer into a list of atoms.

  



  
    
      
    
    
      table_flags_int(flags)



        
          
        

    

  


  

      

          @spec table_flags_int([atom()]) :: non_neg_integer()


      


Maps a table-flags list to the OR'd integer for NFTA_TABLE_FLAGS.

  



  
    
      
    
    
      u32_be(v)



        
          
        

    

  


  

      

          @spec u32_be(non_neg_integer()) :: binary()


      


Encodes a u32 as 4 big-endian bytes (nftables convention).

  



  
    
      
    
    
      u32_be!(arg)



        
          
        

    

  


  

      

          @spec u32_be!(binary()) :: non_neg_integer()


      


Decodes a 4-byte big-endian u32.

  



  
    
      
    
    
      u64_be(v)



        
          
        

    

  


  

      

          @spec u64_be(non_neg_integer()) :: binary()


      


Encodes a u64 as 8 big-endian bytes.

  



  
    
      
    
    
      u64_be!(arg)



        
          
        

    

  


  

      

          @spec u64_be!(binary()) :: non_neg_integer()


      


Decodes an 8-byte big-endian u64.

  



  
    
      
    
    
      verdict_atom(arg1)



        
          
        

    

  


  

      

          @spec verdict_atom(integer()) :: atom()


      


Inverse of verdict_code/1.

  



  
    
      
    
    
      verdict_code(atom)



        
          
        

    

  


  

      

          @spec verdict_code(atom()) :: integer()


      


Maps a %Linx.Netfilter.Verdict{} to its kernel verdict-code integer
(signed; some are negative).

  


        

      


  

  
    
    Linx.NFT - Linx v0.2.0
    
    

    


  
  

    
Linx.NFT 
    



      
The public entry point for the ~NFT sigil and the file-mode
parser. Plumbs source → Linx.NFT.Tokenizer →
Linx.NFT.Parser → Linx.NFT.Compiler →
%Linx.Netfilter.Ruleset{}, plus a canonical emit going the
other way (format/1).
Three peer authoring surfaces produce the same %Ruleset{} via
the same validator-setter functions (Linx.Netfilter.Ruleset. add_table!/3, add_chain!/4, add_rule!/4, etc.):
	Pipeline DSL — direct Ruleset.new() |> add_table!(…)
calls. Best for programmatic construction.
	~NFT sigil — inline nft syntax, parsed at compile
time. Best for hand-authoring a ruleset alongside Elixir
code (Nerves boot scripts, container compositions).
	Linx.NFT.parse_file/1 — same parser/compiler, file
input. Best for importing an existing nftables.conf.

Round-trip:
iex> import Linx.NFT
iex> rs = ~NFT"""
...> table inet myapp {
...>   chain input {
...>     type filter hook input priority 0
...>     policy drop
...>     tcp dport 22 accept
...>   }
...> }
...> """
iex> emitted = Linx.NFT.format(rs)
iex> {:ok, rs2} = Linx.NFT.parse(emitted)
iex> rs == rs2
true
Compile-time errors
Parse or compile errors inside a ~NFT sigil raise
Linx.NFT.ParseError at compile time, with the
Elixir-compiler-style caret rendering keyed off the surrounding
.ex file's line numbers (the tokenizer's :line option lines
up with __CALLER__.line):
** (Linx.NFT.ParseError) lib/myapp/firewall.ex:42:14: ...
|
| tcp dport ? accept
|           ^
Scope
The grammar slice currently supported matches the
Linx.NFT.Compiler capabilities (see that module's @moduledoc).
It targets the common ~85% subset; the long tail (synproxy,
secmark, osf, fib, jhash, advanced ct fields,
dup/fwd, ipsec contexts) is not yet implemented (see
docs/netfilter/DESIGN.md).
Interpolation
~NFT is an uppercase sigil, so Elixir's parser leaves
#{...} alone and the macro receives the literal binary —
the same pattern Phoenix HEEx uses for ~H. Our own
Linx.NFT.Tokenizer recognises #{...} as an interpolation
marker (its :interpolation? mode is enabled by the sigil
always), captures the raw Elixir source between the braces,
and emits an :elixir_expr token at that position.
When any :elixir_expr tokens are present, the macro switches
to Linx.NFT.RuntimeCompiler, which emits Elixir code that
builds the Ruleset at runtime. At each interpolation position,
the emitted code calls into Linx.NFT.Runtime with the field
kind the surrounding nft syntax expects ({:int, _}, :ipv4,
:ipv6, :ifname) — that's where the runtime type check
happens. Pass an integer where a port is expected and you get a
<<port::big-16>> bytestring; pass a binary where it shouldn't
be and you get a runtime ArgumentError naming the kind.
Supported interpolation positions today:
	Match RHS — tcp dport #{port}, ip saddr #{addr},
meta iifname #{name}.

Interpolations in keyword positions (table name, chain name,
family, hook, …) raise a ParseError — they'd require
per-validator wiring that hasn't landed yet.
Sigil bodies with NO interpolations stay on the compile-time
static path — the %Ruleset{} is computed at macro-expansion
time and emitted as a literal value.

      


      
        Summary


  
    Functions
  


    
      
        format(rs)

      


        Emits a %Ruleset{} as canonical nft syntax.



    


    
      
        parse(source, opts \\ [])

      


        Parses a binary holding nft syntax into a %Ruleset{}.



    


    
      
        parse_file(path)

      


        Reads a .nft file and parses it into a %Ruleset{}.



    


    
      
        sigil_NFT(arg, modifiers)

      


        The ~NFT sigil. Parses inline nft syntax at compile time and
returns a %Linx.Netfilter.Ruleset{}. Bodies with #{...}
interpolations are compiled to runtime-evaluating code; bodies
without interpolations are compiled to a literal value.



    





      


      
        Functions


        


  
    
      
    
    
      format(rs)



        
          
        

    

  


  

      

          @spec format(Linx.Netfilter.Ruleset.t()) :: String.t()


      


Emits a %Ruleset{} as canonical nft syntax.
The output is syntactically valid nftables.conf-compatible
source that parses back to an equivalent %Ruleset{} (modulo
comments, blank lines, and the original ordering of unrelated
items — trivia preservation is a v2 enhancement). See
Linx.NFT.Formatter for the per-construct emit policy.

  



    

  
    
      
    
    
      parse(source, opts \\ [])



        
          
        

    

  


  

      

          @spec parse(
  String.t(),
  keyword()
) :: {:ok, Linx.Netfilter.Ruleset.t()} | {:error, Linx.NFT.ParseError.t()}


      


Parses a binary holding nft syntax into a %Ruleset{}.
Options
	:file — source filename for error messages
(default "nofile").

Returns {:ok, Ruleset.t()} | {:error, ParseError.t()}.

  



  
    
      
    
    
      parse_file(path)



        
          
        

    

  


  

      

          @spec parse_file(Path.t()) ::
  {:ok, Linx.Netfilter.Ruleset.t()}
  | {:error, Linx.NFT.ParseError.t() | File.posix()}


      


Reads a .nft file and parses it into a %Ruleset{}.
Returns {:ok, Ruleset.t()} | {:error, ParseError.t() | File.posix()}.

  



  
    
      
    
    
      sigil_NFT(arg, modifiers)


        (macro)


        
          
        

    

  


  

The ~NFT sigil. Parses inline nft syntax at compile time and
returns a %Linx.Netfilter.Ruleset{}. Bodies with #{...}
interpolations are compiled to runtime-evaluating code; bodies
without interpolations are compiled to a literal value.
Raises Linx.NFT.ParseError at compile time on syntax or
compile errors.
Examples
iex> import Linx.NFT
iex> rs = ~NFT"table inet x { }"
iex> rs.tables |> map_size()
1
Modifierless.

  


        

      


  

  
    
    Linx.NFT.Compiler - Linx v0.2.0
    
    

    


  
  

    
Linx.NFT.Compiler 
    



      
AST → %Linx.Netfilter.Ruleset{} translation.
Walks the AST produced by Linx.NFT.Parser and calls into the
validator-setter surface on Linx.Netfilter.Ruleset (and
friends) — the same surface the pipeline DSL uses. There's
no parallel validation here; if a chain hook is invalid for its
family, or a set element doesn't match the key type, the
validator-setter raises and we propagate the failure as a
Linx.NFT.ParseError with the AST node's {file, line, column}.
Supported
The slice of the AST that covers the canonical examples in
docs/netfilter/EXAMPLES.md:
	Tables in every family, with optional comment.
	Chains with base headers (type/hook/priority/
policy/device) and rules.
	Rules with tag + comment, comprising matches and a
terminal verdict (plus optional counter / log / NAT /
reject).
	Matches on the common headers — tcp/udp dport/sport
against integer / range / inline-set / @set_ref,
ip/ip6 saddr/daddr against address / CIDR / @set_ref,
meta iif/oif/iifname/oifname/mark, ct state.
	Verdicts — accept / drop / continue / return / queue /
jump <chain> / goto <chain> / reject [with ...].
	Actions — counter, log, dnat to <addr>[:port],
snat to, masquerade, redirect.
	Sets / maps / vmaps — declarations with type, flags,
timeout, gc-interval, size, elements.

Not yet supported (raises a clear ParseError)
	limit, meta mark set, ct ... set — no setter %Expr{}
yet on the Linx side. Pipeline DSL can construct them; the
compiler will pick them up once they're added.
	Named objects (counter / quota / limit blocks at table
level) — declaration OK, but the underlying %Object{}
shapes vary per kind; defer to a follow-up.
	Flowtables — same reason.
	include and define — file-merging and binding semantics
are not yet implemented (use Linx.NFT.parse_file/1).
	#{...} interpolation — only meaningful from the
~NFT sigil; the compiler is called from there with a
separate path that emits runtime code.

Each deferred case raises Linx.NFT.ParseError pointing at the
AST node's source location with a message naming the missing
feature, so users see exactly what the parser accepted but the
compiler hasn't wired up yet.

      


      
        Summary


  
    Functions
  


    
      
        compile(ast_items, opts \\ [])

      


        Compiles a list of top-level AST items (the output of
Linx.NFT.Parser.parse/2) into a %Linx.Netfilter.Ruleset{}.



    





      


      
        Functions


        


    

  
    
      
    
    
      compile(ast_items, opts \\ [])



        
          
        

    

  


  

      

          @spec compile(
  [tuple()],
  keyword()
) :: {:ok, Linx.Netfilter.Ruleset.t()} | {:error, Linx.NFT.ParseError.t()}


      


Compiles a list of top-level AST items (the output of
Linx.NFT.Parser.parse/2) into a %Linx.Netfilter.Ruleset{}.
Options
	:file — source filename for error messages
(default "nofile").
	:source — original source binary for snippet rendering
(default "").

Returns {:ok, %Ruleset{}} or {:error, %ParseError{}}.
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Linx.NFT.Formatter 
    



      
Canonical-emit pretty-printer for %Linx.Netfilter.Ruleset{}.
The inverse of Linx.NFT.Compiler: walks the ruleset value and
emits syntactically valid nft source. The output round-trips
back through Linx.NFT.parse/1 to a structurally equivalent
ruleset (modulo trivia — format/1 makes no attempt to preserve
the comments, blank lines, or original ordering of items it
wasn't itself told about). Trivia-preserving emit is a v2
enhancement; this commit's goal is canonicalisation, not source
fidelity.
Per-construct policy
	Tables are emitted in {family, name} order.
	Inside each table: chains first, then sets, then maps and
vmaps. (Element-order across these blocks is independent of
original source.)
	Chains emit the full base header (type hook priority) on
one line, then policy X on the next (if set), a blank
line, then one rule per line.
	Rules emit as a single space-joined statement sequence,
optionally trailed by comment "…".
	Expressions are paired into match statements (payload + cmp → tcp dport 22, payload + bitwise + cmp → CIDR,
payload + lookup → tcp dport @ports, payload + __anon_set → tcp dport { 22, 80 }, ct + cmp →
ct state established, meta + cmp → meta iif "eth0").
Standalone expressions (counter, log, reject, NAT,
etc.) emit as their token form.

Limitations
Anything the formatter doesn't yet know how to render emits a
# <unsupported expression: …> comment in line, so the output
remains valid nft (a comment) and the gap is visible. As the
compiler grows (e.g. limit, meta mark set), the formatter
gains the inverse cases alongside.
mix format integration
Implements the Mix.Tasks.Format behaviour: when listed under
:plugins in a project's .formatter.exs, mix format
reflows both inline ~NFT"…" sigil bodies inside .ex
sources AND standalone .nft files. Users wire it up with:
# .formatter.exs
[
  plugins: [Linx.NFT.Formatter],
  inputs: ["{lib,test}/**/*.{ex,exs}", "**/*.nft"]
]
Behaviour:
	Static ~NFT sigil body / .nft file — parses,
runs through format/1, returns the canonical
single-formatted source. Idempotent.
	Interpolation-bearing ~NFT sigil body — left
verbatim. AST-aware formatting that preserves #{…}
positions while reflowing the surrounding nft syntax is a
future enhancement.
	Parse error in a .nft file — raises
Linx.NFT.ParseError, surfacing visibly so the user
fixes the bad file. (For sigils, parse errors leave the
body unchanged — the surrounding compile run will report
the same error anyway, with better stack context.)


      


      
        Summary


  
    Functions
  


    
      
        format(ruleset)

      


        Emits %Ruleset{} as nft source. Always returns a binary; never
raises.



    





      


      
        Functions


        


  
    
      
    
    
      format(ruleset)



        
          
        

    

  


  

      

          @spec format(Linx.Netfilter.Ruleset.t()) :: String.t()


      


Emits %Ruleset{} as nft source. Always returns a binary; never
raises.

  


        

      


  

  
    
    Linx.NFT.ParseError - Linx v0.2.0
    
    

    


  
  

    
Linx.NFT.ParseError exception
    



      
Syntax error raised by the ~NFT sigil, by Linx.NFT.parse/1 /
parse_file/1, and by the AST-walker compiler.
Carries the source location ({file, line, column}) plus the
offending source line for caret rendering — modelled on the
Elixir compiler's own error output and on
Phoenix.LiveView.TagEngine.Tokenizer.ParseError.
Fields
	:file — source file name (or "nofile" for sigils without
explicit location).
	:line — 1-based line number of the offending token.
	:column — 1-based column.
	:snippet — the source line as it appears (no trailing
newline), shown above the caret. May be nil when the
tokenizer wasn't carrying source context.
	:message — short, human-readable description.

Rendering
Exception.message/1 produces a multi-line message of the form:
myapp.nft:42:5: unexpected character '?'
|
| tcp dport ? accept
|           ^
matching the look of compiler diagnostics elsewhere in the
Elixir ecosystem.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        code_snippet(line, col)

      


        Renders the offending source line plus a caret pointing at the
given (1-based) column, in the same format the Elixir compiler
uses for syntax errors



    


    
      
        raise_syntax_error!(ctx, message)

      


        Convenience constructor used by the tokenizer / parser / compiler.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.NFT.ParseError{
  __exception__: true,
  column: pos_integer(),
  file: String.t(),
  line: pos_integer(),
  message: String.t(),
  snippet: String.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      code_snippet(line, col)



        
          
        

    

  


  

      

          @spec code_snippet(String.t() | nil, pos_integer()) :: String.t()


      


Renders the offending source line plus a caret pointing at the
given (1-based) column, in the same format the Elixir compiler
uses for syntax errors:
|
| tcp dport 22
|     ^
Returns the empty string when line is nil (no source context
was captured).

  



  
    
      
    
    
      raise_syntax_error!(ctx, message)



        
          
        

    

  


  

      

          @spec raise_syntax_error!(map(), String.t()) :: no_return()


      


Convenience constructor used by the tokenizer / parser / compiler.
ctx is any map carrying :file, :line, :column, and
optionally :snippet. Always raises — never returns.
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Linx.NFT.Parser 
    



      
Recursive-descent parser over a token stream produced by
Linx.NFT.Tokenizer. Builds a small internal AST that
Linx.NFT.Compiler later walks and translates into calls on the
Linx.Netfilter.Ruleset validator-setter surface (the same
surface the pipeline DSL uses — no parallel validation layer).
Mirrors the shape of Phoenix.LiveView.TagEngine.Parser: a
function per non-terminal, a token list as the threaded state,
consume helpers that raise Linx.NFT.ParseError on mismatch
with the token's {file, line, column} and source snippet.
AST shape
Top-level items (the result of parse/1):
{:table, family, name, body, meta}
{:include, path, meta}
{:define, name, value, meta}
Inside a table body:
{:chain, name, opts, stmts, meta}
{:set, name, opts, meta}
{:map, name, opts, meta}
{:vmap, name, opts, meta}
{:object, kind, name, opts, meta}
{:flowtable, name, opts, meta}
Inside a chain stmts:
{:rule, exprs, rule_opts, meta}
Inside a rule's exprs (one node per source-level statement,
whether a match clause, a verdict, or an action):
{:match, lhs, op, rhs, meta}
{:verdict, kind, meta}            # :accept, :drop, {:jump, "chain"}, ...
{:counter, opts, meta}
{:log, opts, meta}
{:limit, rate, opts, meta}
{:nat, kind, target, opts, meta}  # kind: :dnat | :snat | :masquerade | :redirect
{:meta_set, field, value, meta}   # `meta mark set 0xdead`
{:reject, opts, meta}
{:queue, opts, meta}
LHS (left-hand side of a match):
{:payload, header, field, meta}   # `tcp dport`, `ip saddr`
{:meta, field, meta}              # `meta iif`
{:ct, field, meta}                # `ct state`
{:set_ref, name, meta}            # bare `@blocklist` as predicate
{:not, inner_lhs, meta}           # `not @blocklist`
RHS values (the value-position grammar):
{:integer, n, meta}               | {:string, s, meta}
{:address, kind, raw, meta}       # :ipv4 / :ipv6 / :mac / :cidr_v4 / :cidr_v6
{:identifier, name, meta}         # bare identifier (e.g. `established`)
{:set_inline, [vals], meta}       # `{ 22, 80, 443 }`
{:set_ref, name, meta}            # `@blocklist`
{:range, lo, hi, meta}            # `22-25`
{:list, [vals], meta}             # `22, 80, 443` (no braces)
{:elixir_expr, raw, meta}         # `#{...}` interpolation
{:wildcard, meta}                 # `*` (e.g. `iifname "eth*"`)
Scope notes
The parser covers the structural shape and the slice of the
grammar needed for the canonical ~NFT examples in
docs/netfilter/EXAMPLES.md. The set of recognised statement
/ lhs / rhs shapes will grow as the compiler and long-tail
extensions add callers (see docs/netfilter/DESIGN.md). The
architectural commitments — recursive descent, raise-on-mismatch,
file:line:column on every AST node — are finalised here.
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        ast()

      


    





  
    Functions
  


    
      
        parse(tokens, opts \\ [])

      


        Parses a token list into a list of top-level AST items.



    





      


      
        Types


        


  
    
      
    
    
      ast()



        
          
        

    

  


  

      

          @type ast() :: tuple()


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      parse(tokens, opts \\ [])



        
          
        

    

  


  

      

          @spec parse(
  [tuple()],
  keyword()
) :: {:ok, [ast()]} | {:error, Linx.NFT.ParseError.t()}


      


Parses a token list into a list of top-level AST items.
Options
	:file — source filename for error messages
(default "nofile").
	:source — original source binary for snippet rendering
(default "").

Returns {:ok, ast_items} or {:error, %Linx.NFT.ParseError{}}.
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Linx.NFT.Runtime 
    



      
Runtime helpers for ~NFT sigils that contain #{...}
interpolations.
When the sigil body has no interpolations, Linx.NFT.Compiler
produces a %Linx.Netfilter.Ruleset{} at compile time and the
macro emits it as a literal. When there are interpolations, the
static value isn't knowable until runtime, so
Linx.NFT.RuntimeCompiler emits Elixir code that constructs the
Ruleset at runtime. At each #{expr} position, it calls into
one of the helpers here — they take an evaluated Elixir value
plus the field kind the surrounding nft syntax expects
({:int, 1|2|4|8}, :ipv4, :ipv6, :ifname), validate, and
return either an encoded %Expr{} ready to splice into the
rule's expression list or the raw bytes to use as a comparison
value.
Errors at runtime raise ArgumentError with a message naming
the expected kind and the actual value — there's no
source-location context here (the macro keeps the AST node's
meta on the static side, but the runtime helper just sees the
value), so test the interpolated values close to the sigil
call site.
Supported value kinds
	{:int, width} — width ∈ 1, 2, 4, 8 bytes, big-endian
encoded. Accepts any non-negative integer that fits.
	:ipv4 — Linx.IP.parse/1-able string, 4-tuple
{a, b, c, d}, raw 4-byte binary, or %Linx.IP{family: :inet}. Returns 4 bytes.
	:ipv6 — same shape extended: parse-able string, 8-tuple
of 0..0xFFFF, raw 16-byte binary, or %Linx.IP{family: :inet6}. Returns 16 bytes.
	:ifname — binary, padded/truncated to IFNAMSIZ (16
bytes) with trailing zero bytes.

Each kind has a matching encode_*!/1 helper that returns the
raw bytes, plus the convenience cmp!/3 that wraps the bytes
in an %Expr{name: :cmp} ready to splice into a rule.

      


      
        Summary


  
    Functions
  


    
      
        cmp!(op, value, kind)

      


        Encodes value for the given kind, then builds an
%Expr{name: :cmp} with op. Returns the %Expr{}. Raises
ArgumentError if value doesn't match the expected kind.



    


    
      
        encode!(value, kind)

      


        Encodes value to a binary suitable for the given kind. Raises
ArgumentError on type mismatch / out-of-range.



    


    
      
        encode_ifname!(s)

      


        Pads an interface-name binary out to IFNAMSIZ (16 bytes) with
trailing zeros. Truncates if longer (matches kernel behaviour —
the trailing bytes are ignored).



    


    
      
        encode_int!(n, width)

      


        Encodes an integer to a width-byte big-endian binary.



    


    
      
        encode_ipv4!(bin)

      


        Encodes an IPv4 input to its 4-byte big-endian form.



    


    
      
        encode_ipv6!(bin)

      


        Encodes an IPv6 input to its 16-byte big-endian form.
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      cmp!(op, value, kind)



        
          
        

    

  


  

      

          @spec cmp!(atom(), term(), {:int, 1 | 2 | 4 | 8} | :ipv4 | :ipv6 | :ifname) ::
  Linx.Netfilter.Expr.t()


      


Encodes value for the given kind, then builds an
%Expr{name: :cmp} with op. Returns the %Expr{}. Raises
ArgumentError if value doesn't match the expected kind.

  



  
    
      
    
    
      encode!(value, kind)



        
          
        

    

  


  

      

          @spec encode!(term(), {:int, 1 | 2 | 4 | 8} | :ipv4 | :ipv6 | :ifname) :: binary()


      


Encodes value to a binary suitable for the given kind. Raises
ArgumentError on type mismatch / out-of-range.

  



  
    
      
    
    
      encode_ifname!(s)



        
          
        

    

  


  

      

          @spec encode_ifname!(binary()) :: <<_::128>>


      


Pads an interface-name binary out to IFNAMSIZ (16 bytes) with
trailing zeros. Truncates if longer (matches kernel behaviour —
the trailing bytes are ignored).

  



  
    
      
    
    
      encode_int!(n, width)



        
          
        

    

  


  

      

          @spec encode_int!(integer(), 1 | 2 | 4 | 8) :: binary()


      


Encodes an integer to a width-byte big-endian binary.

  



  
    
      
    
    
      encode_ipv4!(bin)



        
          
        

    

  


  

      

          @spec encode_ipv4!(term()) :: <<_::32>>


      


Encodes an IPv4 input to its 4-byte big-endian form.

  



  
    
      
    
    
      encode_ipv6!(bin)



        
          
        

    

  


  

      

          @spec encode_ipv6!(term()) :: <<_::128>>


      


Encodes an IPv6 input to its 16-byte big-endian form.
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Linx.NFT.RuntimeCompiler 
    



      
AST → Elixir AST (quoted code) translation for ~NFT sigil
bodies that contain #{...} interpolations.
This is the runtime-emit sibling of Linx.NFT.Compiler. Where
the static compiler walks the AST and calls the validator-setter
functions on Linx.Netfilter.Ruleset directly to produce a
ready-made %Ruleset{} value at compile time, the runtime
compiler walks the same AST and produces an Elixir AST that,
when evaluated at runtime, calls the same validator-setter
functions to produce the %Ruleset{}. The two paths are
semantically identical for static sigils; the runtime emit path
exists so the sigil can splice the values of interpolated
Elixir expressions into the right positions.
The macro picks which path to use based on whether any
:elixir_expr tokens were produced by the tokenizer.
Static portions vs runtime portions
AST nodes outside the value-position of a match (i.e. table
family, chain name, hook, priority, …) must be static —
the parser produces the same AST for them, and the runtime
compiler emits them as literal values via Macro.escape/1.
AST nodes at value positions inside matches CAN be :elixir_expr.
When they are, the runtime compiler:
	Parses the raw Elixir source of the interpolation with
Code.string_to_quoted!/1 to recover the original AST.
	Emits a call to Linx.NFT.Runtime.cmp!/3 (or one of the
other encoders) passing the parsed Elixir AST + the field
kind the surrounding nft syntax expects.

Result: at runtime, the Elixir expression is evaluated in the
caller's scope, encoded per the typed field, and spliced into
the rule's expression list.
Scope
Mirrors Linx.NFT.Compiler's scope. Anything the static
compiler rejects (limit / meta-set / named objects / flowtables
/ concat keys / includes) the runtime compiler also rejects,
with the same error message. Interpolation is supported at:
	Match RHS where the field kind is {:int, _} / :ipv4 /
:ipv6 / :ifname.

Interpolations in keyword positions (table name, chain name,
family, hook, etc.) raise a clear ParseError — they'd require
case-by-case wiring through each validator-setter.

      


      
        Summary


  
    Functions
  


    
      
        emit(ast_items, opts \\ [])

      


        Emits Elixir AST that, when evaluated, returns a
%Linx.Netfilter.Ruleset{}. Returns {:ok, quoted} or
{:error, %ParseError{}}.
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      emit(ast_items, opts \\ [])



        
          
        

    

  


  

      

          @spec emit(
  [tuple()],
  keyword()
) :: {:ok, Macro.t()} | {:error, Linx.NFT.ParseError.t()}


      


Emits Elixir AST that, when evaluated, returns a
%Linx.Netfilter.Ruleset{}. Returns {:ok, quoted} or
{:error, %ParseError{}}.
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Linx.NFT.Tokenizer 
    



      
Char-by-char lexer for the ~NFT sigil and .nft files.
Mirrors the architecture of Phoenix.LiveView.TagEngine.Tokenizer
and of nft's own src/scanner.l: an explicit stack of
start conditions (lex states) lets context-sensitive
constructs add a new state without disturbing the rest of the
lexer.
The conditions in play:
	:default — top-level lexing of keywords, identifiers,
literals, operators, punctuation, statement separators.
	:line_comment — # to end of line.
	:block_comment — /* ... */; supports nesting (nft itself
doesn't, but supporting nesting costs ~5 lines and prevents
a real footgun on hand-edited files).
	:string — "..." with \\/\"/\n/\t/\r/\0
escapes. (String-internal Elixir interpolation is not yet
supported — it'll push :elixir_expr from :string when
added, no other change required.)
	:elixir_expr — only enterable when the :interpolation?
option is true. Scans an Elixir expression up to the
matching }, skipping } characters that appear inside
strings/charlists/comments inside the expression.

Token shape
Each token is a 2- or 3-tuple:
{:kind, meta}                # punctuation with no payload
{:kind, value, meta}         # everything else
where meta is %{line: pos_integer(), column: pos_integer()}
pointing at the start of the token.
Identifiers are emitted as {:identifier, "name", meta} — the
parser decides which names are keywords. (Pattern-matching on
binaries is ergonomic in Elixir; this avoids a 200-entry
keyword table here.)
Statement separators
In nft syntax, statements inside a { ... } body are separated
by either ; or a newline. To keep parsing simple, the
tokenizer emits a single :stmt_sep token for every ; and
for every (possibly multi-line) run of newlines, collapsing
consecutive separators into one. Newlines that appear inside
brackets are still emitted — the parser ignores spurious
separators in positions where they're not meaningful.
Line continuations (\\\n) are consumed silently.
Numeric / address literals
Network primitives need a small lookahead to disambiguate:
	0x... / 0X... — hex integer.
	0b... / 0B... — binary integer.
	\d+ followed by no . or : or / — plain decimal integer.
	\d+\.\d+\.\d+\.\d+ — IPv4 literal (optional /N CIDR).
	IPv6: any run starting with hex chars that contains : and
whose contents are valid IPv6 syntax.
	MAC: six 2-char hex octets joined by :.

Identifiers that happen to begin with hex letters (e.g. eth0
or even fe80) are still tagged as identifiers when not
followed by :. If the identifier is all-hex and followed by
: plus a hex char, the lexer rewinds and re-scans as an
IPv6/MAC literal.
Errors
Anything the tokenizer can't classify raises a
Linx.NFT.ParseError with {file, line, column} and the
offending source line. The caller (sigil macro, parse/1,
parse_file/1) catches and either re-raises (compile-time) or
returns {:error, %ParseError{}}.
Extensibility
All architectural decisions here were chosen for incremental
extension, since the supported grammar is the common ~85%
subset and the long tail of nft constructs (synproxy, secmark,
osf, fib, jhash, advanced ct, dup/fwd, tproxy, xfrm, tunnel) will
be added per-construct over time. Each addition becomes:
	(Optional) a new start condition pushed from somewhere in
:default — add a clause and a step function.
	(Optional) a new token kind — extend the @type token
union and the parser's pattern matches.

The stack discipline means none of these touch existing
conditions.
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        tokenize(source, opts \\ [])

      


        Tokenizes source into a flat list of tokens.
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      token()



        
          
        

    

  


  

      

          @type token() ::
  {:identifier, String.t(), token_meta()}
  | {:integer, integer(), token_meta()}
  | {:string, String.t(), token_meta()}
  | {:ipv4, String.t(), token_meta()}
  | {:ipv6, String.t(), token_meta()}
  | {:mac, String.t(), token_meta()}
  | {:cidr_v4, String.t(), token_meta()}
  | {:cidr_v6, String.t(), token_meta()}
  | {:elixir_expr, String.t(), token_meta()}
  | {:stmt_sep, token_meta()}
  | {atom(), token_meta()}


      



  



  
    
      
    
    
      token_meta()



        
          
        

    

  


  

      

          @type token_meta() :: %{line: pos_integer(), column: pos_integer()}
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      tokenize(source, opts \\ [])



        
          
        

    

  


  

      

          @spec tokenize(
  String.t(),
  keyword()
) :: {:ok, [token()]} | {:error, Linx.NFT.ParseError.t()}


      


Tokenizes source into a flat list of tokens.
Options
	:file — source filename for error messages
(default "nofile").
	:line — starting line number (default 1); useful when
called from a ~NFT sigil with __CALLER__.line to make
error locations line up with the surrounding .ex source.
	:column — starting column number (default 1).
	:interpolation? — whether to recognize #{...} Elixir
interpolation (default false). The sigil sets this to
true; parse/1 / parse_file/1 leave it false.

Returns {:ok, tokens} or {:error, %Linx.NFT.ParseError{}}.
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Netlink for Elixir — a client for the Linux kernel's AF_NETLINK interface.
Netlink is how userspace talks to many kernel subsystems: the networking
stack (rtnetlink), and — through generic netlink — WireGuard, nl80211 and
more. Linx.Netlink speaks it directly, encoding and decoding messages in
Elixir; a small NIF handles the one thing the BEAM cannot do safely on its
own — entering another network namespace.
The library is layered, lower layers ignorant of higher ones:
	Linx.Netlink.Socket — an AF_NETLINK socket in a chosen network
namespace, for any netlink protocol family.
	Linx.Netlink.Message / Linx.Netlink.Attr — the pure wire codec: the
nlmsghdr envelope and the type-length-value attributes inside it.
	Linx.Netlink.Request — sends a request and collects the kernel's
reply, including multipart dumps.
	Linx.Netlink.Constants — the core netlink constants every family
shares.
	Linx.Netlink.Codec — a DSL for declaring a message's wire format; the
per-family codecs are built with it.

Each protocol family then lives in its own namespace. The first is
rtnetlink — the kernel's networking interface — under Linx.Netlink.Rtnl.
Example
# List the host's network interfaces.
{:ok, sock} = Linx.Netlink.Rtnl.open()
{:ok, links} = Linx.Netlink.Rtnl.Link.list(sock)
:ok = Linx.Netlink.Socket.close(sock)
Protocol families
Two protocol families are supported: rtnetlink (Linx.Netlink.Rtnl —
links, addresses, routes, neighbours, rules) and nfnetlink
(Linx.Netlink.Nfnl — the transport under Linx.Netfilter). The
wire layers (Socket, Message, Attr, Request, Codec) are
family-agnostic and shared across both. A concurrent-request
connection process, a multicast monitor, and generic netlink
(NETLINK_GENERIC) are future work.
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Encoding and decoding of netlink attributes — the type-length-value (TLV)
elements that carry a message's variable-length data.
This is a generic codec: it knows the TLV wire format (struct rtattr —
include/uapi/linux/rtnetlink.h) but nothing about what any attribute
means. An attribute is a {type, value} pair — a 16-bit integer type and
a raw binary payload — and a list of them is what this module encodes and
decodes. Interpreting a type, or a value's shape, belongs to the per-message
codec above this layer.
The TLV pair is deliberately a tuple, not a struct: it is a wire primitive,
not domain data. The named-field structs (Linx.Netlink.Message, and the
per-resource structs above it) model the domain.
Nested attributes — an attribute whose payload is itself a list of
attributes — need no special support: encode/1 the inner list and pass the
result as the outer attribute's value; on decode, decode/1 the value of an
attribute already known to be nested.
One attribute on the wire:
0      2      4
+------+------+------ ... ------+- ... -+
| len  | type |     payload     |  pad  |
+------+------+------ ... ------+- ... -+
len (native byte order, as everywhere in netlink) covers the 4-byte header
and the payload but not the padding; each attribute is zero-padded to the
next 4-byte boundary.
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        decode(binary)

      


        Decodes a binary into its list of {type, value} attributes, in order.



    


    
      
        encode(attrs)

      


        Encodes a list of {type, value} attributes into a binary.
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          @type attr() :: {type :: 0..65535, value :: binary()}
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      decode(binary)



        
          
        

    

  


  

      

          @spec decode(binary()) :: [attr()]


      


Decodes a binary into its list of {type, value} attributes, in order.
value is the raw payload, with the header and padding stripped. A trailing
run too short to be an attribute header is treated as alignment padding and
ignored. Raises ArgumentError if an attribute's declared length is
inconsistent with the data.

  



  
    
      
    
    
      encode(attrs)



        
          
        

    

  


  

      

          @spec encode([{0..65535, iodata()}]) :: binary()


      


Encodes a list of {type, value} attributes into a binary.
value is any iodata; for a nested attribute, pass encode/1 of the inner
list. Attributes appear in the result in list order.
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A small DSL for defining netlink message codecs.
Every netlink message body has the same shape — a fixed C-struct header
followed by a stream of type-length-value attributes. A module that uses
this one declares that shape in a codec block, and gets a struct plus an
encode/1 and a decode/1 generated for it:
defmodule MyMessage do
  use Linx.Netlink.Codec

  codec do
    header do
      field :family, :u8
      pad 1
      field :index, :s32
    end

    attr 1, :name, :string
    attr 2, :mtu, :u32
  end

  # hand-written verbs may follow — the struct is already defined
end
encode/1 turns a %MyMessage{} into a message body; decode/1 turns a
body back into a struct. Header fields default to 0; an attribute field is
nil when absent, and a nil field is omitted on encode.
The whole definition is one codec block so the struct is defined right
there, before any hand-written functions below it can refer to it.
This module is the reference codec backend: the generated encode/1 and
decode/1 are thin wrappers over one shared engine driven by the declared
schema. The schema is also exposed as data through the generated
__codec__/0 — the seam a future kernel-YAML-driven front end would target.
Field and attribute types
Scalars :u8, :u16, :u32, :u64, :s8, :s16, :s32; :string (a
NUL-terminated string); :binary (raw bytes).
The escape hatches
An attribute's type may also be:
	a module that exports encode/1 and decode/1. Pointed at another
Linx.Netlink.Codec module it covers a nested attribute set; pointed at
a hand-written module it covers any value whose wire form a primitive
cannot express.
	a dispatch table:
{:dispatch, :other_field, %{"k1" => Mod1, "k2" => Mod2, …}}. The
sub-codec is chosen at encode and decode time from the current value
of :other_field — a sibling attribute on the same struct. The
dispatching field must be declared before the dispatched one, so its
value is in hand by the time the latter is processed.

Both let the DSL handle the regular case and step aside, to module-level
code, for the rest.
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        codec(list)

      


        Declares a message codec: a header block of field/2 and pad/1 calls,
and attr/3 declarations. Generates the struct, encode/1 and decode/1.
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      codec(list)
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Declares a message codec: a header block of field/2 and pad/1 calls,
and attr/3 declarations. Generates the struct, encode/1 and decode/1.
A codec with no header block is a bare attribute set — the shape a nested
attribute takes.
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Family-agnostic netlink constants — values from the core netlink ABI
(include/uapi/linux/netlink.h) that every protocol family shares.
Each constant is a zero-arity macro that expands to a literal integer, so it
can be used anywhere a literal can: building messages, in guards, and in
binary pattern matches. import Linx.Netlink.Constants to use the bare
names.
Protocol-family constants (RTM_*, IFLA_*, …) do not belong here; they
live in their family's namespace, e.g. Linx.Netlink.Rtnl.
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        nlm_f_ack()

      


        NLM_F_ACK — request an acknowledgement (NLMSG_ERROR with errno 0).



    


    
      
        nlm_f_append()

      


        NLM_F_APPEND — append to the end of the object list.



    


    
      
        nlm_f_atomic()

      


        NLM_F_ATOMIC — return an atomic snapshot of the table.



    


    
      
        nlm_f_create()

      


        NLM_F_CREATE — create the object if it does not exist.



    


    
      
        nlm_f_dump()

      


        NLM_F_DUMP — dump the table (NLM_F_ROOT ||| NLM_F_MATCH).



    


    
      
        nlm_f_dump_intr()

      


        NLM_F_DUMP_INTR — a dump was interrupted by a change and is inconsistent.



    


    
      
        nlm_f_echo()

      


        NLM_F_ECHO — echo this request back to the sender.



    


    
      
        nlm_f_excl()

      


        NLM_F_EXCL — fail if the object already exists.



    


    
      
        nlm_f_match()

      


        NLM_F_MATCH — return all entries matching the request criteria.



    


    
      
        nlm_f_multi()

      


        NLM_F_MULTI — one of a multipart series, terminated by NLMSG_DONE.



    


    
      
        nlm_f_replace()

      


        NLM_F_REPLACE — replace an existing matching object.



    


    
      
        nlm_f_request()

      


        NLM_F_REQUEST — the message is a request.



    


    
      
        nlm_f_root()

      


        NLM_F_ROOT — return the whole table rather than a single entry.



    


    
      
        nlmsg_done()

      


        NLMSG_DONE — terminates a multipart message series.



    


    
      
        nlmsg_error()

      


        NLMSG_ERROR — an error report, or (errno 0) an acknowledgement.



    


    
      
        nlmsg_min_type()

      


        NLMSG_MIN_TYPE — the first message type available to protocol families.



    


    
      
        nlmsg_noop()

      


        NLMSG_NOOP — no-op; the message should be skipped.



    


    
      
        nlmsg_overrun()

      


        NLMSG_OVERRUN — data was lost; the socket is out of sync.
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        (macro)


        
          
        

    

  


  

NLM_F_ACK — request an acknowledgement (NLMSG_ERROR with errno 0).

  



  
    
      
    
    
      nlm_f_append()


        (macro)


        
          
        

    

  


  

NLM_F_APPEND — append to the end of the object list.

  



  
    
      
    
    
      nlm_f_atomic()


        (macro)


        
          
        

    

  


  

NLM_F_ATOMIC — return an atomic snapshot of the table.

  



  
    
      
    
    
      nlm_f_create()


        (macro)


        
          
        

    

  


  

NLM_F_CREATE — create the object if it does not exist.

  



  
    
      
    
    
      nlm_f_dump()


        (macro)


        
          
        

    

  


  

NLM_F_DUMP — dump the table (NLM_F_ROOT ||| NLM_F_MATCH).

  



  
    
      
    
    
      nlm_f_dump_intr()


        (macro)


        
          
        

    

  


  

NLM_F_DUMP_INTR — a dump was interrupted by a change and is inconsistent.

  



  
    
      
    
    
      nlm_f_echo()


        (macro)


        
          
        

    

  


  

NLM_F_ECHO — echo this request back to the sender.

  



  
    
      
    
    
      nlm_f_excl()


        (macro)


        
          
        

    

  


  

NLM_F_EXCL — fail if the object already exists.

  



  
    
      
    
    
      nlm_f_match()


        (macro)


        
          
        

    

  


  

NLM_F_MATCH — return all entries matching the request criteria.

  



  
    
      
    
    
      nlm_f_multi()


        (macro)


        
          
        

    

  


  

NLM_F_MULTI — one of a multipart series, terminated by NLMSG_DONE.

  



  
    
      
    
    
      nlm_f_replace()


        (macro)


        
          
        

    

  


  

NLM_F_REPLACE — replace an existing matching object.
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        (macro)


        
          
        

    

  


  

NLM_F_REQUEST — the message is a request.

  



  
    
      
    
    
      nlm_f_root()


        (macro)


        
          
        

    

  


  

NLM_F_ROOT — return the whole table rather than a single entry.

  



  
    
      
    
    
      nlmsg_done()


        (macro)


        
          
        

    

  


  

NLMSG_DONE — terminates a multipart message series.

  



  
    
      
    
    
      nlmsg_error()
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NLMSG_ERROR — an error report, or (errno 0) an acknowledgement.

  



  
    
      
    
    
      nlmsg_min_type()


        (macro)


        
          
        

    

  


  

NLMSG_MIN_TYPE — the first message type available to protocol families.

  



  
    
      
    
    
      nlmsg_noop()


        (macro)


        
          
        

    

  


  

NLMSG_NOOP — no-op; the message should be skipped.

  



  
    
      
    
    
      nlmsg_overrun()


        (macro)


        
          
        

    

  


  

NLMSG_OVERRUN — data was lost; the socket is out of sync.

  


        

      


  

  
    
    Linx.Netlink.Error - Linx v0.2.0
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An error returned by the kernel in response to a netlink request.
Built from an NLMSG_ERROR reply: code is the kernel's positive errno,
errno is its POSIX name as an atom (:enodev, :einval, …), and
message is the human-readable string the kernel attached via extended ack
(NLMSGERR_ATTR_MSG) — nil if the kernel did not provide one. Extended
ack is enabled per socket by Linx.Netlink.Socket.open/2 (Linux ≥ 4.12).
Returned in the error tuple by every netlink verb, e.g.
{:error, %Linx.Netlink.Error{errno: :enodev}} = Link.get(socket, "nope0")
No :operation field
Unlike the filesystem/procfs-backed error structs (Linx.Cgroup.Error,
Linx.Mount.Error, …), this struct carries no :operation. A netlink
error returns straight from the verb the caller invoked, so the operation
is already known at the call site — and the kernel's extended-ack
message is a richer, self-describing diagnostic than a synthetic
operation tag would be. from_errno/2 is named for what it takes — a
numeric wire errno, not a POSIX atom — which is why it differs from the
from_posix/_ constructors elsewhere in Linx.
This module also implements Exception so an error can be raised, or
rendered with Exception.message/1.
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        t()

      


    





  
    Functions
  


    
      
        from_errno(code, message \\ nil)

      


        Builds an error from a positive errno code and an optional kernel-supplied
message (the NLMSGERR_ATTR_MSG string).
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          @type t() :: %Linx.Netlink.Error{
  __exception__: true,
  code: pos_integer(),
  errno: atom(),
  message: binary() | nil
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      from_errno(code, message \\ nil)



        
          
        

    

  


  

      

          @spec from_errno(pos_integer(), binary() | nil) :: t()


      


Builds an error from a positive errno code and an optional kernel-supplied
message (the NLMSGERR_ATTR_MSG string).

  


        

      


  

  
    
    Linx.Netlink.Message - Linx v0.2.0
    
    

    


  
  

    
Linx.Netlink.Message 
    



      
A netlink message — the nlmsghdr header (include/uapi/linux/netlink.h)
and its payload — and the framing codec for it.
Every netlink message, of every protocol family, has the same 16-byte
header:
0       4      6      8            12            16
+-------+------+------+------------+------------+----- ... -----+
|  len  | type | flags|    seq     |    pid     |    payload    |
+-------+------+------+------------+------------+----- ... -----+
All fields are in native byte order; len covers the header and payload.
This module frames a message for sending and splits a received buffer back
into messages. It does not interpret type — that is a protocol family's
job — beyond using each message's len to find the next one.
A single receive can carry several messages — notably a multipart dump
batch — so decode/1 returns a list.
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        t()

      


    





  
    Functions
  


    
      
        decode(binary)

      


        Decodes a received buffer into its list of messages, in order.



    


    
      
        encode(message)

      


        Encodes a message into its on-the-wire binary, computing nlmsg_len.
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      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Netlink.Message{
  flags: 0..65535,
  payload: binary(),
  pid: non_neg_integer(),
  seq: non_neg_integer(),
  type: 0..65535
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      decode(binary)



        
          
        

    

  


  

      

          @spec decode(binary()) :: [t()]


      


Decodes a received buffer into its list of messages, in order.
A trailing run too short to form a header is ignored (alignment padding).
Raises ArgumentError if a message's nlmsg_len overruns the buffer.

  



  
    
      
    
    
      encode(message)



        
          
        

    

  


  

      

          @spec encode(t()) :: binary()


      


Encodes a message into its on-the-wire binary, computing nlmsg_len.
The result is padded to the 4-byte alignment boundary, so encoded messages
concatenate into a valid multi-message buffer.
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The synchronous request engine: send one netlink request and collect the
kernel's reply.
talk/4 handles all three reply shapes uniformly:
	an acknowledgement — a single NLMSG_ERROR with errno 0, returned by
a request that carried NLM_F_ACK;
	a single reply — one data message answering a non-dump request;
	a dump — a multipart series of data messages (NLM_F_MULTI),
terminated by NLMSG_DONE.

It allocates a fresh sequence number per request from the socket's counter,
and accepts only replies that echo it back — so a stale reply, or an
unsolicited multicast notification, cannot be mistaken for the answer.
The module is synchronous and holds no state of its own: a later connection
process can reuse the same logic to drive a socket it owns.
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        talk(socket, type, flags, payload \\ <<>>)

      


        Sends a request and returns the kernel's reply.
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      talk(socket, type, flags, payload \\ <<>>)



        
          
        

    

  


  

      

          @spec talk(Linx.Netlink.Socket.t(), 0..65535, non_neg_integer(), iodata()) ::
  {:ok, [Linx.Netlink.Message.t()]} | {:error, term()}


      


Sends a request and returns the kernel's reply.
type and payload are the message type and body. flags are extra
nlmsghdr flags — NLM_F_ACK, NLM_F_DUMP, and so on; NLM_F_REQUEST is
added automatically.
Returns {:ok, messages} with the data messages of the reply (an empty list
for a bare acknowledgement), or {:error, reason}. A kernel error is
{:error, %Linx.Netlink.Error{}}.
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An AF_NETLINK socket, opened in a chosen network namespace.
A netlink socket is bound for its whole life to the network namespace it was
created in. open/2 selects that namespace:
	:host — the BEAM's own network namespace.
	{:pid, pid} / {:path, path} — another network namespace. The BEAM
cannot setns on a scheduler thread, so Linx.Netlink.Socket.Native
does it on a throwaway thread and hands back the fd, which :socket
adopts.

protocol is the netlink protocol number — NETLINK_ROUTE,
NETLINK_GENERIC, and so on — so one socket type serves every netlink
family.
The struct carries an :atomics sequence counter. Netlink echoes a
request's sequence number back in its reply; next_seq/1 hands out a fresh
one per request so a stale or unsolicited message can't be mistaken for the
current reply. The counter is mutable shared state, so a %Socket{} works
correctly whether driven synchronously by one process or, later, owned by a
connection process.
Close every socket with close/1 when done.
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    Functions
  


    
      
        add_membership(socket, group)

      


        Joins a netlink multicast group on socket.



    


    
      
        close(socket)

      


        Closes a socket from open/2.



    


    
      
        drop_membership(socket, group)

      


        Leaves a multicast group joined via add_membership/2.



    


    
      
        next_seq(socket)

      


        Returns the next netlink sequence number for socket.



    


    
      
        open(protocol, netns \\ :host)

      


        Opens a netlink socket of protocol in network namespace netns.



    


    
      
        set_rcvbuf(socket, bytes)

      


        Sets the socket receive buffer size (SO_RCVBUF) in bytes.
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      netns()



        
          
        

    

  


  

      

          @type netns() :: :host | {:pid, pos_integer()} | {:path, binary()}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Netlink.Socket{
  netns: netns(),
  protocol: non_neg_integer(),
  seq: :atomics.atomics_ref(),
  socket: :socket.socket()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add_membership(socket, group)



        
          
        

    

  


  

      

          @spec add_membership(t(), pos_integer()) :: :ok | {:error, term()}


      


Joins a netlink multicast group on socket.
Subsequent reads will receive multicast events for group (a
protocol-family-specific group number — NFNLGRP_NFTABLES = 7
for nfnetlink ruleset events, RTNLGRP_LINK = 1 for rtnetlink
link events, etc.).

  



  
    
      
    
    
      close(socket)



        
          
        

    

  


  

      

          @spec close(t()) :: :ok


      


Closes a socket from open/2.

  



  
    
      
    
    
      drop_membership(socket, group)



        
          
        

    

  


  

      

          @spec drop_membership(t(), pos_integer()) :: :ok | {:error, term()}


      


Leaves a multicast group joined via add_membership/2.

  



  
    
      
    
    
      next_seq(socket)



        
          
        

    

  


  

      

          @spec next_seq(t()) :: pos_integer()


      


Returns the next netlink sequence number for socket.
Sequence numbers start at 1; 0 is reserved for unsolicited kernel messages,
so a reply bearing seq 0 is never an answer to one of our requests.

  



    

  
    
      
    
    
      open(protocol, netns \\ :host)



        
          
        

    

  


  

      

          @spec open(non_neg_integer(), netns()) :: {:ok, t()} | {:error, term()}


      


Opens a netlink socket of protocol in network namespace netns.
Returns {:ok, socket} or {:error, reason}. Pass the socket to the rest
of Linx.Netlink, and close/1 it when done.

  



  
    
      
    
    
      set_rcvbuf(socket, bytes)



        
          
        

    

  


  

      

          @spec set_rcvbuf(t(), pos_integer()) :: :ok | {:error, term()}


      


Sets the socket receive buffer size (SO_RCVBUF) in bytes.
For multicast monitors that may face heavy churn, a larger
buffer reduces the chance of ENOBUFS overflow. The kernel
silently clamps to its net.core.rmem_max ceiling — use
SO_RCVBUFFORCE (requires CAP_NET_ADMIN) to override.
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Linx.Netlink.Socket.Native 
    



      
The native half of Linx.Netlink.Socket: opens an AF_NETLINK socket
inside a given network namespace.
This is a NIF (c_src/netlink_socket.c), loaded into the BEAM. It exists
because Linx.Netlink is otherwise pure Elixir: the BEAM can open and drive
a netlink socket itself, but only in its own network namespace. Reaching
another netns needs setns(2), which acts per-thread — unsafe to run on a
BEAM scheduler, where it would strand unrelated work in the wrong namespace.
open_in_netns/2 does the setns on a private, throwaway thread that opens
the socket and then exits. A socket is permanently bound to the netns that
was current when it was created, so the fd outlives the thread and is usable
from any BEAM thread afterward.
The result is a raw integer fd. The caller adopts it — typically with
:socket.open/1 — and is then responsible for closing it.

      


      
        Summary


  
    Functions
  


    
      
        bind_netlink(fd, groups)

      


        Binds a netlink socket fd to nl_pid = 0 (kernel-auto-assigned)
with the given group-membership bitmask.



    


    
      
        close_fd(fd)

      


        Closes a descriptor returned by open_in_netns/2.



    


    
      
        open_in_netns(netns_path, protocol)

      


        Opens a netlink socket of protocol inside the network namespace named by
netns_path and returns {:ok, fd} — a raw, netns-pinned file descriptor.



    





      


      
        Functions


        


  
    
      
    
    
      bind_netlink(fd, groups)



        
          
        

    

  


  

      

          @spec bind_netlink(non_neg_integer(), non_neg_integer()) :: :ok | {:error, integer()}


      


Binds a netlink socket fd to nl_pid = 0 (kernel-auto-assigned)
with the given group-membership bitmask.
Erlang's :socket.bind/2 does not accept netlink sockaddr_nl,
so the bind goes through this NIF. Use groups = 0 for a plain
bind (e.g. to enable multicast reception via
NETLINK_ADD_MEMBERSHIP setsockopt later — the socket must be
bound to receive multicast events at all).

  



  
    
      
    
    
      close_fd(fd)



        
          
        

    

  


  

      

          @spec close_fd(non_neg_integer()) :: :ok


      


Closes a descriptor returned by open_in_netns/2.
Needed only on the error path where :socket.open/1 declines to adopt the
fd, leaving it owned by Elixir rather than by a socket object. On the normal
path the adopting socket owns the fd and closes it. Always returns :ok.

  



  
    
      
    
    
      open_in_netns(netns_path, protocol)



        
          
        

    

  


  

      

          @spec open_in_netns(binary(), non_neg_integer()) ::
  {:ok, non_neg_integer()} | {:error, {atom(), integer()}}


      


Opens a netlink socket of protocol inside the network namespace named by
netns_path and returns {:ok, fd} — a raw, netns-pinned file descriptor.
netns_path names a network-namespace file: typically /proc/<pid>/ns/net,
or /proc/self/ns/net for the BEAM's own (host) network namespace.
protocol is the netlink protocol number passed to socket(2) — e.g.
NETLINK_ROUTE (0) or NETLINK_GENERIC (16).
On failure returns {:error, {stage, errno}}, where stage is :open,
:setns, :socket or :thread and errno is the integer error number of
the failing step.
The returned fd belongs to the caller and is not closed by this module.
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Linx.Netlink.Nfnl 
    



      
nfnetlink (NETLINK_NETFILTER) — the kernel's netfilter-control
interface: nf_tables (the modern firewall), conntrack, NFLOG, NFQUEUE.
This is the second Linx.Netlink protocol family (after
Linx.Netlink.Rtnl). nfnetlink multiplexes several sub-subsystems
inside one netlink family — identified by the high byte of
nlmsghdr.type (subsys_id). The map (include/uapi/linux/netfilter/nfnetlink.h):
	subsys_id	Name	Linx module
	1	CTNETLINK	Linx.Netfilter.Conntrack (future)
	3	QUEUE	Linx.Netfilter.Queue (future)
	4	ULOG	Linx.Netfilter.Log (NFLOG)
	10	NFTABLES	Linx.Netfilter core
	12	HOOK	(deferred)

Open a socket with open/1 and pass it to the appropriate higher-level
module (Linx.Netfilter, eventually Linx.Netfilter.{Conntrack,Log,Queue}).
Codec helpers — nfgenmsg header encoding, subsys-id multiplexing on
nlmsghdr.type, batched-transaction envelope (NFNL_MSG_BATCH_BEGIN /
NFNL_MSG_BATCH_END), and the NFT_MSG_GETGEN / NEWGEN codec — live
in Linx.Netlink.Nfnl.Codec. The batch/2 request engine below
drives nf_tables mutating transactions on top of those primitives.
The NFTABLES sub-subsystem (id 10) is driven by Linx.Netfilter;
CTNETLINK / QUEUE / HOOK are future families.

      


      
        Summary


  
    Functions
  


    
      
        batch(socket, inner_messages, subsys \\ :nftables, opts \\ [])

      


        Sends a batched nf_tables transaction.



    


    
      
        open(netns \\ :host)

      


        Opens an nfnetlink socket in network namespace netns.



    





      


      
        Functions


        


    

    

  
    
      
    
    
      batch(socket, inner_messages, subsys \\ :nftables, opts \\ [])



        
          
        

    

  


  

      

          @spec batch(
  Linx.Netlink.Socket.t(),
  [Linx.Netlink.Message.t()],
  atom() | 0..255,
  keyword()
) ::
  :ok | {:error, {non_neg_integer(), Linx.Netlink.Error.t()} | term()}


      


Sends a batched nf_tables transaction.
Wraps inner_messages between a NFNL_MSG_BATCH_BEGIN envelope
targeting subsys (default :nftables) and a NFNL_MSG_BATCH_END,
assigns sequence numbers, ORs NLM_F_REQUEST | NLM_F_ACK onto every
inner message, sends the whole batch in one sendmsg(2), and
collects per-message ACK / error responses until every inner
message has been accounted for.
Returns :ok if every inner message was accepted, or
{:error, {batch_seq, %Linx.Netlink.Error{}}} for the first
inner message the kernel rejected. batch_seq is the
1-indexed position of the offending message within
inner_messages (the BATCH_BEGIN envelope is position 0; not
returned).
The envelope messages do not themselves get ACKs from the kernel —
BATCH_BEGIN merely opens the transaction, BATCH_END commits it.
Per-inner-message validation errors are returned during the prep
phase; commit-time failures (e.g. BATCH_GENID mismatch)
surface here too, attributed to the inner message that triggered
them.
Each call allocates fresh sequence numbers from the socket's
counter, so concurrent users of the same socket cannot collide.

  



    

  
    
      
    
    
      open(netns \\ :host)



        
          
        

    

  


  

      

          @spec open(Linx.Netlink.Socket.netns()) ::
  {:ok, Linx.Netlink.Socket.t()} | {:error, term()}


      


Opens an nfnetlink socket in network namespace netns.
See Linx.Netlink.Socket.open/2 for the netns forms (:host,
{:pid, n}, {:path, p}). Close the socket with
Linx.Netlink.Socket.close/1.
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Linx.Netlink.Nfnl.Codec 
    



      
Wire-format helpers for nfnetlink (NETLINK_NETFILTER, protocol 12).
Three pieces of nfnetlink machinery live here:
1. The nfgenmsg header
Every nfnetlink message body starts with a fixed 4-byte header
(include/uapi/linux/netfilter/nfnetlink.h):
struct nfgenmsg {
  __u8  nfgen_family;  /* AF_* address family */
  __u8  version;       /* NFNETLINK_V0 = 0 */
  __be16 res_id;       /* subsystem-specific, BIG-ENDIAN on the wire */
};
Linx.Netlink.Codec defaults to native byte order, but res_id is
documented as __be16 and is interpreted that way by the kernel —
notably as the target subsystem id on NFNL_MSG_BATCH_BEGIN /
_END and as the group number for NFNL_SUBSYS_ULOG config
messages. encode_nfgenmsg/3 and decode_nfgenmsg/1 handle the
byte-order asymmetry directly so the generic codec stays
byte-order-uniform.
2. Subsys-id multiplexing on nlmsghdr.type
Inside nfnetlink, the netlink message type is
(subsys_id << 8) | msg_type — the high byte selects which
sub-subsystem the message targets, the low byte selects the operation
within that subsystem. nlmsg_type/2 and split_type/1 are the
conversion helpers; subsys_* constants are the well-known subsys
ids.
3. Batched transactions
Every nf_tables ruleset mutation must sit between an
NFNL_MSG_BATCH_BEGIN and an NFNL_MSG_BATCH_END (the global
envelope types 0x10 / 0x11, defined in nfnetlink.h). The kernel
applies the inner messages atomically or rejects the batch whole.
batch_begin/1..2 and batch_end/1 produce the envelope messages —
the caller stitches them around the inner request stream.
Why this is its own module, not part of Linx.Netlink.Codec
The general codec is byte-order-uniform (native) and per-family
agnostic. nfnetlink's __be16 res_id and high-byte subsys
multiplexing are netfilter-specific quirks; keeping them here keeps
the shared codec clean.

      


      
        Summary


  
    Functions
  


    
      
        batch_begin(subsys, opts \\ [])

      


        Constructs a NFNL_MSG_BATCH_BEGIN envelope message targeting the
named sub-subsystem.



    


    
      
        batch_end(subsys)

      


        Constructs a NFNL_MSG_BATCH_END envelope message closing the batch.



    


    
      
        decode_nfgenmsg(arg1)

      


        Decodes the leading 4 bytes of a binary as a nfgenmsg header.



    


    
      
        encode_nfgenmsg(family \\ :unspec, res_id \\ 0)

      


        Encodes a 4-byte nfgenmsg header.



    


    
      
        get_gen(socket)

      


        Sends NFT_MSG_GETGEN and returns the kernel's reply.



    


    
      
        nfproto(atom)

      


        NFPROTO_* address-family constants for the nfgen_family header
field.



    


    
      
        nlmsg_type(subsys, msg_type)

      


        Packs a nfnetlink (subsys_id, msg_type) pair into the 16-bit
nlmsghdr.type the wire format uses.



    


    
      
        split_type(type)

      


        Splits a nlmsghdr.type from nfnetlink back into {subsys_id, msg_type}.



    


    
      
        subsys_ctnetlink()

      


        NFNL_SUBSYS_CTNETLINK — the conntrack sub-subsystem id (1).



    


    
      
        subsys_nftables()

      


        NFNL_SUBSYS_NFTABLES — the nf_tables sub-subsystem id (10).



    


    
      
        subsys_queue()

      


        NFNL_SUBSYS_QUEUE — the NFQUEUE sub-subsystem id (3).



    


    
      
        subsys_ulog()

      


        NFNL_SUBSYS_ULOG — the NFLOG sub-subsystem id (4).



    





      


      
        Functions


        


    

  
    
      
    
    
      batch_begin(subsys, opts \\ [])



        
          
        

    

  


  

      

          @spec batch_begin(
  :nftables | :ctnetlink | :queue | :ulog | 0..255,
  keyword()
) :: Linx.Netlink.Message.t()


      


Constructs a NFNL_MSG_BATCH_BEGIN envelope message targeting the
named sub-subsystem.
Returns a %Message{} with type = NFNL_MSG_BATCH_BEGIN (0x10),
payload = the 4-byte nfgenmsg carrying the target subsys id as
res_id. Caller fills in seq before encoding.
When genid is provided, appends NFNL_BATCH_GENID (attribute id
1, u32 BE) to the payload — the kernel rejects the batch with
-ERESTART at commit time if the netns ruleset generation has
advanced since genid was read. Used by :reconcile-mode pushes
for optimistic concurrency.
Examples
# Begin a batch targeting nf_tables:
iex> msg = Linx.Netlink.Nfnl.Codec.batch_begin(:nftables)
iex> msg.type
16  # NFNL_MSG_BATCH_BEGIN
iex> msg.payload
<<0, 0, 0, 10>>  # nfgenmsg with res_id = NFNL_SUBSYS_NFTABLES (10)

  



  
    
      
    
    
      batch_end(subsys)



        
          
        

    

  


  

      

          @spec batch_end(:nftables | :ctnetlink | :queue | :ulog | 0..255) ::
  Linx.Netlink.Message.t()


      


Constructs a NFNL_MSG_BATCH_END envelope message closing the batch.
Returns a %Message{} with type = NFNL_MSG_BATCH_END (0x11). The
res_id mirrors the begin message but the kernel only acts on
end-of-batch signalling; the value is informational.

  



  
    
      
    
    
      decode_nfgenmsg(arg1)



        
          
        

    

  


  

      

          @spec decode_nfgenmsg(binary()) :: {0..255, 0..255, 0..65535, binary()}


      


Decodes the leading 4 bytes of a binary as a nfgenmsg header.
Returns {family, version, res_id, rest}. family is returned as
the raw integer (caller maps to atom if useful); res_id is decoded
from big-endian.
Raises ArgumentError if the binary is shorter than 4 bytes.

  



    

    

  
    
      
    
    
      encode_nfgenmsg(family \\ :unspec, res_id \\ 0)



        
          
        

    

  


  

      

          @spec encode_nfgenmsg(atom() | 0..255, 0..65535) :: <<_::32>>


      


Encodes a 4-byte nfgenmsg header.
family is one of the NFPROTO_* constants (see nfproto/1);
res_id is sub-subsystem-specific and is __be16 on the wire.
Defaults: family: :unspec, res_id: 0.
Examples
iex> Linx.Netlink.Nfnl.Codec.encode_nfgenmsg()
<<0, 0, 0, 0>>

# BATCH_BEGIN targeting NFTABLES (res_id = 10, big-endian):
iex> Linx.Netlink.Nfnl.Codec.encode_nfgenmsg(:unspec, 10)
<<0, 0, 0, 10>>

# NFLOG (ULOG) config for group 5000 (res_id big-endian):
iex> Linx.Netlink.Nfnl.Codec.encode_nfgenmsg(:unspec, 5000)
<<0, 0, 19, 136>>

  



  
    
      
    
    
      get_gen(socket)



        
          
        

    

  


  

      

          @spec get_gen(Linx.Netlink.Socket.t()) ::
  {:ok,
   %{
     id: non_neg_integer(),
     proc_pid: non_neg_integer() | nil,
     proc_name: String.t() | nil
   }}
  | {:error, term()}


      


Sends NFT_MSG_GETGEN and returns the kernel's reply.
The reply is a single NFT_MSG_NEWGEN message carrying NFTA_GEN_ID
(32-bit monotonic generation counter) and — when the kernel was
built with the relevant config — NFTA_GEN_PROC_PID /
NFTA_GEN_PROC_NAME attributes attributing the most recent commit.
Examples
iex> {:ok, sock} = Linx.Netlink.Nfnl.open()
iex> {:ok, gen} = Linx.Netlink.Nfnl.Codec.get_gen(sock)
iex> is_integer(gen.id) and gen.id >= 0
true

  



  
    
      
    
    
      nfproto(atom)



        
          
        

    

  


  

      

          @spec nfproto(atom()) :: 0..255


      


NFPROTO_* address-family constants for the nfgen_family header
field.

  



  
    
      
    
    
      nlmsg_type(subsys, msg_type)



        
          
        

    

  


  

      

          @spec nlmsg_type(0..255, 0..255) :: 0..65535


      


Packs a nfnetlink (subsys_id, msg_type) pair into the 16-bit
nlmsghdr.type the wire format uses.
Inside NETLINK_NETFILTER, the high byte is the sub-subsystem id
and the low byte is the operation. nlmsg_type(10, 0x10) (NFTABLES,
NEWGEN) produces 0x0a10.

  



  
    
      
    
    
      split_type(type)



        
          
        

    

  


  

      

          @spec split_type(0..65535) :: {0..255, 0..255}


      


Splits a nlmsghdr.type from nfnetlink back into {subsys_id, msg_type}.
Inverse of nlmsg_type/2.

  



  
    
      
    
    
      subsys_ctnetlink()



        
          
        

    

  


  

      

          @spec subsys_ctnetlink() :: 1


      


NFNL_SUBSYS_CTNETLINK — the conntrack sub-subsystem id (1).

  



  
    
      
    
    
      subsys_nftables()



        
          
        

    

  


  

      

          @spec subsys_nftables() :: 10


      


NFNL_SUBSYS_NFTABLES — the nf_tables sub-subsystem id (10).

  



  
    
      
    
    
      subsys_queue()



        
          
        

    

  


  

      

          @spec subsys_queue() :: 3


      


NFNL_SUBSYS_QUEUE — the NFQUEUE sub-subsystem id (3).

  



  
    
      
    
    
      subsys_ulog()



        
          
        

    

  


  

      

          @spec subsys_ulog() :: 4


      


NFNL_SUBSYS_ULOG — the NFLOG sub-subsystem id (4).
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Linx.Netlink.Rtnl 
    



      
rtnetlink (NETLINK_ROUTE) — the kernel's networking-stack interface:
links, addresses, routes and neighbours.
This is the first Linx.Netlink protocol family. Each kind of object has
its own module. Open a socket for the family with open/1 and pass it to
those modules' functions.
Example
{:ok, sock} = Linx.Netlink.Rtnl.open()
{:ok, links} = Linx.Netlink.Rtnl.Link.list(sock)
{:ok, addrs} = Linx.Netlink.Rtnl.Address.list(sock)
:ok = Linx.Netlink.Socket.close(sock)

      


      
        Summary


  
    Functions
  


    
      
        open(netns \\ :host)

      


        Opens an rtnetlink socket in network namespace netns.



    





      


      
        Functions


        


    

  
    
      
    
    
      open(netns \\ :host)



        
          
        

    

  


  

      

          @spec open(Linx.Netlink.Socket.netns()) ::
  {:ok, Linx.Netlink.Socket.t()} | {:error, term()}


      


Opens an rtnetlink socket in network namespace netns.
See Linx.Netlink.Socket.open/2 for the netns forms. Close the socket
with Linx.Netlink.Socket.close/1.
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Linx.Netlink.Rtnl.Address 
    



      
rtnetlink interface addresses — the RTM_*ADDR messages.
list/1 and list/2 read addresses; add/4 and delete/4 assign and
remove them. IPv4 and IPv6 are both supported — the address family is
detected from the IP value.
Address fields (:address, :local) on a decoded %Address{} are
Linx.IP structs, not raw bytes; they accept either an Linx.IP or a
string at the verb's input.
Example
{:ok, sock} = Rtnl.open()

:ok = Address.add(sock, "eth0", "10.0.0.5", 24)
:ok = Address.add(sock, "eth0", "fd00::5", 64)

{:ok, addrs} = Address.list(sock, "eth0")
# => [#Linx.Netlink.Rtnl.Address<10.0.0.5/24 ifindex=2>,
#     #Linx.Netlink.Rtnl.Address<fd00::5/64 ifindex=2>]

:ok = Address.delete(sock, "eth0", "10.0.0.5", 24)
The wire format — struct ifaddrmsg and the IFA_* attributes
(include/uapi/linux/if_addr.h) — is declared with the
Linx.Netlink.Codec DSL.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        add(socket, link_name, ip, prefix)

      


        Adds address ip with prefix length prefix to link link_name.



    


    
      
        decode(body)

      


        Decodes a netlink message body into a t/0.



    


    
      
        delete(socket, link_name, ip, prefix)

      


        Removes address ip/prefix from link link_name.



    


    
      
        encode(message)

      


        Encodes a t/0 into its netlink message body.



    


    
      
        list(socket)

      


        Lists every address in the socket's network namespace.



    


    
      
        list(socket, link_name)

      


        Lists the addresses on the link named link_name.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Netlink.Rtnl.Address{
  address: term(),
  family: term(),
  flags: term(),
  index: term(),
  local: term(),
  prefixlen: term(),
  scope: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add(socket, link_name, ip, prefix)



        
          
        

    

  


  

      

          @spec add(
  Linx.Netlink.Socket.t(),
  binary(),
  binary() | Linx.IP.t(),
  non_neg_integer()
) ::
  :ok | {:error, term()}


      


Adds address ip with prefix length prefix to link link_name.
ip may be a string ("10.0.0.5", "fc00::1") or a Linx.IP. The
address family is taken from the IP.

  



  
    
      
    
    
      decode(body)



        
          
        

    

  


  

      

          @spec decode(binary()) :: t()


      


Decodes a netlink message body into a t/0.

  



  
    
      
    
    
      delete(socket, link_name, ip, prefix)



        
          
        

    

  


  

      

          @spec delete(
  Linx.Netlink.Socket.t(),
  binary(),
  binary() | Linx.IP.t(),
  non_neg_integer()
) ::
  :ok | {:error, term()}


      


Removes address ip/prefix from link link_name.

  



  
    
      
    
    
      encode(message)



        
          
        

    

  


  

      

          @spec encode(t()) :: binary()


      


Encodes a t/0 into its netlink message body.

  



  
    
      
    
    
      list(socket)



        
          
        

    

  


  

      

          @spec list(Linx.Netlink.Socket.t()) :: {:ok, [t()]} | {:error, term()}


      


Lists every address in the socket's network namespace.

  



  
    
      
    
    
      list(socket, link_name)



        
          
        

    

  


  

      

          @spec list(Linx.Netlink.Socket.t(), binary()) :: {:ok, [t()]} | {:error, term()}


      


Lists the addresses on the link named link_name.
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Linx.Netlink.Rtnl.Link 
    



      
rtnetlink network links (interfaces) — the RTM_*LINK messages.
A %Link{} is a decoded interface: its index, name, link-layer type, flags,
MTU, MAC address, parent, master and kind-specific information. Read verbs
list/1 / get/2 retrieve interfaces; mutating verbs create, delete and
configure them.
Example
{:ok, sock} = Rtnl.open()

{:ok, links} = Link.list(sock)
# => [#Linx.Netlink.Rtnl.Link<"lo" (1) UP MTU=65536>,
#     #Linx.Netlink.Rtnl.Link<"eth0" (2) UP MTU=1500>]

# A veth pair: bring one end up, hand the peer to a container's netns.
:ok = Link.create_veth(sock, "ct0a", "ct0b")
:ok = Link.set_up(sock, "ct0a")
:ok = Link.move_to_netns(sock, "ct0b", container_pid)
Creating
Several kinds of virtual link are supported, each by its own constructor:
Link.create_macvlan(socket, name, parent, mode \\ :bridge)
Link.create_ipvlan (socket, name, parent, mode \\ :l3)
Link.create_veth   (socket, name, peer_name)
Link.create_vlan   (socket, name, parent, vlan_id)
Link.create_bridge (socket, name)
Link.create_dummy  (socket, name)
Configuring
set_up/2 / set_down/2 toggle IFF_UP; set_mtu/3, set_name/3,
set_address/3 and set_master/3 change the MTU, name, MAC and bridge /
bond master respectively; move_to_netns/3 hands the link to another
network namespace.
Wire format
struct ifinfomsg (include/uapi/linux/rtnetlink.h) and the IFLA_*
attributes (include/uapi/linux/if_link.h) — declared with the
Linx.Netlink.Codec DSL. IFLA_LINKINFO is itself a sub-codec
(Linx.Netlink.Rtnl.LinkInfo) whose IFLA_INFO_DATA is dispatched on the
kind value, picking the right per-kind module (LinkInfo.Macvlan,
LinkInfo.Veth, …).

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        create_bridge(socket, name)

      


        Creates an empty Linux bridge named name.



    


    
      
        create_dummy(socket, name)

      


        Creates a dummy interface named name — a loopback-like virtual link
with no real packet path, useful as a stable address holder or a test
fixture.



    


    
      
        create_ipvlan(socket, name, parent, mode \\ :l3)

      


        Creates an ipvlan link named name on parent interface parent.



    


    
      
        create_macvlan(socket, name, parent, mode \\ :bridge)

      


        Creates a macvlan link named name on parent interface parent.



    


    
      
        create_veth(socket, name, peer_name)

      


        Creates a veth pair — two interfaces named name and peer_name,
connected back-to-back.



    


    
      
        create_vlan(socket, name, parent, vlan_id)

      


        Creates an vlan sub-interface named name on parent parent carrying
802.1Q VLAN tag vlan_id (1..4094).



    


    
      
        decode(body)

      


        Decodes a netlink message body into a t/0.



    


    
      
        delete(socket, name)

      


        Deletes the link named name.



    


    
      
        encode(message)

      


        Encodes a t/0 into its netlink message body.



    


    
      
        get(socket, name)

      


        Gets the link named name.



    


    
      
        list(socket)

      


        Lists every link in the socket's network namespace.



    


    
      
        move_to_netns(socket, name, pid)

      


        Moves link name into the network namespace of process pid.



    


    
      
        set_address(socket, name, mac)

      


        Sets link name's MAC address to mac — a colon-separated hex string,
e.g. "aa:bb:cc:dd:ee:ff", or a Linx.MAC.



    


    
      
        set_down(socket, name)

      


        Brings link name administratively down (clears IFF_UP).



    


    
      
        set_master(socket, name, master_name)

      


        Enslaves link name to master_name — typically a bridge or bond.



    


    
      
        set_mtu(socket, name, mtu)

      


        Sets link name's MTU to mtu.



    


    
      
        set_name(socket, name, new_name)

      


        Renames link name to new_name.



    


    
      
        set_up(socket, name)

      


        Brings link name administratively up (sets IFF_UP).



    


    
      
        up?(link)

      


        Returns whether link is administratively up (has IFF_UP set).



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Netlink.Rtnl.Link{
  address: term(),
  change: term(),
  family: term(),
  flags: term(),
  index: term(),
  link: term(),
  linkinfo: term(),
  master: term(),
  mtu: term(),
  name: term(),
  net_ns_pid: term(),
  type: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      create_bridge(socket, name)



        
          
        

    

  


  

      

          @spec create_bridge(Linx.Netlink.Socket.t(), binary()) :: :ok | {:error, term()}


      


Creates an empty Linux bridge named name.

  



  
    
      
    
    
      create_dummy(socket, name)



        
          
        

    

  


  

      

          @spec create_dummy(Linx.Netlink.Socket.t(), binary()) :: :ok | {:error, term()}


      


Creates a dummy interface named name — a loopback-like virtual link
with no real packet path, useful as a stable address holder or a test
fixture.

  



    

  
    
      
    
    
      create_ipvlan(socket, name, parent, mode \\ :l3)



        
          
        

    

  


  

      

          @spec create_ipvlan(Linx.Netlink.Socket.t(), binary(), binary(), :l2 | :l3) ::
  :ok | {:error, term()}


      


Creates an ipvlan link named name on parent interface parent.
mode is :l3 (default) or :l2.

  



    

  
    
      
    
    
      create_macvlan(socket, name, parent, mode \\ :bridge)



        
          
        

    

  


  

      

          @spec create_macvlan(Linx.Netlink.Socket.t(), binary(), binary(), :bridge | :private) ::
  :ok | {:error, term()}


      


Creates a macvlan link named name on parent interface parent.
mode is :bridge (default) or :private.

  



  
    
      
    
    
      create_veth(socket, name, peer_name)



        
          
        

    

  


  

      

          @spec create_veth(Linx.Netlink.Socket.t(), binary(), binary()) ::
  :ok | {:error, term()}


      


Creates a veth pair — two interfaces named name and peer_name,
connected back-to-back.

  



  
    
      
    
    
      create_vlan(socket, name, parent, vlan_id)



        
          
        

    

  


  

      

          @spec create_vlan(Linx.Netlink.Socket.t(), binary(), binary(), 1..4094) ::
  :ok | {:error, term()}


      


Creates an vlan sub-interface named name on parent parent carrying
802.1Q VLAN tag vlan_id (1..4094).

  



  
    
      
    
    
      decode(body)



        
          
        

    

  


  

      

          @spec decode(binary()) :: t()


      


Decodes a netlink message body into a t/0.

  



  
    
      
    
    
      delete(socket, name)



        
          
        

    

  


  

      

          @spec delete(Linx.Netlink.Socket.t(), binary()) :: :ok | {:error, term()}


      


Deletes the link named name.

  



  
    
      
    
    
      encode(message)



        
          
        

    

  


  

      

          @spec encode(t()) :: binary()


      


Encodes a t/0 into its netlink message body.

  



  
    
      
    
    
      get(socket, name)



        
          
        

    

  


  

      

          @spec get(Linx.Netlink.Socket.t(), binary()) :: {:ok, t()} | {:error, term()}


      


Gets the link named name.
Returns {:error, %Linx.Netlink.Error{errno: :enodev}} if there is no such
interface.

  



  
    
      
    
    
      list(socket)



        
          
        

    

  


  

      

          @spec list(Linx.Netlink.Socket.t()) :: {:ok, [t()]} | {:error, term()}


      


Lists every link in the socket's network namespace.

  



  
    
      
    
    
      move_to_netns(socket, name, pid)



        
          
        

    

  


  

      

          @spec move_to_netns(Linx.Netlink.Socket.t(), binary(), pos_integer()) ::
  :ok | {:error, term()}


      


Moves link name into the network namespace of process pid.

  



  
    
      
    
    
      set_address(socket, name, mac)



        
          
        

    

  


  

      

          @spec set_address(Linx.Netlink.Socket.t(), binary(), binary() | Linx.MAC.t()) ::
  :ok | {:error, term()}


      


Sets link name's MAC address to mac — a colon-separated hex string,
e.g. "aa:bb:cc:dd:ee:ff", or a Linx.MAC.

  



  
    
      
    
    
      set_down(socket, name)



        
          
        

    

  


  

      

          @spec set_down(Linx.Netlink.Socket.t(), binary()) :: :ok | {:error, term()}


      


Brings link name administratively down (clears IFF_UP).

  



  
    
      
    
    
      set_master(socket, name, master_name)



        
          
        

    

  


  

      

          @spec set_master(Linx.Netlink.Socket.t(), binary(), binary()) ::
  :ok | {:error, term()}


      


Enslaves link name to master_name — typically a bridge or bond.

  



  
    
      
    
    
      set_mtu(socket, name, mtu)



        
          
        

    

  


  

      

          @spec set_mtu(Linx.Netlink.Socket.t(), binary(), pos_integer()) ::
  :ok | {:error, term()}


      


Sets link name's MTU to mtu.

  



  
    
      
    
    
      set_name(socket, name, new_name)



        
          
        

    

  


  

      

          @spec set_name(Linx.Netlink.Socket.t(), binary(), binary()) :: :ok | {:error, term()}


      


Renames link name to new_name.

  



  
    
      
    
    
      set_up(socket, name)



        
          
        

    

  


  

      

          @spec set_up(Linx.Netlink.Socket.t(), binary()) :: :ok | {:error, term()}


      


Brings link name administratively up (sets IFF_UP).

  



  
    
      
    
    
      up?(link)



        
          
        

    

  


  

      

          @spec up?(t()) :: boolean()


      


Returns whether link is administratively up (has IFF_UP set).

  


        

      


  

  
    
    Linx.Netlink.Rtnl.LinkInfo - Linx v0.2.0
    
    

    


  
  

    
Linx.Netlink.Rtnl.LinkInfo 
    



      
IFLA_LINKINFO — a link's kind and kind-specific data.
A bare attribute set carrying IFLA_INFO_KIND (the kind string —
"macvlan", "veth", "bridge", …) and IFLA_INFO_DATA (the kind-
specific payload, decoded by the matching sub-module).
The :info_data field is dispatched on the :kind value — the codec
DSL chooses the right sub-codec module at encode and decode time, so
%LinkInfo{kind: "macvlan", info_data: %LinkInfo.Macvlan{mode: 4}} is the
natural shape on both sides of the wire.
Kinds without per-kind data ("bridge", "dummy") simply leave
:info_data nil — the DSL's nil-omission rule keeps the attribute off
the wire.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        decode(body)

      


        Decodes a netlink message body into a t/0.



    


    
      
        encode(message)

      


        Encodes a t/0 into its netlink message body.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Netlink.Rtnl.LinkInfo{info_data: term(), kind: term()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      decode(body)



        
          
        

    

  


  

      

          @spec decode(binary()) :: t()


      


Decodes a netlink message body into a t/0.

  



  
    
      
    
    
      encode(message)



        
          
        

    

  


  

      

          @spec encode(t()) :: binary()


      


Encodes a t/0 into its netlink message body.

  


        

      


  

  
    
    Linx.Netlink.Rtnl.LinkInfo.Ipvlan - Linx v0.2.0
    
    

    


  
  

    
Linx.Netlink.Rtnl.LinkInfo.Ipvlan 
    



      
IFLA_INFO_DATA for an ipvlan link — the per-kind data inside
IFLA_LINKINFO.
An ipvlan carries a single IFLA_IPVLAN_MODE attribute (a u16 — unlike
macvlan's u32 mode); modes are L2, L3 or L3S
(include/uapi/linux/if_link.h).

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        decode(body)

      


        Decodes a netlink message body into a t/0.



    


    
      
        encode(message)

      


        Encodes a t/0 into its netlink message body.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Netlink.Rtnl.LinkInfo.Ipvlan{mode: term()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      decode(body)



        
          
        

    

  


  

      

          @spec decode(binary()) :: t()


      


Decodes a netlink message body into a t/0.

  



  
    
      
    
    
      encode(message)



        
          
        

    

  


  

      

          @spec encode(t()) :: binary()


      


Encodes a t/0 into its netlink message body.

  


        

      


  

  
    
    Linx.Netlink.Rtnl.LinkInfo.Macvlan - Linx v0.2.0
    
    

    


  
  

    
Linx.Netlink.Rtnl.LinkInfo.Macvlan 
    



      
IFLA_INFO_DATA for a macvlan link — the per-kind data inside
IFLA_LINKINFO.
A macvlan carries a single IFLA_MACVLAN_MODE attribute (a u32); the
modes are listed at include/uapi/linux/if_link.h.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        decode(body)

      


        Decodes a netlink message body into a t/0.



    


    
      
        encode(message)

      


        Encodes a t/0 into its netlink message body.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Netlink.Rtnl.LinkInfo.Macvlan{mode: term()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      decode(body)



        
          
        

    

  


  

      

          @spec decode(binary()) :: t()


      


Decodes a netlink message body into a t/0.

  



  
    
      
    
    
      encode(message)



        
          
        

    

  


  

      

          @spec encode(t()) :: binary()


      


Encodes a t/0 into its netlink message body.

  


        

      


  

  
    
    Linx.Netlink.Rtnl.LinkInfo.Veth - Linx v0.2.0
    
    

    


  
  

    
Linx.Netlink.Rtnl.LinkInfo.Veth 
    



      
IFLA_INFO_DATA for a veth link — the per-kind data inside
IFLA_LINKINFO.
veth carries one attribute, VETH_INFO_PEER, whose payload is itself
an entire RTM_*LINK message (an ifinfomsg plus IFLA_* attributes)
describing the peer end of the pair. The codec captures that exactly by
pointing the attribute at Linx.Netlink.Rtnl.Link — a %Link{} is the
type of the peer.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        decode(body)

      


        Decodes a netlink message body into a t/0.



    


    
      
        encode(message)

      


        Encodes a t/0 into its netlink message body.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Netlink.Rtnl.LinkInfo.Veth{peer: term()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      decode(body)



        
          
        

    

  


  

      

          @spec decode(binary()) :: t()


      


Decodes a netlink message body into a t/0.

  



  
    
      
    
    
      encode(message)



        
          
        

    

  


  

      

          @spec encode(t()) :: binary()


      


Encodes a t/0 into its netlink message body.

  


        

      


  

  
    
    Linx.Netlink.Rtnl.LinkInfo.Vlan - Linx v0.2.0
    
    

    


  
  

    
Linx.Netlink.Rtnl.LinkInfo.Vlan 
    



      
IFLA_INFO_DATA for a vlan link — the per-kind data inside
IFLA_LINKINFO.
A vlan carries an IFLA_VLAN_ID (a u16). Egress/ingress QoS maps and
the protocol selector are not modeled here yet.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        decode(body)

      


        Decodes a netlink message body into a t/0.



    


    
      
        encode(message)

      


        Encodes a t/0 into its netlink message body.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Netlink.Rtnl.LinkInfo.Vlan{id: term()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      decode(body)



        
          
        

    

  


  

      

          @spec decode(binary()) :: t()


      


Decodes a netlink message body into a t/0.

  



  
    
      
    
    
      encode(message)



        
          
        

    

  


  

      

          @spec encode(t()) :: binary()


      


Encodes a t/0 into its netlink message body.

  


        

      


  

  
    
    Linx.Netlink.Rtnl.Neighbour - Linx v0.2.0
    
    

    


  
  

    
Linx.Netlink.Rtnl.Neighbour 
    



      
rtnetlink neighbours — the kernel's ARP (IPv4) and NDP (IPv6) tables.
A neighbour entry maps an IP address to a link-layer (MAC) address on a
given interface. list/1 and list/2 read entries; add/4 and delete/3
install and remove them.
%Neighbour{}.dst is a Linx.IP; :lladdr is a Linx.MAC. Verbs accept
either strings or the corresponding structs.
Example
{:ok, sock} = Rtnl.open()

# A static ARP entry: 10.0.0.1 lives at this MAC on eth0.
:ok = Neighbour.add(sock, "eth0", "10.0.0.1", "52:54:00:ab:cd:ef")

{:ok, neighs} = Neighbour.list(sock, "eth0")
# => [#Linx.Netlink.Rtnl.Neighbour<10.0.0.1 -> 52:54:00:ab:cd:ef ifindex=2>]

:ok = Neighbour.delete(sock, "eth0", "10.0.0.1")
The wire format — struct ndmsg and the NDA_* attributes
(include/uapi/linux/neighbour.h) — is declared with the
Linx.Netlink.Codec DSL.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        add(socket, link_name, ip, mac)

      


        Adds a permanent neighbour entry — ip resolves to mac on link_name.



    


    
      
        decode(body)

      


        Decodes a netlink message body into a t/0.



    


    
      
        delete(socket, link_name, ip)

      


        Removes the neighbour entry for ip on link link_name.



    


    
      
        encode(message)

      


        Encodes a t/0 into its netlink message body.



    


    
      
        list(socket)

      


        Lists every neighbour entry in the socket's network namespace.



    


    
      
        list(socket, link_name)

      


        Lists the neighbour entries on link link_name.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Netlink.Rtnl.Neighbour{
  dst: term(),
  family: term(),
  flags: term(),
  ifindex: term(),
  lladdr: term(),
  state: term(),
  type: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add(socket, link_name, ip, mac)



        
          
        

    

  


  

      

          @spec add(
  Linx.Netlink.Socket.t(),
  binary(),
  binary() | Linx.IP.t(),
  binary() | Linx.MAC.t()
) ::
  :ok | {:error, term()}


      


Adds a permanent neighbour entry — ip resolves to mac on link_name.
ip may be a string or Linx.IP; mac may be a string or Linx.MAC.

  



  
    
      
    
    
      decode(body)



        
          
        

    

  


  

      

          @spec decode(binary()) :: t()


      


Decodes a netlink message body into a t/0.

  



  
    
      
    
    
      delete(socket, link_name, ip)



        
          
        

    

  


  

      

          @spec delete(Linx.Netlink.Socket.t(), binary(), binary() | Linx.IP.t()) ::
  :ok | {:error, term()}


      


Removes the neighbour entry for ip on link link_name.

  



  
    
      
    
    
      encode(message)



        
          
        

    

  


  

      

          @spec encode(t()) :: binary()


      


Encodes a t/0 into its netlink message body.

  



  
    
      
    
    
      list(socket)



        
          
        

    

  


  

      

          @spec list(Linx.Netlink.Socket.t()) :: {:ok, [t()]} | {:error, term()}


      


Lists every neighbour entry in the socket's network namespace.

  



  
    
      
    
    
      list(socket, link_name)



        
          
        

    

  


  

      

          @spec list(Linx.Netlink.Socket.t(), binary()) :: {:ok, [t()]} | {:error, term()}


      


Lists the neighbour entries on link link_name.

  


        

      


  

  
    
    Linx.Netlink.Rtnl.Route - Linx v0.2.0
    
    

    


  
  

    
Linx.Netlink.Rtnl.Route 
    



      
rtnetlink routes — the RTM_*ROUTE messages.
list/1 reads routes; add/5, add_default/3, replace/5, delete/5
and delete_default/3 install, update, and remove them. IPv4 and IPv6 are
both supported — the address family is detected from the destination and
gateway, which must agree.
Address-typed fields (:dst, :gateway) on a decoded %Route{} are
Linx.IP structs; verbs accept strings or Linx.IPs.
Options
add/5, replace/5, delete/5 (and their *_default forms) take an
options keyword:
	:table — routing table (1..2^32-1). Default 254 (the main table).
	:protocol — the route's origin tag (rtm_protocol). An integer
0..255, or one of :kernel (2), :boot (3, the default), :static
(4), :ra (9), :dhcp (16). This is the ownership marker a reconciler
uses to manage only its own routes (see the reconcile design notes).
	:metric — the route metric / RTA_PRIORITY (a u32); omitted when
not given, which the kernel treats as metric 0.

add vs replace
	add/5 uses NLM_F_CREATE | NLM_F_EXCL — it errors (:eexist) if a
matching route already exists.

	replace/5 uses NLM_F_CREATE | NLM_F_REPLACE — create-or-replace. It
installs the route if absent and overwrites it (e.g. a changed gateway)
if present. This is the idempotent upsert a reconciler applies, and the
only way to change a route's mutable attributes in place.


The two table representations
struct rtmsg's table is a u8, so tables above 255 are conveyed via the
separate RTA_TABLE attribute (mapped to :table_ext); the kernel sets the
header byte to RT_TABLE_UNSPEC in that case. target_table/1 returns the
effective table — taking :table_ext when present, falling back to :table.
Example
{:ok, sock} = Rtnl.open()

:ok = Route.add_default(sock, "10.0.0.1")
:ok = Route.add(sock, "192.168.9.0", 24, "10.0.0.254")

# Change the gateway in place (idempotent upsert):
:ok = Route.replace(sock, "192.168.9.0", 24, "10.0.0.253")

# A route in a custom table, tagged with a dedicated protocol:
:ok = Route.add(sock, "10.50.0.0", 24, "10.0.0.1", table: 100, protocol: 4)

{:ok, routes} = Route.list(sock)
{:ok, route} = Route.get(sock, "192.168.9.7")

:ok = Route.delete_default(sock, "10.0.0.1")
The wire format — struct rtmsg and the RTA_* attributes
(include/uapi/linux/rtnetlink.h) — is declared with the
Linx.Netlink.Codec DSL.

      


      
        Summary


  
    Types
  


    
      
        opts()

      


        Options for add/5, replace/5, and delete/5. See the moduledoc.



    


    
      
        t()

      


    





  
    Functions
  


    
      
        add(socket, destination, prefix, gateway, opts \\ [])

      


        Adds a route to destination/prefix via gateway.



    


    
      
        add_default(socket, gateway, opts \\ [])

      


        Adds the default route (0.0.0.0/0 for IPv4, ::/0 for IPv6) via
gateway.



    


    
      
        decode(body)

      


        Decodes a netlink message body into a t/0.



    


    
      
        delete(socket, destination, prefix, gateway, opts \\ [])

      


        Deletes the route to destination/prefix via gateway.



    


    
      
        delete_default(socket, gateway, opts \\ [])

      


        Deletes the default route via gateway.



    


    
      
        encode(message)

      


        Encodes a t/0 into its netlink message body.



    


    
      
        get(socket, destination)

      


        Looks up the route the kernel would use to reach destination.



    


    
      
        list(socket)

      


        Lists every route in the socket's network namespace.



    


    
      
        replace(socket, destination, prefix, gateway, opts \\ [])

      


        Create-or-replace: installs the route if absent, overwrites it in place
(e.g. a changed gateway) if present.



    


    
      
        target_table(route)

      


        Returns the effective routing table for a route, handling both the in-header
byte form and the RTA_TABLE extension used for tables above 255.



    





      


      
        Types


        


  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: [
  table: pos_integer(),
  protocol: 0..255 | atom(),
  metric: non_neg_integer()
]


      


Options for add/5, replace/5, and delete/5. See the moduledoc.

  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Linx.Netlink.Rtnl.Route{
  dst: term(),
  dst_len: term(),
  family: term(),
  flags: term(),
  gateway: term(),
  oif: term(),
  priority: term(),
  protocol: term(),
  scope: term(),
  src_len: term(),
  table: term(),
  table_ext: term(),
  tos: term(),
  type: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      add(socket, destination, prefix, gateway, opts \\ [])



        
          
        

    

  


  

      

          @spec add(
  Linx.Netlink.Socket.t(),
  binary() | Linx.IP.t(),
  non_neg_integer(),
  binary() | Linx.IP.t(),
  opts()
) :: :ok | {:error, term()}


      


Adds a route to destination/prefix via gateway.
Strict create: errors with :eexist if a matching route already exists.
destination and gateway are each a string or an Linx.IP, and must
share an address family. See the moduledoc for opts.

  



    

  
    
      
    
    
      add_default(socket, gateway, opts \\ [])



        
          
        

    

  


  

      

          @spec add_default(Linx.Netlink.Socket.t(), binary() | Linx.IP.t(), opts()) ::
  :ok | {:error, term()}


      


Adds the default route (0.0.0.0/0 for IPv4, ::/0 for IPv6) via
gateway.

  



  
    
      
    
    
      decode(body)



        
          
        

    

  


  

      

          @spec decode(binary()) :: t()


      


Decodes a netlink message body into a t/0.

  



    

  
    
      
    
    
      delete(socket, destination, prefix, gateway, opts \\ [])



        
          
        

    

  


  

      

          @spec delete(
  Linx.Netlink.Socket.t(),
  binary() | Linx.IP.t(),
  non_neg_integer(),
  binary() | Linx.IP.t(),
  opts()
) :: :ok | {:error, term()}


      


Deletes the route to destination/prefix via gateway.
On delete the kernel filters by an option only when it is set, so by default
:protocol is left unspecified (RTPROT_UNSPEC) — the route is matched
regardless of which protocol installed it. Pass :protocol (and :table /
:metric) to narrow the match when several routes share a destination.

  



    

  
    
      
    
    
      delete_default(socket, gateway, opts \\ [])



        
          
        

    

  


  

      

          @spec delete_default(Linx.Netlink.Socket.t(), binary() | Linx.IP.t(), opts()) ::
  :ok | {:error, term()}


      


Deletes the default route via gateway.
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          @spec encode(t()) :: binary()


      


Encodes a t/0 into its netlink message body.

  



  
    
      
    
    
      get(socket, destination)



        
          
        

    

  


  

      

          @spec get(Linx.Netlink.Socket.t(), binary() | Linx.IP.t()) ::
  {:ok, t()} | {:error, term()}


      


Looks up the route the kernel would use to reach destination.
The kernel-side ip route get equivalent: an RTM_GETROUTE without
NLM_F_DUMP, with RTA_DST set, so the kernel resolves the lookup and
returns the matching %Route{}. For an unroutable destination the
kernel returns ENETUNREACH — surfaced as
{:error, %Linx.Netlink.Error{}}.
destination is a string ("10.0.0.1", "fc00::1") or an Linx.IP.

  



  
    
      
    
    
      list(socket)



        
          
        

    

  


  

      

          @spec list(Linx.Netlink.Socket.t()) :: {:ok, [t()]} | {:error, term()}


      


Lists every route in the socket's network namespace.

  



    

  
    
      
    
    
      replace(socket, destination, prefix, gateway, opts \\ [])



        
          
        

    

  


  

      

          @spec replace(
  Linx.Netlink.Socket.t(),
  binary() | Linx.IP.t(),
  non_neg_integer(),
  binary() | Linx.IP.t(),
  opts()
) :: :ok | {:error, term()}


      


Create-or-replace: installs the route if absent, overwrites it in place
(e.g. a changed gateway) if present.
Idempotent — the reconciler's apply verb. Same arguments as add/5.
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          @spec target_table(t()) :: non_neg_integer()


      


Returns the effective routing table for a route, handling both the in-header
byte form and the RTA_TABLE extension used for tables above 255.
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Linx.Netlink.Rtnl.Rule 
    



      
rtnetlink policy-routing rules — the FIB rules that decide which routing
table to consult for a given packet, based on source address, destination,
firewall mark and so on.
list/1 reads rules; add/2 and delete/2 install and remove them. Rules
are specified as a keyword list of selectors plus the target table:
Rtnl.Rule.add(socket, from: "10.0.0.0/24", table: 100)
Rtnl.Rule.add(socket, fwmark: 0x1,         table: 100, priority: 200)
:table is required; the family is inferred from the address selectors
(:from / :to) — or defaults to IPv4 when only non-address selectors
(:fwmark) are used.
Address-typed fields (:src, :dst) on a decoded %Rule{} are Linx.IP
structs.
The two table representations
fib_rule_hdr.table is a u8, so tables above 255 are conveyed via the
separate FRA_TABLE attribute (mapped to :table_ext); the kernel sets
the header byte to RT_TABLE_UNSPEC in that case. target_table/1 returns
the effective table — taking :table_ext when present, falling back to
:table.
Example
{:ok, sock} = Rtnl.open()

:ok = Rule.add(sock, from: "10.0.0.0/24", table: 100)
:ok = Rule.add(sock, fwmark: 0x1, table: 100, priority: 200)

{:ok, rules} = Rule.list(sock)
# => [..., #Linx.Netlink.Rtnl.Rule<priority=200 fwmark=0x1 table=100>,
#     #Linx.Netlink.Rtnl.Rule<from=10.0.0.0/24 table=100>]

:ok = Rule.delete(sock, from: "10.0.0.0/24", table: 100)
The wire format — struct fib_rule_hdr and the FRA_* attributes
(include/uapi/linux/fib_rules.h) — is declared with the
Linx.Netlink.Codec DSL.
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        add(socket, opts)

      


        Adds a policy-routing rule.



    


    
      
        decode(body)

      


        Decodes a netlink message body into a t/0.



    


    
      
        delete(socket, opts)

      


        Deletes the policy-routing rule matching opts (same shape as add/2).



    


    
      
        encode(message)

      


        Encodes a t/0 into its netlink message body.



    


    
      
        list(socket)

      


        Lists every policy-routing rule in the socket's network namespace.



    


    
      
        target_table(rule)

      


        Returns the routing-table number this rule points to.
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          @type t() :: %Linx.Netlink.Rtnl.Rule{
  action: term(),
  dst: term(),
  dst_len: term(),
  family: term(),
  flags: term(),
  fwmark: term(),
  priority: term(),
  res1: term(),
  res2: term(),
  src: term(),
  src_len: term(),
  table: term(),
  table_ext: term(),
  tos: term()
}
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      add(socket, opts)



        
          
        

    

  


  

      

          @spec add(
  Linx.Netlink.Socket.t(),
  keyword()
) :: :ok | {:error, term()}


      


Adds a policy-routing rule.
Selectors (all optional unless noted):
	:from     — match source "ip/prefix" (CIDR string).
	:to       — match destination "ip/prefix" (CIDR string).
	:fwmark   — match firewall mark (integer).
	:table    — routing table to consult (1..2^32-1). Required.
	:priority — rule priority (smaller wins; integer).
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          @spec decode(binary()) :: t()


      


Decodes a netlink message body into a t/0.

  



  
    
      
    
    
      delete(socket, opts)



        
          
        

    

  


  

      

          @spec delete(
  Linx.Netlink.Socket.t(),
  keyword()
) :: :ok | {:error, term()}


      


Deletes the policy-routing rule matching opts (same shape as add/2).
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          @spec encode(t()) :: binary()


      


Encodes a t/0 into its netlink message body.
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          @spec list(Linx.Netlink.Socket.t()) :: {:ok, [t()]} | {:error, term()}


      


Lists every policy-routing rule in the socket's network namespace.
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          @spec target_table(t()) :: non_neg_integer()


      


Returns the routing-table number this rule points to.
Handles both the in-header byte form and the FRA_TABLE extension used for
tables above 255.
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rtnetlink interface statistics — the RTM_GETSTATS reads.
get/2 returns one interface's counters; list/1 dumps every
interface's. Both verbs are read-only — no CAP_NET_ADMIN needed.
The counters live on the :link field as a Linx.Netlink.Rtnl.Stats.Link64
sub-struct. IFLA_STATS_LINK_64 is the only stats class Linx decodes
today; the kernel exposes others (XSTATS, OFFLOAD_XSTATS, AF_SPEC) under
sibling attribute IDs and they will be added as the need arises.
The wire format — struct if_stats_msg (include/uapi/linux/rtnetlink.h)
and the IFLA_STATS_* attributes (include/uapi/linux/if_link.h) — is
declared with the Linx.Netlink.Codec DSL.
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        decode(body)

      


        Decodes a netlink message body into a t/0.



    


    
      
        encode(message)

      


        Encodes a t/0 into its netlink message body.



    


    
      
        get(socket, name)

      


        Returns the statistics for the link named name.



    


    
      
        list(socket)

      


        Returns the statistics for every link in the socket's namespace.
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          @type t() :: %Linx.Netlink.Rtnl.Stats{
  family: term(),
  filter_mask: term(),
  ifindex: term(),
  link: term()
}
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          @spec decode(binary()) :: t()


      


Decodes a netlink message body into a t/0.

  



  
    
      
    
    
      encode(message)



        
          
        

    

  


  

      

          @spec encode(t()) :: binary()


      


Encodes a t/0 into its netlink message body.

  



  
    
      
    
    
      get(socket, name)



        
          
        

    

  


  

      

          @spec get(Linx.Netlink.Socket.t(), binary()) :: {:ok, t()} | {:error, term()}


      


Returns the statistics for the link named name.
Resolves the interface index by name first, then issues a single
RTM_GETSTATS request with that index. Returns
{:error, %Linx.Netlink.Error{}} if there is no such interface.
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          @spec list(Linx.Netlink.Socket.t()) :: {:ok, [t()]} | {:error, term()}


      


Returns the statistics for every link in the socket's namespace.
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Per-interface counters as the kernel reports them in
IFLA_STATS_LINK_64 — struct rtnl_link_stats64, a packed array of
64-bit counters defined in include/uapi/linux/if_link.h.
The struct grew over time. The first 24 counters
(rx_packets .. rx_nohandler) have been there since the 64-bit
stats were introduced; rx_otherhost_dropped was added in Linux 5.19,
so on older kernels its field is nil.
This module implements the value-type contract the Linx.Netlink.Codec
DSL expects (encode/1 and decode/1). decode/1 accepts both the
192-byte (24-counter) and 200-byte (25-counter) layouts, and tolerates
extra trailing bytes from a still-newer kernel.
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        decode(payload)

      


        Decodes a packed rtnl_link_stats64 payload.



    


    
      
        encode(stats)

      


        Encodes a t/0 into the packed rtnl_link_stats64 bytes — always
the full 25-counter (200-byte) form; a nil counter is written as 0.
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          @type counter() :: non_neg_integer() | nil
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          @type t() :: %Linx.Netlink.Rtnl.Stats.Link64{
  collisions: term(),
  multicast: term(),
  rx_bytes: term(),
  rx_compressed: term(),
  rx_crc_errors: term(),
  rx_dropped: term(),
  rx_errors: term(),
  rx_fifo_errors: term(),
  rx_frame_errors: term(),
  rx_length_errors: term(),
  rx_missed_errors: term(),
  rx_nohandler: term(),
  rx_otherhost_dropped: term(),
  rx_over_errors: term(),
  rx_packets: term(),
  tx_aborted_errors: term(),
  tx_bytes: term(),
  tx_carrier_errors: term(),
  tx_compressed: term(),
  tx_dropped: term(),
  tx_errors: term(),
  tx_fifo_errors: term(),
  tx_heartbeat_errors: term(),
  tx_packets: term(),
  tx_window_errors: term()
}
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          @spec decode(binary()) :: t()


      


Decodes a packed rtnl_link_stats64 payload.
Accepts the 24-counter (192-byte) layout from kernels < 5.19, the
25-counter (200-byte) layout from 5.19+, and tolerates extra trailing
bytes from a still-newer kernel. Counters the payload does not carry
remain nil.
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          @spec encode(t()) :: binary()


      


Encodes a t/0 into the packed rtnl_link_stats64 bytes — always
the full 25-counter (200-byte) form; a nil counter is written as 0.
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